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CUDACPP plugin core development (NVidia and AMD GPUs, vectorised C++ on CPUs)
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What is Monte Carlo?
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Monte Carlo Casino
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© Scuderia Ferrari Press Office (2023)

[A] Monte Carlo Simulation is a mathematical technique that is
used to estimate the possible outcomes of an uncertain event.

[https://www.ibm.com/topics/monte-carlo-simulation]
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* In pragmatic terms, and in the realm of High-Energy-Physics
(HEP):

a Monte Carlo simulation is the process from which an event
generator goes from (pseudo-)random numbers to physical
events, that can be further processed and used for analysis

purposes.

« God does Dn/tplay dice » (Einstein)

amplitudes
Quantum /\
mechanics
[ Probabilities ]




REAL DATA PROCESSING

Software libraries that generate
simulated high-energy particle
physics events.

Data acquisition (real data)

MC event generation

Simulate physics processes in beam

collisions.

Detect particles passing through the detector

Particles produced
in collisions

Unfiltered real
electronic signals 4

Trigger
Select only “interesting” events.

MC simulation + digitization
(aka detector simulation)
Simulate interactions of collision
products with detector.

Real electronic
signals

Simulated
electronic signals

Reconstruction
Translate electronic signals to particles passing through the
detector.
Analysis

Compare real data and MC data with statistical methods -

measure parameters, search for new

processes.
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Theory

Fundamental
parameters, field
content,
symmetries.

Phenomenology
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Interpretation

Monte Carlo event generators

Experiment

Observables,
triggers,
acceptance,
background,
calibration.
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Monte-Carlo event
generation for HL-LHC is
estimated to be = 20%
of the total computing

resources.

Predicted CPU resources
are not enough to cover
experiments’ needs.
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Looking ahead

ATLAS Preliminary
2020 Computing Model -CPU: 2030: Baseline

7% 15%

8%

3%
8%

[ATLAS HL-LHC
Computing
Conceptual
Design Report,
2020]
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Looking ahead

Solution: use GPUs/vector CPUs!
CERN IT et al. have been working
for few years on this topic.
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Sequential
processing

Single Instruction
Single Data:
1 input and 1
output per cycle.

AVX2
AVX-512

6th June 2025

oY%

(lockstep processing)

E.g.: Single
= () Instruction Multiple
— = Data
(SIMD):

B Instructions
[] Data
I Results

N inputs and N

© Ars Technica (2000)
outputs per cycle

= Single Instructions
Multiple Threads (SIMT)
(CUDA, HIP, ...)

= SIMD
(C++)

2 main strategies to go from sequential to data-parallel,
but that’s not enough!

Daniele Massaro



* Vector CPUs and GPUs are now widely available to HEP:
— Most CPUs support at least AVX2;

— GPUs are becoming more and more available (see HPC centres).

. , they are difficult to exploit in HEP software:

- e.g. MC detector simulations rely on multiple stochastic branching
(makes lockstep processing difficult).

 But, matrix element event generators are ideal software workflows for
SIMD and GPUs

- MC sampling of many data point.

Inputs m > Outputs

W Same calculation on different data
(no branching!)




13 [J. Alwall, M. Herquet, F. Maltoni, O. Mattelaer, and T. Stelzer. JHEP 06 (2011), p. 128]

[J. Alwall et al. JHEP 07 (2014), p. 079]
LHEF \

Physics
model

Writes ready-to-run
g ; MadGraph code in Python,

+ physics g C++, C, FORTRAN.
process

But what exactly does
this code do?
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MONTE CARLO
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https://adaptyst.web.cern.ch/
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Profiling MadGraph

Details: g g = t t g g with 106 events.
All the code is FORTRAN single thread.

Total execution time: 134.83 s

To what part of |

the workflow does

This seems a clear bottleneck... that function |
(93 % of the total time) o belong? ||
|

6th June 2025 [Maksymilian Graczyk - Adaptyst https://adaptyst.web.cern.ch/] Daniele Massaro
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Profiling MadGraph

Pseudo random
numbers

Phase space
sampling

-
—— -
-

4 )

Matrix element
calculation

Phase space
sampling
optimisation

|dea: rewrite that
_ partin GPU code
| f Weighted events —l (CUDA/H|P).

Monte Carlo
unweighting

Monte Carlo
integration

Unweighted
events

6th June 2025 [Adapted from Andrea Valassi CHEP 24 talk] Daniele Massaro



Profiling MadGraph

Details: g g = t t g g with 106 events.
Matrix element computation has been offloaded to GPU (in this case NVIDIA V100).

Total execution time: 10.94 s

Now this is running
(mainly) on GPU (11% of
the total time)

f=lh June 2025 [Maksymilian Graczyk - Adaptyst https://adaptyst.web.cern.ch/] Daniele Massaro


https://adaptyst.web.cern.ch/

OLD madevent APPLICATION NEW madevent

SINGLE-EVENT MEs APPLICATION
(< MG 3.6.0) MULTI-EVENT MEs
FORTRAN: FORTRAN:
:' B RANMAR :' B RANMAR
| |
! v ! v SCALAR:
| RANDOM NUMBERS | RANDOM NUMBERS NEW bottleneck
: ¥ : +
i FORTRAN: ! FORTRAN:
! MADEVENT T MADEVENT
I —
i MOMENTA MOMENTA
i LAAAA A A 4
?&ﬁéﬁ_r : FORTRAN: o CUDA/C++: PARALLEL:
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CPU bottleneck much Faster
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* Re-entrant functions:
- With well-defined inputs and outputs.

- Stateless with respect to shared data (static, common blocks).

RE-ENTRANT FUNCTION
IN ‘ Stateless, Thread safe ‘ OouT

* Data parallelism in mind from the start:

- Move from single-event APIs to multi-event APIs
(well-defined input arrays and well-defined output arrays).

— Structure-of-Arrays (SoA) memory layout is crucial for inputs and outputs.

ﬁ
~
—

N IN

PROCESS N EVENTS ———> NOUT
~
ﬁ

I
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21 [J. Alwall, M. Herquet, F. Maltoni, O. Mattelaer, and T. Stelzer. JHEP 06 (2011), p. 128]
[J. Alwall et al. JHEP 07 (2014), p. 079]

MadGraph w/ CUDACPP plugin

Physics
model

Writes ready-to-run
code in Python, C,
g ; MadGraph FORTRAN,

+ physics g CUDA/HIP, C++ w/
process

vector instructions.

CUDACPP

plugin

First release of the CUDACPP MadGraph plugin available:
github.com/madgraph5/madgraph4gpu (requires MG5_aMC@NLO v3.6.0).

6th June 2025 Daniele Massaro


https://github.com/madgraph5/madgraph4gpu/wiki/Working-with-cudacpp-v1.00.00-(October-2024)
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Madevent single thread execution, 10° events
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80 -
] T 4 )
30 - [ CPU overhead 60 1 Tip for non-
» Matrix element experts: t"he"
€ 5. 40 - more the "g"s
= (or the “j"s)
20 at the end of
197 the process
name, the
more
gg - ttgg resource-
15000 A intensive the
500 - job is.
“ 400 - 10000 - - J
£ 3097 > A100: AMD
" 200 - 5000 - EPYC 7313
100 - Others: Intel(R)
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Madevent single thread execution, 10° events
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Time /s

Time /s
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* Inthe previous plots, we used double precision for the matrix element calculation.

 What if we used single precision?

— Both vectorized C++ and CUDA (V100) would be 2x faster.

 However, we need double precision for

these computations (helicity arch. NVIDIA  NVIDIA  NVIDIA  NVIDIA
amplitudes) *  Blackwell Hopper Ampere Volta
c : de CPU Year 2024 2022 2020 2017
annot use consumer grade S. S e— H100 AL00 A0
— For Future GPUs (like NVIDIA EP64 90 34 0.7 7.8
Blackwell)...you sure get more Fp32 180 67 195 15.7
FP64, but you pay the price of P16 NUA 134 28
many FP4 tensor cores.
FP64 90 67 19.5 -
wv
* Solution (for now...): mixed-precision: § TF32 5000 989 312 )
v
- double precision when strictly S R ° °%° 1979 024 1es
necessary: 2 Fp8 20 000 3958 - -
[} (]
=

FP4 40 000 . ; ;

- single precision anywhere else. ,
Numbers in TFLOPS



logld(Relative difference

* Relative differences between the mixed/single and double precision, on
the basis of the value of the amplitude.
* Process: Vector Boson Fusionp p— hjjjjwith 10 events.

Relative difference across phase space for mixed and FP32 (u u = h 4j)

mixed

M
Si

6th June 2025

—30 -5 —20 -15
logl0(Scattering amplitude)

ixed precision: max error around 6-7 digits: it's within float significant digits.
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FP32

0
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logld({Scattering amplitude)

ngle precision: we lose significant digits in most of the cases.

[Preliminary work by Zenny Wettersten]

0.30

0.25

0.20

0.15

0.10

0.05

0.00

Daniele Massaro



28

NGT - Openlab "Optimising Floating Point Precision" Workshop

i FYI next month

° @ CERN!
Dedicated
workshop on

Timetabie floating point
Contribuion List DETEMIESING precision.

Registration F L 0 A T I H G

Participant List

Overview

Videoconference

PRERLS EHH

Practical Information

L. How to reach CERN |...| I:I F: H 5 H I:I F'

L. Wi-fi Connection

SRR VIEE 1-2 JULY 2085 P LT-Rd workshop;
Privacy information ; & N organised by

Q CERN, GENEVA

=%, CERN
x1Gen < % openlab

Contact

B4 alex.lasa.lamarca@cern

1 mariana.velho@cern.ch
B4 vasiliki.batsari@cern.ch Scientific applications in high energy physics depend in many areas on floating point operations in single,
double or even higher precision.

https://indico.cern.ch/event/1538409/
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Throughput by instruction set,

process uu -» ete~ ggg
(Intel Gold Xeon 5118)

Scaling with threads and
instruction set

Throughput by instruction set,

process gg - ttgg
(InteI Gold Xeon 5118)
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CUDACPP plugin: MadGraph on GPU & vector CPUs:
— Hardware acceleration of the matrix element calculation (CPU bottleneck).

- Speed-ups by several orders of magnitudes (process-dependent):
10x to 30x forp p = tt {2,3}j (V100 GPU wrt FORTRAN).

Other parts of the generation pipeline can be offloaded in the future (phase space
integration, parton distribution Functions evaluation).

Double precision (FP64) needed for the matrix element, but:
- Encouraging results when using single precision everywhere else (mixed precision).

— Latest GPUs will have the same (if not worse) FP64/FP32 ratio, while having a lot of
FP16/FP8/FP4 cores.

— For Next-to-Leading Order (NLO) calculation we would probably need quadruple
precision.

Set up the basis for hardware acceleration of event generators: can be “recycled” for
future efforts, namely NLO computations.
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