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THE CMS EXPERIMENT 
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THE CMS EXPERIMENT 
TWO-TIER TRIGGER SYSTEM

• Proton–proton collisions at the LHC event’s rate of 40 MHz.
• CMS raw data throughput ~30 TB/s: data reduction is needed.
• Two-tier trigger system:

○ Level-1 Trigger (L1T): hardware system
○ High-Level Trigger (HLT): software based
○ Event selection  via configurable trigger menu (set of algorithms) based on reconstructed 

physics objects.

DETECTOR COLLISIONS LEVEL-1 TRIGGER HIGH-LEVEL TRIGGER OFFLINE ANALYSIS

40 MHz 100 kHz O (1 kHz)
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Why AD for triggering? 

STANDARD TRIGGERING
• Cuts on object kinematics (e.g. 𝑝!, 𝜂, 𝜙).
• Assumes known signatures.

WHAT IF NEW PHYSICS IT’S HIDDEN 
ELSEWHERE?

ANOMALY DETECTION
• Model-independent approach
• Look for the unknown!

decodeencode Typical LHC Event

BSM/Signal LHC Event

latent space
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Where to deploy AD in CMS ? 

DETECTOR COLLISIONS LEVEL-1 TRIGGER HIGH-LEVEL TRIGGER OFFLINE ANALYSIS

40 MHz 100 kHz O (1 kHz)

ANOMALY DETECTION IN CMS
• Over 99% of the events are rejected at

each stage of the two-tier CMS trigger
system.
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Where to deploy AD in CMS ? 

DETECTOR COLLISIONS LEVEL-1 TRIGGER HIGH-LEVEL TRIGGER OFFLINE ANALYSIS

40 MHz 100 kHz O (1 kHz)

ANOMALY DETECTION IN CMS
• Over 99% of the events are rejected at

each stage of the two-tier CMS trigger
system.

≫ Want to work at L1 before any
selection is made!
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AD AT THE CMS L1T

Global Muon 
Trigger
(muons)

Layer 2 
Calorimeter 

Trigger
(𝑒/𝛾, 𝑗𝑒𝑡𝑠, 𝜏,
𝑒𝑛𝑒𝑟𝑔𝑦 𝑠𝑢𝑚𝑠)

Global 
Trigger

L1 Accept

• CMS L1T system performs a coarse
reconstruction of physics objects.

• Within 4 µs, the L1T decides which
events to accept.

• In the final stage, the Global Trigger (GT)
runs algorithms with a 50 ns latency

→ ultra-low-latency inference.

• Two AD algorithms in the GT:
o AXOL1TL : an event-level trigger

based on GT input objects.
o CICADA : an event-level trigger

based on Layer 1 calorimeter
towers

Event1 Event2
Event

N

https://cds.cern.ch/record/2904695/files/DP2024_059.pdf
https://cds.cern.ch/record/2904695/files/DP2024_059.pdf
https://cds.cern.ch/record/2904695/files/DP2024_059.pdf
https://cds.cern.ch/record/2904695/files/DP2024_059.pdf
https://cds.cern.ch/record/2917884/files/DP2024_121.pdf
https://cds.cern.ch/record/2917884/files/DP2024_121.pdf
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AXOL1TL timeline

May 2024 
Start of data taking with 
AXOL1TL V3 

Aug 2024 
AXOL1TL V4 model 
update

Oct 2024 
CICADA starts taking data

🔥

April 2023
AXOL1TL in GT test crate

March 2018
First hls4ml release

Time to put efforts 
on analysis with 
AXOL1TL data!

April 2025 
AXOL1TL V5 & CICADA 
model updates

May 2025 
ATLAS starts taking data 
with AD Triggers 
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AXOL1TL
AXOL1TL Design

ML@L1 Workshop, Dec 12 2023 5axol1tl-team@cern.ch

• Only deploy encoder half of the network, compute degree of abnormality from 
latent space directly  Halves the network size and latency! 

• Small, fully connected network architecture 

• Satisfies strict  requirements: latency of 50ns, low resource utilization on 
FPGAs 

• Different anomaly score thresholds can be used to target different trigger rates

→

μGT

AXOL1TL (Anomaly Extraction Online L1 Trigger Lightweight) is an unsupervised variational autoencoder (VAE):
• Quantum-aware training on Zero Bias (unbiased trigger) dataset with inputs L1T objects:

(𝑝!, 𝜂, 𝜙)  of 4 e/𝛾, 4 𝜇, and 10 jets  and missing transverse energy (MET or 𝑝!"#$$)

AXOL1TL V4
• Trained with a VAE loss combining a reconstruction term and the KL divergence.
• Deploy only the encoder, due to resource constraints.
• Anomaly score per event defined as the L2 norm of the 8-dimensional latent vector.
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AXOL1TL V5

BEYOND BASELINE

For 2025 data-taking, a novel model
architecture has been develop based
on contrastive learning:

• VICReg-trained feature extractor
stacked on top of a VAE.

• The anomaly score is now the
squared reconstruction error.

Bardes et al. (2022), VICReg: Variance-Invariance-Covariance Regularization for Self-Supervised Learning, arXiv:2105.04906 

https://arxiv.org/abs/2105.04906
https://arxiv.org/abs/2105.04906
https://arxiv.org/abs/2105.04906
https://arxiv.org/abs/2105.04906
https://arxiv.org/abs/2105.04906
https://arxiv.org/abs/2105.04906
https://arxiv.org/abs/2105.04906
https://arxiv.org/abs/2105.04906
https://arxiv.org/abs/2105.04906
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AXOL1TL V5
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Step 3: Deployment

https://arxiv.org/pdf/2105.04906
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AXOL1TL on FPGA

Model Latency LUTs (% w.r.t GT) FFs (% w.r.t GT) DSPs

AXOL1TL V4 2 clocks, 50 ns 18961 (4.3%) 424 (0.05%) 0

AXOL1TL V5
(w/ da4ml)

2 clocks, 50 ns 22023  (5.0%) 627 (0.07%) 0

AXOL1TL V5 
(w/o da4ml)

2 clocks, 50 ns 30583  (7.1%) 965 (0.11%) 0

GT 160 clocks, 4 us 433,200 866,400 -

● AXOL1TL fits within the latency and resources budget of the CMS
GT boards Xilinx Virtex-7 FPGA.

● The AXOL1TL QKeras model is converted for FPGA using hls4ml.

● Resource usage of V5 is comparable with V4 thanks to the
optimizations with distributed arithmetic (da4ml) for V5.

≫ Check out Chang Sun’s tutorial & talk for FASTML25!

AXOL1TL V5

https://doi.org/10.1088/1748-0221/13/07/P07027
https://doi.org/10.1088/1748-0221/13/07/P07027
https://doi.org/10.1088/1748-0221/13/07/P07027
https://arxiv.org/abs/2507.04535
https://arxiv.org/abs/2507.04535
https://arxiv.org/abs/2507.04535
https://indico.cern.ch/event/1496673/contributions/6661253/
https://indico.cern.ch/event/1496673/contributions/6637913/
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Physics performance

• Scan of AXOL1TL anomaly score
thresholds, corresponding to a total
range, for SM and BSM simulated
samples and calculate the efficiency.

• V5 efficiency improved compared to
V4 and competitive with a standard
trigger like H! (scalar sum of jets 𝑝!).

• Broad sensitivity of the unsupervised
AXOL1TL approach to a wide range
of new physics scenarios.
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AXOL1TL anomaly score
• Set a threshold on the AXOL1TL anomaly score: define several L1 triggers, then passthrough to the

CMS HLT Scouting system where objects are reconstructed online.

• Pure AXOL1TL events: events uniquely triggered by AXOL1TL and not by any other L1 trigger.
≫ Collect events that would not be triggered otherwise!

AXOL1TL V4 in 2024 
Pure rate 200 Hz. Total rate 1.5 kHz

AXOL1TL V5 in 2025 
Pure rate 250 Hz. Total rate 5.9 kHz

https://arxiv.org/abs/2403.16134
https://arxiv.org/abs/2403.16134
https://arxiv.org/abs/2403.16134
https://arxiv.org/abs/2403.16134
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AXOL1TL results
AXOL1TL triggered events: HT and pT

miss

Energy sum distributions for events 
triggered by AXOL1TL Medium (blue) and 
pure AXOL1TL Medium events (orange)  - 
only triggered by this seed - for V5 (top) 
and similarly for events triggered by V4 
(bottom) . 

The plots on the left show the L1 HT, the 
scalar sum of jet pT while right plots show 
L1 pT

miss.  

For pure events, the energy sums lie in the 
lower region of the spectra, indicating that 
AXOL1TL enhances the sensitivity to lower 
L1 HT and  pT

miss values.  The hard cutoff at 
280 GeV for L1 HT and at 150 GeV for pT

miss 
correspond to events triggered then by the 
L1 triggers  : HT > 280 GeV and pT

miss  > 
150 GeV.

14

V5

V4

• Pure AXOL1TL events in
the energy sums spectrum:
enhanced sensitivity to
lower L1 H! and
p!"#$$ values.

• AXOL1TL selects events
with higher object
multiplicity, particularly for
jets and e/γ, than those
recorded by the Zero Bias
trigger (reduced rate
unfiltered trigger).
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AXOL1TL results

Use SM candles as validation
of the AXOL1TL trigger.

AXOL1TL sees the Z(µµ)
boson as well as other
resonances in the di-muon
spectrum!

𝐙

𝐉/𝛙

𝛗𝛒,𝛚
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Conclusions
SUMMARY
• Presented the first anomaly-detection–based trigger implemented in the CMS L1T.

o Successful AXOL1TL data-taking in 2024 and 2025 with first analysis results!
• Showcased the latest model development for 2025 with improved performance.

WHAT’S NEXT
• Push the effort on end-to-end physics analyses using AXOL1TL data.
• Drive the development of anomaly detection for the Phase-2 CMS Level-1 Trigger at HL-LHC.
• AXOL1TL as a use case for dedicated MLOps infrastructure.

≫ Join the “MLOps Pipeline for Continuous Deployment of Machine Learning Algorithms for HEP”
session tomorrow!

Advancement on physics 
analysis with AXOL1TL data

Conclusions

15.04.25 14

Summary 
• Overview of the 3.7 WP work in the last few months.
• Presented first efforts on the end-to-end physics analysis using AXOL1TL 2024 data: 

o AXOL1TL trigger characterization.
o Di-objects bump-hunt for di-lepton and jets final states ongoing.
o Work on the analysis framework.

Thanks to all the NGT 3.7 group and 
AXOL1TL team for their support!

What’s next 
• Looking forward to collecting data with NNv5, starting next month. 
• Drive the efforts on AD for the Phase-2 Level-1 trigger.
• Make use of L1 Scouting data for AXOL1TL and explore novel approaches for data compression
• Work on dedicated MLOps infrastructure, leveraging the resources and collaborating with NGT WP1. 





BACKUP
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AXOL1TL Workflow
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AXOL1TL V3 and V4



03.09.2024 AXOL1TL: AD @ CMS L1T 23

AXOL1TL V3 and V4
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AXOL1TL Validation
AXOL1TL Pileup dependence
 

The L1T rate is shown as a function of pileup for selected AXOL1TL V5 paths, the L1 Single Muon trigger with pT  > 22  GeV, and the L1 HT  >  280 GeV 
trigger during Run 392526 (left). The corresponding rates for AXOL1TL V4 paths, together with the L1 Single Muon and L1 HT   triggers, are shown for 
Run 386554 (center). Each data point corresponds to the average trigger rate and pileup in a single luminosity section (23.31 s of data-taking). The 
region around pileup ∼62 is more densely populated, as most of the data were collected at this target pileup. A stronger, non-linear dependence on 
pileup is observed for both AXOL1TL and the L1 HT  trigger, in contrast to the L1 Single Muon trigger, which exhibits a more linear trend. The figures 
also show that V5 output rates are higher than those of V4: the average V5 rate for AXOL1TL Medium at pileup 62 is 5.9 kHz, while the V4 rate is 1.5 
kHz. The pileup dependence of V4 and V5 is comparable, as shown in the right plot, where the AXOL1TL V4 Medium and V5 Medium rates are 
normalized to their respective values at pileup 62.
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