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Accurate and adaptive particle-flow reconstruction is a key requirement to maximise
the physics potential and to facilitate the design of the FCC-ee detectors. Classical
algorithms for particle-flow reconstruction require detailed understanding of the detec-
tor and manual tuning that could be circumvented by using machine learning. This
work describes an end-to-end particle-flow algorithm based on graph neural networks.
We demonstrate the effectiveness of the approach using a dataset of 10-15 collimated
particles resembling a jet at reconstructing their mass and discuss how such approach
can be further applied to improve physics performance at FCC-ee.
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1 Introduction

The FCC-ee will push the intensity frontier by providing unprecedented instantaneous
luminosity at the Z, WW , ZH and tt̄ thresholds [1]. Designing optimal detectors and
implementing event reconstruction algorithms that maximise the physics potential the
FCC is crucial for the success of the program. The Higgs boson decays preferentially
to hadrons, therefore the optimal identification and reconstruction of hadronic jets is
crucial for the measurement of Higgs boson properties. In particular, requiring that
the mass peaks fromW,Z → jj hadronic decays should be resolvable at the level of 3σ,
imposes that the W and Z invariant masses should be reconstructed with a resolution
σm at the level of their natural width Γ/m ≈ 2.5%. Moreover the measurement of
rare hadronic Higgs decay rates such as H → cc̄, ss̄ requires excellent hadronic mass
resolution since the relative uncertainty on these rare modes scales as

√
σm.

The Particle-Flow (PF) algorithm was first introduced in the context of e+e− col-
lisions at LEP by the ALEPH experiment [2], with the goal of improving the angular
and energy resolution of hadronic final states. Other variants have later been intro-
duced at DELPHI [3], H1 and ZEUS [4]. The CMS experiment has pioneered its use
in hadronic collisions at the LHC [5, 6], and ATLAS has recently implemented its
own version [7]. The PF approach has a proven record of effective improvement of the
hadronic jet energy resolution in e+e−, e−p, and pp collisions. Therefore, event recon-
struction in future collider experiments such as FCC-ee [1], CEPC [8], ILC [9] and
CLIC is based on PF. In addition, the implementation of an adaptive particle-flow
and fully functional reconstruction framework is key requirement to drive the design
and optimisation of future experiments.

The conventional approach to the measurement of hadronic signatures is to rely
purely on calorimetric measurements. The calorimeter resolution can be written,
neglecting the noise and constant terms as:

σE(H)(E)

E
=

SE(H)√
E

. (1)

Typical values for the stochastic term S in electromagnetic and hadronic calorime-
ters are given in Table 1. The visible energy of hadronic jets or events is roughly
distributed as f± = 60% of charged hadrons (π±, K±, ... ), fγ = 30% of photons
from π0 decays, and fn = 10% neutral hadrons (n, KL, ..). The ideal visible energy
resolution obtained by a pure calorimetric measurement can then expressed as:

σ2
CAL(E) =

∑
i∈γ

σ2
E(Ei) +

∑
i∈had

σ2
H(Ei) (2)

approximately leading to:

σCAL(E)

E
=

Seff
CAL√
E

≈ SH

√
f± + fn√
E

(3)

In contrast, the PF approach relies on the tracking system to measure the momenta
of charged particles, while photons and neutral hadrons are reconstructed with the
calorimeters:
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σ2
PF(E) =

∑
i∈tracks

σ2
track(Ei) +

∑
i∈γ

σ2
E(Ei) +

∑
i∈had

σ2
H(Ei) (4)

The tracking resolution can be written as σtrack(E) ∼ (10−3 − 10−4)E2, which,
despite the quadratic scaling with energy, can be safely neglected for particles with
E < 50 GeV. This leads, in analogy with Eq. 3, to:

σPF(E)

E
=

Seff
PF√
E

≈ SE

√
fγ ⊕ SH

√
fn√

E
(5)

The idealised effective stochastic terms Seff
CAL and Seff

PF are summarised in Table 1
and clearly show the dramatic increase in performance in the PF approach. Due to
the complex nature of hadronic showers, both pure ideal calorimetric and ideal PF
measurements of the visibile energy are dominated by the hadronic resolution of the
detector. From Equation 5 it is manifest that in order to achieve the highest visible
energy and mass resolution it is crucial to efficiently identify and measure the neutral
hadrons with the highest possible resolution. It should be noted that this deriva-
tion assumes that all the visible energy components, charged, photons and neutral
hadrons are reconstructed efficiently. This also assumes no tracking nor calorimeter
inefficiencies and no mistake in the track to calorimeter cluster association.

stochastic term CMS ATLAS/CLD IDEA

nominal SE 5% 10% 10%

nominal SH 100% 50% 30%

ideal Seff
CAL 83% 42% 25%

ideal Seff
PF 32% 17% 11%

Table 1 Comparison of the stochastic term for different
detector technologies and the effective stochastic term
obtained with pure calorimetric and particle-flow
reconstruction.

Therefore the key ingredients for an asymptotically optimal PF algorithm perfor-
mance can be summarised as:

• close to 100% tracking efficiency allowing for an optimal measurement of the charged
visible energy component

• fine transverse and longitudinal calorimeter segmentation allowing for an optmimal
geometrical matching of the extrapolated track trajectory to the electromagnetic
and hadronic showers

• efficient calorimeter clustering algorithm allowing to identify and reconstruct
individual photon and hadron showers.

• excellent electromagnetic and hadronic calorimeter resolutions allowing for an opti-
mal comparison of the tracking versus calorimeter energy measurements after the
geometrical matching
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Hadronic signatures represent a sizable fraction of the final states at colliders, but
are not exhaustive. Electrons and muons identification and momentum determination,
whether isolated or non-isolated within a jet also benefit from a collective treatment
of all the detector components. For example, the recovery of electron bremsstrahlung
emissions within the tracker requires a procedure that combines tracking and ECAL.
Similarly muons are identified by a combination of tracking, calorimetry and muon
detectors information. A complete PF reconstruction should encompass a wide range
of tasks, with the goal of providing the exhaustive list of stable final particles resulting
from the collisions and interacting with the detector as well as a measurement of their
associated momenta. In this paper we describe an end-to-end PF algorithm imple-
mentation using machine learning techniques (MLPF). Combining the information of
all the various detector sub-systems, such as tracker, electromagnetic and hadronic
calorimeters and muon detectors, the MLPF algorithm returns a list of reconstructed
particles along with a measurement of the momentum p⃗ at vertex and type (electron,
muon, charged hadron, neutral hadron or photon). Section 2 summarizes existing clas-
sical and machine-learning based approaches to PF reconstruction. In Section 3 we
describe our generated dataset and the construction used as input for the training
of the algorithm. Section 4 describes the various steps and implementation of MLPF
and in Section 5 the performance of MLPF is discussed and compared to the Pandora
algorithm.

2 Related Work

2.1 Classic approaches to particle flow

Existing implementations of particle-flow algorithms all share an iterative clustering
stage, to generate a starting set of clusters, and a post-processing to match this clusters
to tracks and find neutral clusters. They differ in the rules and cuts applied to make
the different assignments which are usually detector specific. These algorithms have
allowed for excellent physics results. However, they are largely parameterized and
sometimes include steps that are specific to a detector geometry. These problems make
their development cycle long and reduce their adaptability to new detector concepts.

[10] generates a set of tracks and clusters, based on proximity in the detector
cells. Then, it iteratively extrapolates the tracks and to find clusters and produces
candidates for electrons and muons, which are then removed from the clusters and
tracks lists. This is achieved making use of metrics that take into account the shape of
the showers in the ECAL and muon chamber respectively. Then photons and π0 are
identified using different rules on the energy, distance to tracks and shower shapes.
Finally, the charged hadrons and neutral hadrons are constructed. Neutral hadrons
are reconstructed indirectly by identifying as excess energy in the calorimeters. Later
approaches [11, 12] differ from [10] in that they reconstruct all particles in the event
using more sophisticated clustering techniques. The PandoraPFA algorithm [12] per-
forms multiple clustering steps including: hit ordering, seeding, topological merging of
clusters and reclustering for higher energies. [12] also proposes photon identification
and recovery algorithms.
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2.2 ML approaches to particle flow

Novel end-to-end approaches to particle reconstruction have been recently proposed
in the context of high-luminosity LHC [13–15] and HGCAL [16, 17].

[13–15] consider a set of clusters and tracks in the detector and use Graph Neural
Networkss (GNNs) to reconstruct a list of particle objects. This is done by regressing a
particle per object (cluster or track) where some will have empty labels as the number
of particles is smaller than the number of clusters. For this, they use a regression loss to
predict the momentum components and a classification loss to predict the PID. They
evaluate the performance on a particle gun and physics events. On a single particle
gun, the performance evaluation shows similar metrics for charged hadrons compared
to PandoraPFA while lower efficiency for neutral hadrons and photons. On physics
samples, they show improved jet pT response width over PandoraPFA. They also
consider starting from a set of raw calorimeter hits but in this case the performance
is similar to PandoraPFA.

[16, 17] propose a different approach to particle reconstruction based on object
condensation, described in more detail in section 4. They start from raw detector
hits and also using a graph representation with a GNN architecture based on [18].
This approach gives a more natural representation of the reconstruction problem as
it does not regress a particle per hit as in [13]. In the object condensation approach,
the regression task is to encode the hits in an embedding space where hits from the
same particle are clustered close together and far from hits from other showers. This
is achieved through a loss function with repulsive and attractive potentials described
in 4. Our approach is also based on the object condensation approach as starting from
the raw data could in theory allow for lager gains by avoiding under optimal clustering.

3 Simulated dataset

We generate a dataset of e+e− collisions using a custom particle gun and propagate
this particles in the detector using GEANT4. We use the CLD detector model [19],
since it is the only FCC-ee detector for which the geometry and particle reconstruction
are available at this stage. The evaluation dataset has 10 000 events composed of 10-
15 particles per event. The available particle PIDs are {π+, γ,KL, n, p, e

+}, and these
are sampled uniformly.

An ML-ready dataset is created by storing the calorimeter hits and the recon-
structed tracks, as well as the associations of each hit/track to the stable generator
MC particles for evaluation purposes. Specifically, the inputs to our pipeline, X are
a set of hits from the ECAL and HCAL calorimeters and a set of tracks X =
{XECAL,XHCAL,XT}. For every detector hit, the energy (E), position (x, y, z), and
type in the detector are stored. The hit type is stored as a boolean and tracks whether
the corresponding detector element is part of the ECAL (electromagnetic calorimeter)
or the HCAL (hadronic calorimeter) subdetector, respectively.

hi = [E, x, y, z, type] (6)
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type ∈ [ECAL,HCAL, track] (7)

If the element is a track, the position is the track state at the entrance of the
calorimeter. In each event, there are O(600) hits per particle.

As the ground truth information, for every hit, we keep track of the corresponding
truth particle(s) responsible for generating the energy deposit. This information is
obtained by using the history of the particle that generated the hit to link it back to
the stable particle that produced it. The 4-momenta (px, py, pz, e) and particle type
(neutron or proton) (id) of the corresponding ground-truth particles is stored.

These events are reconstructed with the CLD pipeline [19], which contains an
implementation of PandoraPFA, to obtain a baseline reconstruction.

4 ML-based Particle Flow

Fig. 1 Overview of the MLPF end-to-end approach for Particle Flow. The raw hit are represented as
multivectors in the geometric algebra. The multivectors are embedded into a low-dimensional space
using the Geometric Algebra Transformer (GATr) architecture and an object condensation approach,
finally a clustering step determines the particle flow candidates. The four vector determination is the
second step of the pipeline, including, PID classification, as well as energy and direction regression.
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Our pipeline is composed of multiple steps: First, the particle flow candidates
are detected and second, the properties (PID, four-vector) are determined for each
candidate.

4.1 Particle-flow candidates determination

This step is a clustering that defines the particle-flow candidates. First, the hits/tracks
are represented as objects in a geometric algebra. Then, the GATr network [20] is used
together with an object condensation loss to make the clusters of hits separable in
an embedding space. Finally, a clustering algorithm is applied on this space to obtain
particle flow candidates.

Graph representation

As an initial step, the set of hits for each event is converted into a graph. However,
unlike traditional approaches, the GATr architecture allows to represent the raw hits
as different geometric objects and transformations in the projective geometric algebra
G3,0,1 using multivectors. This method allows to have as an input planes, lines, point
or scalars. We choose to embed the hits as points with two associated scalars, one
corresponding to the energy of the hit, E and the other one to the type of hit. Then,
all multivectors in the event are connected, resulting in a fully connected graph.

Multivector processing

In order to obtain particle-flow candidates we perform an end-to-end clustering step.
The task is to embed all multivectors (hits/track) belonging to the same particle close
together in some embedding space. The task is supervised and each hit has a link
to one particle. This task is similar to a point cloud object instantiation. Although
showers (collection of hits generated by one particle) could be well separated in space,
particle flow algorithms [6, 9] aim to improve the separability of nearby showers, to
minimise the error on the measured momenta and the mis-indentification probability
of the ancestor particle species by optimally combining all the available sub-detector
information.

We start from the hits from the different systems (ECAL, HCAL, reconstructed
tracks), unified in the multivector format, which represents the different geometrical
objects in 16 dimensions. Then, we use the GATr architecture [21]. GATr consists of
multiple transformer blocks. Each block has a LayerNorm, an equivariant multivec-
tor self-attention layer, a second LayerNorm, an equivariant multivector MLP with
geometric bilinear interactions, and another residual connection. This architecture is
E(3) equivariant. The E(3)-equivariant linear layers map multivectors using grade
projections and multiplication with a homogenous basis vector. The geometric bilin-
ears allow to build more expressive networks by allowing grade mixing. The network
outputs multivectors which are used by the object condensation loss, defined below.

Object condensation loss and particle flow candidates

The object condensation approach for multi-object detection [16] allows to reconstruct
an unknown number of objects through a dedicated loss function. The intuition behind
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this approach is as follows: the loss function requires the output of hits belonging to
the same track to be close in a low dimensional embedding space and those belonging
to different tracks to be far away. In this way, in the embedding space the tracks are
easily separable.

The network is trained to predict a scalar 0 < βi < 1 and a coordinate x per node.
The scalar is used to define a charge qi with an increasing gradient:

qi = arctan2βi + qmin. (8)

This charge for every node is used to define a potential Vi,k(x). The potential
affecting nodes belonging to an object is approximated by the potential of the node
with the highest charge in the object, α.

The full loss function is:

L = LV + Lβ (9)

LV =
1

N

N∑
j=1

qj

K∑
k=1

(MjkV̂k(xj) + (1−MjkV̌k(xj)) (10)

Each node j contributes with an attractive potential V̂k(xj) for the object their belong
to, and with a repulsive potential V̌k(xj) for the other K − 1 objects. The mask Mjk

is 1 is j belongs to k and 0 otherwise. This potential is multiplied by the charge. Lβ

is defined to enforce one condensation point per object.

Lβ =
1

K

∑
k

(1− βαk). (11)

Starting from the output multivectors of the network we define the coordinates of each
node as the point component extracted from the multivector and the β for each node
as the scalar component.

Clustering step

Finally, we cluster in the 3D embedding space using the HDBSCAN [22] clustering
algorithm.

4.2 Properties of the particle-flow objects

After clustering, new graphs are obtained by fully connecting the obtained clusters.
Particle-level properties (PID and energy E) are predicted from concatenated high-
level features and the outputs from a GATr head. The momentum direction p⃗

|p| can be

predicted from a separate GATr head. However, we find empirically that regressing the
momentum direction does not provide a clear advantage over Pandora. Therefore, we

similarly to Pandora estimate p⃗
|p| ∼ w⃗

|w| where w =
∑

i Eir⃗i∑
i Ei

is a vector pointing from

the interaction point (0, 0, 0) to the energy-weighted average of the hit coordinates r⃗i.
The particle mass is estimated from a classifier with 4 classes (e−, γ, charged hadrons
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and neutral hadrons). For the charged hadrons, the mass is set to mπ+ and for the
neutral hadrons to mn.

The high-level features used describe key parameters of the clusters:

• The distribution of the energies among calorimeters (sum of the energies of the hits,
fractions stored in ECAL and HCAL, dispersion of the energies in the ECAL and
HCAL)

• The position of the shower and its generic properties (number of hits, average x, y,
z and η, ϕ)

• Information about the track: track momentum and χ2

Intuitively, the energy of the particle is mostly determined by the sum of the
energies of the hits in the cluster. Similarly, PID can in most cases be identified by
looking at the presence of a track, and whether the energy is stored in the ECAL
or also in HCAL. However, by applying a geometric machine learning model, more
complex information about the shower geometry can be extracted to complement these
features and further improve the prediction.

5 Results

The following features allowing for comparison of MLPF with Pandora are computed.

• Efficiency: the fraction of particles that are reconstructed and matched to one of
the true showers with respect to the total number of true showers.

• Fake rate: the fraction of particles that are reconstructed without matching to a
true shower with respect to the total number of true showers.

• Fake energy rate: the fraction of the energies of the particles that are reconstructed
without matching to a true shower with respect to the energy of the true showers.

• Energy resolution is estimated by fitting a Gaussian PDF N (µ, σ) onto the
histogram of Emodel/Etrue and reporting the variance divided by mean σ/µ.

• Angular resolution is estimated by looking at the difference in angles Φ and θ,
defined according to the CMS coordinate system [23]. In case the difference in angles
is greater than π, the smaller angle ϕ− π is taken for the difference.

5.1 Particle gun

Our model accurately regresses the energy of neutral hadrons (Fig 2). For the charged
hadrons, the energy is set to the momentum of the track. Figure 3 displays confusion
matrices for both models.

6 Conclusion

We present a graph neural network-based model trained for particle flow in the
proposed CLD detector at the FCC-ee.

We demonstrate that state-of-the-art geometric graph neural network architectures
can be used to improve particle flow performance the classical baseline Pandora. Our
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Fig. 2 Energy resolution plots for the main particle types in the dataset. GK - (TODO: Polish
plots, legend, titles etc. + Replace with newest plots, where we replace the E regression
for charged by just picking the energy of the track!)

work serves as a successful implementation of machine learning for particle-flow recon-
struction. A key advantage of our approach compared to Pandora is that there is no
need for detector-specific parameter tuning.

However, there are still various aspects of the model that need more detailed assess-
ment. Additional training strategies to reduce the fake rate at low energies as well as
improve efficiency could be explored. Additionally, it needs to be explored to what
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Fig. 4 Reconstruction performance in terms of the fake rate and fake energy rate for the 10-15
particles dataset.

extent does our model trained on a 10-15 particle gun dataset work well on events
out of this distribution. Additionally, training strategies to enable reconstruction at
different detectors with the same model could be explored. That could enable even
faster detector optimization.

7 Perspectives and outlook

Predicting an unknown number of elements and their properties from diverse inputs
is a broad task that extends beyond the confines of the particle physics community.
While the problem been researched extensively in the context of computer vision, how
to apply it effectively to unstructured data such as graphs or point clouds is still an
emerging area of research.
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in the plane perpendicular to the beam (Φ) for photons for the 10-15 particles.
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