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Development and Optimization of ACTS Tracking Software for High
Luminosity Collider Experiments

Abstract

With the dawn of the high luminosity era at the LHC, an unprecedented amount of data will be
collected and processed at the ATLAS experiment. This will result in a drastic increase of hit
combinatorics during track reconstruction with the ATLAS ITk detector, which will replace the
current Inner Detector. New algorithms and methods are investigated to efficiently process the
incoming data. One possibility is the deployment of hardware accelerators that provide massive
parallelism, like general-purpose computing on GPUs.

In this thesis, the DETRAY library will be presented, for which a GPU-friendly tracking geom-
etry and navigation was developed. Within the ACTS (A Common Tracking Software) project,
which is a detector-agnostic toolkit of tracking algorithms written in modern C++, a dedicated
R&D effort was launched to investigate the adaptation of the ACTS tracking chain to GPUs.
The final GPU tracking demonstrator will provide a realistic setup of all steps of track recon-
struction, from clusterisation to ambiguity resolution, and thus allow an in-depth study of both
physics and compute performance of GPU-based tracking within the ATLAS experiment.

A crucial ingredient to be able to run track reconstruction is to ensure accurate and efficient
modelling of the detector geometry and its material. This is done in ACTS by the tracking
geometry, which is a purely surface based representation of the detector with a dedicated material
mapping step. The current implementation has been found in previous studies to have several
shortcomings concerning an adaptation to GPU computing, like its use of virtual function calls
to describe different geometrical shapes for the detector surfaces, or its use of vector-of-vector
data containers that rely on dynamic memory allocations.

With the DETRAY library, a tracking geometry will be made available that solves these problems
by using a combination of static polymorphism and an index-based data management on global,
flat data containers in memory. Using the VECMEM library for data management, the DETRAY
detector can be read in from data files exported from existing tracking geometries in ACTS
on the CPU and subsequently be copied to the GPU memory system to run device-side track
reconstruction. The geometry description can be provided in full detail compared to ACTS,
including the access to material maps.

The DETRAY tracking geometry and the track parameter navigation have been validated in
a constant magnetic field against a numeric approach using the Newton-Raphson algorithm,
enhanced with bisection steps, on several detector geometries, among them the current ITk
tracking geometry.

This work has been sponsored by the Wolfgang Gentner Programme of the German Federal
Ministry of Education and Research (grant no. 13E18CHA)
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CHAPTER 1

Introduction

1.1. The Standard Model of Particle Physics

The Standard Model (SM) contains the theoretical foundation of the field of particle
physics and describes the dynamics and interactions of the known subatomic particles,
which can be produced and studied at laboratories like, for example, CERN. It is for-
mulated in the language of Quantum Mechanics and Quantum Field Theory, which have
been applied to great success to describe the behaviour of elementary particles [1-4].

Even though the Standard Model has been highly successful in describing the physics
behind observations made at particle physics experiments, its predictions continue to be
constantly checked against ever more precise measurements. One such quantity that can
be measured is, for example, the rate dN/d¢ at which a certain process appears in an
experiment. The probability of the process occurring in a particle interaction can be
calculated in the Standard Model using the cross-section o. Together with knowledge
about the Luminosity £ of the accelerator, a machine dependent quantity that models
the number of interactions in a collison event, the cross section and the measured rate
can be related:

% =ol. (1.1)

Small deviations in measurable parameters such as the cross section can give a hint
that unknown effects or even previously undiscovered particles may be present that were
not taken into account in the theoretical calculations. Measurements of this kind are
consequently among the searches for new physics.

The most well known force described in the Standard Model is the electromagnetic
force [5-10|, however, the weak and the strong forces play pivotal roles as well. The
strong force [11-16] is, for instance, responsible for keeping the atomic nucleus together
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against the driving electromagnetic force of the positively charged protons. It is also a
major contributor to the processes that occur in proton-proton collisions at the LHC.
The weak force, on the other hand, does not result in bound states, like the atom or its
nucleus, but facilitates many subatomic interactions. An example are radioactive decays
like the [-decay, where a neutron n decays into a proton p and an electron e with its
associated anti-neutrino 7, [17-19|:

n—p+e+r,. (1.2)

The particles in the Standard Model are characterized by a set of Quantum Numbers,
which quantify their properties, such as their spin or charge. The charges determine,
whether a particle participates in one of the three fundamental forces described by the
Standard Model. For example, the electromagnetic force acts upon particles that carry
an electric charge (& ¢e), while particles that have a colour (red, green, blue) will interact
via the strong force.

In the Standard Model, the fundamental forces are mediated between particles through
the exchange of another special kind of particle, the gauge bosons. As the name "boson"
implies, these carry an integer spin quantum number and arise as quantizations of the
underlying Quantum Fields that describe the respective force. The strength with which
the gauge bosons couple to the charge carried by particles is parametrised in the coupling
constants, which are not predicted by the Standard Model, but are rather tuning pa-
rameters that need to be determined experimentally. The momentum scale at which the
interaction happens, as well as the mass of the gauge bosons will additionally influence
the coupling strength [20)].

The electromagnetic force is mediated by the well known photon -y, which is the quan-
tum of the electromagnetic field and thus corresponds to the phenomenon of light. Gauge
bosons can also carry charge and couple to themselves, such as the eight massless gluons
g |21-23] of the strong force, which come with both a colour and an anti-colour. Similarly,
the gauge bosons of the weak force, the W=+ and Z° bosons [24-27], also participate in
weak interactions themselves, such as in the W-boson pair production [28-30].

One of the great successes of the Standard Model, was the unification of the electro-
magnetic and the weak interaction in the electroweak unification by Glashow, Weinberg
and Salam [31-33|. Here, electromagnetic and weak processes can be described by a
single theory with a unified charge.

Another important step in the development of the Standard Model was the formulation
of Electroweak Symmetry Breaking [34-39] and the subsequent discovery of the Higgs
boson [40, 41]. The spontaneous symmetry breaking in the electroweak force is a way to
describe the appearance of mass terms in the corresponding Lagrangian density and thus
provides a way to explain the fact that the gauge bosons of the weak force, W+ and Z°,
have mass. It can also be used to motivate the masses of fermions via Yukawa couplings
[11, 32|, which arise between the fermion and the Higgs field.

Apart from the gauge bosons and the Higgs particle, all other fundamental particles
in the Standard Model are fermions, which means, they carry non-integer spin of 1/2.
Charged Leptons [, for example, are elementary particles that come in three generations



1.1. The Standard Model of Particle Physics

and in association with a neutrino v; [19, 43|. The lepton generations are identical in
quantum numbers, but differ most notably in particle mass and flavour. The charged
leptons in the Standard Model are the electron e, the muon g and the tau-lepton 7
[44-49|, with the corresponding neutrinos ve, v, and v, [43, 50|. The neutrinos carry
neither electric charge nor colour and thus solely interact via the weak force. The weak
gauge bosons couple to the left-handed isospin doublets and, in case of the Z bosons,

L ’ L ’ L

Similar to the leptons, quarks [51-55] also come in three generations and are divided
into up-type quarks with an electric charge of +2/3 and down-type quarks with a charge
of —1/3, depending on the third component of their weak isospin vector [56, 57]:

) (9 () »

The prime on the down-type quarks denotes the weak eigenstates, which differ from
the mass eigenstates that propagate through time. The relation between weak and mass
eigenstates is determined by the 3x 3 unitary Cabibbo-Kobayashi-Maskawa (CKM) matrix
[58, 59]. From the phase difference in the weak and mass eigenstates follow flavour
oscillations and a mechanism for CP-violation. CP-violation describes the effect where a
process appears different under simultaneous transformation of parity (P) and charge (C,
meaning the transformation between a particle and its anti-particle) [60, 61]. A similar
mechanism exists for the neutrinos, described by the Pontecorvo-Maki- Nakagawa-Sakata
(PMNS) matrix |62, 63|, which results in neutrino oscillations [64, 65].

Quarks carry colour and are almost uniquely confined into composite particles, called
Hadrons, which are colour-neutral. This can be achieved by grouping three quarks of
different color in a Baryon (qqq) or a quark and an anti-quark in a Meson (qq) |15, 56].
Mesons that have neutral electric charge are a superposition of quark-anti-quark pairs of
different flavour. The only quark that is not confined to hadrons, is the top quark ¢ [66,
67], which decays on a shorter time scale than the hadronization process can occur.

A number of questions are left open by the Standard Model. For one, the Standard
Model only describes three of the four fundamental forces in nature. It does not describe
either gravity or dark matter and is therefore an incomplete theory. But there are other
issues as well, like the amount of CP-violation that is predicted, which cannot explain
the overwhelming dominance of matter over anti-matter that is observed in the universe
[68]. Furthermore, neutrinos are assumed to be massless in the Standard Model, while
the measurements of neutrino oscillations show that neutrinos should have a small mass.
Although a hierarchy of the masses of the different neutrinos can be inferred, the specific
ordering and scale of the neutrino masses is unknown.
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Figure 1.1.: Different regions of mass stopping power against particle velocity [42].

1.2. Interactions of Charged Particles with Matter

The detection of high energy particles is based on their interaction with the matter of
particle detectors. The signals that are deposited by charged particles can be collected,
converted to digital signals and processed for following reconstruction steps. In the
context of particle track reconstruction, however, interactions with matter also pose a
complication and introduce noise into the process. Most notably, energy loss by ionisation
or Bremsstrahlung and multiple scattering will influence the particle trajectory through
the detector and have to be taken into account accurately.

1.2.1. Energy Loss through lonisation

When a particle traverses the detector material, it will engage in scattering interactions
with the electrons of the atoms the material is made of. This will result in an energy loss
of the particle and an excitation and ionisation of the material. Occasionally, an electron
will receive enough energy to engage in ionisation itself. The mean mass stopping power
of a material, that is the mean energy loss per distance z in units of g~' cm through
the material (—dE/dx), can be calculated according to the empirical formula of Bethe
[69-71]:

dE . 9 2 Z 221 2m60252’}/2Wmam 2 J (67)
<—> —47TNAremeC Z@ [2111( 72 —B —T . (15)

The mean mass stopping power depends on the particle charge number z and its velocity
f = v/c in units of the speed of light ¢, the atomic number Z and the mass number A
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Figure 1.2.: Straggling function for 500 MeV pions, normalised to A, /x [42]

of the material, as well as the Avogadro constant N4 and the classical electron radius
and mass, 1, and m.. Furthermore, the mean ionisation potential of the electrons in the
atoms of the material [72, 73], as well as the maximum energy transfer W,,,, that can
occur to one of those electrons have to be determined for the material. The term 6(37)
parametrises the polarisation response of the material.

The Bethe formula is accurate for heavy particles in the range of 0.1 < S+ < 1000,
where v = /1 — 32 follows from special relativity. For lower particle velocities, addi-
tional corrections have to be applied [74-76] and for higher velocities, radiative effects
have to be taken into account [42]. A particle with a velocity Sy = 3, which lies in or
close to the minimum of the Bethe function, is called a minimum ionising particle (MIP).
A plot of the mean mass stopping power over the different regions of 5+ can be seen in
Figure 1.1. For electrons and positions, Eq. 1.5 needs to be modified respectively, due
to the similarity to the electrons of the atoms of the material [69, 73, 77].

However, the mean energy deposition for a given path length as described by Eq. 1.6
is an estimator over many particle crossings and differs from the most probable energy
deposition of a single particle due to rare scattering events with large energy transfers.
The distribution of the energy depositions A in material of a given thickness can be cal-
culated according to the Landau-Vavilov distribution |78, 79|, which is asymmetric and
features a tail towards larger energy depositions, as shown in Figure 1.2. The most prob-
able value of the energy deposition for a single particle, A,, can be calculated according
to Ref. [80]:

21222
Ap:§[1n<2mclﬁ7>+ln<§)+j—52—5(5'y) , (1.6)

with & = (2nNar?mec?)(Z/A)z?(x/B%) and j = 0.2000 [80]. The full width at half
maximum of the distribution is given by w = 4¢ for absorbers of medium thickness.
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1.2.2. Particle Showers

While ionisation is the main driver of energy loss for heavy particles, the formation
of cascades has to be taken into account [42, 81-83| for electrons and photons, where
the emission of Bremsstrahlung and pair production leads to the creation of several
generations of secondary particles. High momentum electrons lose energy in matter
predominantly by the emission of Bremsstrahlung until they fall below a critical energy
threshold and ionisation becomes the main mode of energy loss. The radiation length X
of a material can be defined as the distance over which an electron loses 1/e of its energy
due to Bremsstrahlung. The photons generated in this process can subsequently engage
in production of eTe™-pairs, which will themselves continue to emit Bremsstrahlung.

A similar concept can be formulated for hadrons and hadronic interactions in matter,
where the mean interaction length A is defined as characteristic scale for the energy loss.
In addition to Coulomb interactions, hadrons can also engage in inelastic scattering and
energy loss via the strong force with the nucleons (p and n) that constitute the atomic
nucleus. This leads to the generation of secondary particles, which to a significant degree
are neutral pions 7. The dominant decay mode of the neutral pion is to two photons via
the process m° — ~v [42], which afterwards can give rise to an electromagnetic shower
component.

1.2.3. Multiple Scattering

A significant source of noise during track reconstruction stems from random direction
changes that happen as a result of elastic Coulomb scattering events between the inci-
dent particle and the atoms of the detector material. The theory that models multiple
scattering was formulated by G. Moliére and later revisited by H. A. Bethe [84, 85|. For
practical use, several approximations to the scattering angle distribution of Moliére exist,
which reach varying degrees of accuracy [86-88|.

These approximations allow to calculate the expected scattering angle projected
to a plane after a particle with momentum p has traversed a material of thickness x and
radiation length Xy. Since the repeated scattering through small angles is a stochastic
process, the expected scattering angle is modelled using a Gaussian distribution according
to the law of large numbers. For a particle with charge z [42], the central 98 % of the
distribution can be described by a formula given by Lynch and Dahl in Ref. [88|, which
is an improvement of the Highland formula [87]:

G | (7).
0" =13.6 MeV z ~——— |1+ 0.088 - lo — || - 1.7

When encountering material mixtures, it is advised to average the radiation length of
the respective material components rather than adding the expected scattering angles in
quadrature [42, 88]. This can be achieved by summing the radiation lengths according
to the fraction of the material component w;:

1/Xo = Zwi/X"' (1.8)

97”7715



CHAPTER 2

The ATLAS Experiment

The ATLAS Experiment [89] at the Large Hadron Collider (LHC) is a general purpose
particle physics experiment situated at the CERN laboratory in Geneva, Switzerland,
together with three other main experiments, ALICE [90], CMS [91] and LHCb [92], which
is shown in Figure 2.1. In 2012, ATLAS together with the CMS experiment announced
the discovery of the Higgs boson [40, 41]. The physics goals at the ATLAS experiment
range from precision measurements, for example, on the properties of the Higgs boson,
to searches for physics beyond the Standard Model, like the nature of dark matter [93].

2.1. The Large Hadron Collider

The Large Hadron Collider (LHC) [95] is the successor of the Large Electron-Positron Col-
lider (LEP) [96], which operated from 1989 to 2000 and collided electrons and positrons
with a center-of-mass energy of up to /s = 209 GeV. The LHC was subsequently in-
stalled in the same tunnel with a circumference of 26.7km and at about 100 m mean
depth. In order to minimise synchrotron radiation, the LHC has been designed as a
proton-proton collider, with a targeted center-of-mass energy of \/s = 14 TeV. The two
proton beams need their own magnetic fields and for most of the distance separate beam
pipes to keep them circulating in opposite directions. With this setup, it is also possible
to accelerate and collide heavy ions at the LHC.

The beams consist of separate bunches of protons, which contain about 10! particles
each. At the interaction points, where the detectors of the different experiments are
located, the beams are brought to collision at a frequency of 40 MHz. The instantaneous
luminosity of the LHC can be formulated for Gaussian beam profiles as [95]:

Nznbfrev’)/
L= b2 p 2.1
4re, B* ’ (2.1)
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Figure 2.1.: Schematic view of the accelerator complex at CERN, including the preceding
acceleration steps and the experiments. Adapted from Ref. |94].

with the revolution frequency fre, of the bunches, the number of protons per bunch
Np, the number of bunches n; and a geometric parameter F' that models the beam size
and the effect of the crossing angle of the bunches. The peak design luminosity was
set to be £ = 10>*em™2s7!. As was discussed earlier, the instantaneous luminosity of
an accelerator is an important quantity for the analysis of particle interactions by the
experiments, for example in Eq. 1.1. The integrated luminosity

L= /Ldt (2.2)

is a measure of the total number of collected events and hence drives the statistical
significance of particle physics analyses that are conducted on the data sample. Between
2015 and 2018, in Run 2 of the LHC, the ATLAS Experiment collected 140.1 + 1.2fb~!

at a center-of-mass energy of /s = 13 TeV in pp collisions [97].

2.2. Overview of the ATLAS Detector

The ATLAS detector [89, 99] is the largest detector at the LHC. It is made up of a
number of subsystems that are arranged in layers around the Interaction Point (IP). An
overview of the subsystems of the ATLAS detector is shown in Figure 2.2.



2.2. Overview of the ATLAS Detector

barrel New Small Wheel (NSW)
muon chambers muon chambers

N

barrel toroid magnet

e

endcap

muon chambers inner detectors

endcap toroid
magnet

endcap calorimeters

barrel electromagnetic calorimeter

solenoid magnet

ATLAS

EXPERIMENT

barrel hadronic calorimeter
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The IP constitutes the origin of the coordinate system of the ATLAS detector. The
z-axis of this right-handed coordinate system points in the direction of the beam, with
the z-axis pointing towards the centre of the ring and the y-axis pointing upwards.
The quantities used to describe the physics in the experiment will be expressed in this
coordinate system. The transverse momentum, for example, is the projection of the
particle momentum to the transverse plane according to:

pr = /P2 + D5 (2.3)

Another useful quantity that is often used to describe the polar angle 8 of particle

tracks, is the pseudorapidity:
0
n = —In ( tan 3 : (2.4)

In order to measure charged particle momentum from the curvature of the trajectory,
which is described in more detail in Section 3, the ATLAS detector contains two magnet
systems [100-102]. They provide a solenoid field of 2T in the inner detector layers and
a field generated by a characteristic toroidal magnet in the muon system.

Pixel and Strip Trackers Closest to the beampipe, in which the proton-proton collisions
take place, lies the Inner Detector (ID) [103-105]. The ID contains a pixel silicon tracker,
a strip system (SCT) and the Transition Radiation Tracker (TRT), as shown in Figure
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Figure 2.3.: ATLAS Inner Detector, including the pixel detector, SCT and TRT [99].

2.3. The pixel and strip systems are silicon-based semiconductor detectors [106, 107],
which collect the electron-hole pairs generated by traversing charged particles through
ionisation in the bulk material. The charge carriers thus produced drift in the field of the
space-charge region which forms at the contact of two differently doped semiconductor
materials, widened by a reverse-bias voltage. Doping describes the process of adding a
different kind of atom into the lattice structure of a semiconductor, adding mobile charge
carriers which are either electrons (n-doping) or holes (p-doping). At the boundary of two
such materials, the charge carriers cancel each other out by diffusion, leaving a depleted
region with an electric field that opposes the diffusion of further charge carriers. The
signal created by a traversing particle is collected at the closest readout electrodes and
subsequently encoded to either digital (yes/no) or analogue cell information.

In its final configuration, the pixel system of the ID consists of three cylindrical barrel
layers around the IP, plus the subsequently added Insertable B-Layer (IBL), as well as
three disc-shaped endcap layers that are arranged along the z-axis on both sides. The
modules are placed with a small tilt angle and an overlap to ensure maximal spatial
coverage without gaps. In a pixel system, the area of the sensor is segmented in both
local directions on the sensor plane, which allows a precise measurement in local x and
y directions. The pixel size, or pitch, ranges from 50 um x 400 um for the external pixel
layers of the ID [108] to 50 pm x 250 um for the IBL. The pixel pitch is related to the
spatial resolution of the detector, which in a magnetic field lies around 10 gm in the small
pitch direction and 115 um in the large pitch direction [109] for the external layers and
at around 10.0 gm and 66.5 pm for the IBL [110].

The strip system, or Semiconductor Tracker (SCT), consists of four barrel layers and
nine endcap layers, surrounding the pixel detector. In a strip detector, only one local
direction comes with a fine-grained segmentation. Due to this, one local direction of the

10
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measurement cannot be constrained. In order to obtain the precise position of a traversing
particle in a strip detector, two sensors are mounted back to back, with a small rotation
angle of 40 mrad against each other, known as the stereo angle. By observing which
strips are activated on either sensor, the hit position can be determined. The strips in
the barrel section have a pitch of 80 um in the precision direction, which yields a spatial
resolution of 17 um along the z-axis and 580 um along the r¢-axis when correlating the
two module sides [111]. In the endcap section, the pitch varies overall between 57 um
and 94 pm, with the strips aligned in wedge shape on the trapezoidal sensors [112].

The pixel and strip systems of the ID cover a region of || < 2.5 at a radius of about
33mm up to 514 mm for the layers in the barrel section. Due to the high granularity,
the occupancy of the pixel layers, meaning the percentage of active channels per read-
out, is much lower than that of the SCT. For this reason, the seeding step of the track
reconstruction chain starts in the innermost ID layers, then continuing to add new mea-
surements from the inside out. In 2008, the relative momentum resolution during cosmic
ray track reconstruction in the ID was measured to be o(p)/p = (0.0483 & 0.0016)% pr
[113].

Transition Radiation Tracker The last subsystem of the Inner Detector is the Tran-
sition Radiation Tracker (TRT) [89, 103, 114], which applies a different detection tech-
nology from the other two sub-detectors of the ID. It contains straw tubes, which are
made up of a sense wire that lies in a tube filled with a gas mixture and are kept at a
higher electric potential compared to the walls of the tube. The gas mixture gets ionised
when a charged particle passes through it and the electrons produced in this process are
gathered and amplified at the sense wire, triggering a measurable signal. At each end of
the straw, the signal is sampled in short time intervals of a few nano-seconds, yielding
information on the drift time in the tube. This corresponds to a drift circle around the
wire, which measures the distance of the point of closest approach of the particle to the
sense wire.

The TRT contains in total hundreds-of-thousands of straw tubes of 4 mm diameter,
with a design intrinsic resolution of 130 pm. It has a radial extent of 560 mm to 1080 mm
and comprises a pseudorapidity region of |n| < 2.0. The barrel section contains around
50000 straws parallel to the beamline, while the endcaps are made up of around 120 000
radially aligned straws each. Depending on the detector region, the TRT contributes
more than 30 measurements to a particle trajectory.

By measuring the transition radiation [115-117| of passing charged particles, the
TRT can also perform particle identification. Transition radiation is emitted when a
charged particle traverses the boundary between two media. Its intensity depends on
v = 1/4/1 — B2, which is sensitive to the particle mass in combination with the mo-
mentum. The transition radiation in the TRT is triggered by polymer fibres in between
the straw tubes in the barrel section and polymer foils in the endcaps. It is measured
when the transition radiation photons are absorbed by the gas mixture in the straws,
which can be distinguished from the ionisation signal created by the traversing particles
by applying a higher signal threshold.
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2. The ATLAS Experiment
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Figure 2.4.: The ATLAS electromagnetic and hadronic calorimeter systems [99].

Calorimeters The next detector subsystem is made up of two different calorimeter tech-
nologies, which measure the total energy deposition by predominantly electromagnetic
(Liquid Argon Calorimeter LAr) or hadronic showers (Tile Calorimeter [89, 118, 119]).
The goal of the calorimeter systems is to contain a particle and stop it in the detector ma-
terial, thus measuring the complete energy it carried. To facilitate this, the calorimeters
in the ATLAS detector feature dense absorber materials to induce particle showers, as
described in Section 1.2. In between the absorber material, an active material is placed
to quantise the amount of shower particles. An overview of the ATLAS calorimeter setup
in shown in Figure 2.4.

Including both the barrel and endcap sections of the LAr electromagnetic calorimeter,
it covers an n-range of |n| < 3.2. The active material is liquid argon, in which the particle
showers are sampled by the ionisation of charged particles. The readout electrodes and
the lead absorbers are placed in an "accordion-shape". It provides a design energy
resolution of o /E = 10 %/vVE @ 0.7% for energies measured in GeV.

A section of the LAr endcap system in the range of 1.5 < |n| < 3.2, is equipped
with copper absorber plates and used as hadronic endcap calorimeter (HEC). This is
extended to |n| < 4.9 by the liquid-argon forward calorimeter (FCal), which uses rod-
shaped electrodes surrounded by a tube of liquid-argon in a metal matrix of either copper
for electromagnetic measurements or tungsten for hadronic measurements. The hadronic
tile calorimeter, which surrounds the LAr calorimeter, relies on steel absorbers alternating
with plastic scintillator tiles in which scintillation light of shower particles is measured.
The tile calorimeter covers a range of || < 1.7, with an energy resolution goal of o /E =
50 % /v'E @3 % in the barrel and endcap sections. In the forward calorimeter, the design
energy resolution is op/E = 100 %/VE @ 10 %.
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2.2. Overview of the ATLAS Detector
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Figure 2.5.: Overview of the ATLAS Muon System, including the New Small Wheel [99].

Muon System Last but not least among the sub-detectors in ATLAS is the muon
system [89, 120]. Since muons are minimum ionising particles and do not deposit much
energy when traversing matter, they can pass through the inner detector layers and
calorimeters and will be detected in surrounding detector layers. The ATLAS muon
system consists of different chamber technologies, which are arranged into stations and
mounted around the calorimeter system in three layers. It covers a total n-range of
|n| < 2.7 with a momentum resolution goal of o, /pr = 10 % for muons with a transverse
momentum of pp = 1TeV. Where the different chamber technologies are deployed, is
shown in Figure 2.5.

Precision momentum measurements are achieved by drift tubes, the Monitored Drift
Tubes or MDTs, and, originally, Cathode Strip Chambers (CSC) in the region of |n| > 2.
The CSCs are multiwire proportional chambers, which read out a charge signal that is
induced in the segmented cathode chamber wall by an avalanche of electrons collected
at multiple anode wires when a muon passes the chamber and ionises the contained gas
mixture. A fast muon response is provided by the Resistive Plate Chambers (RPC)s
and Thin Gap Chambers (TGCs). The fast signals from these detectors are used in
the ATLAS trigger system. The RPCs are gaseous detectors, in which a drift field is
produced between two parallel Bakelite plates and the ionisation signal in the contained
gas mixture is read out by metal strips on either side of the chamber. In the endcap
regions, the TGCs are used, which are also multiwire proportional chambers, but with a
smaller distance between the wires and the cathode wall, boosting the time resolution.

For ATLAS Run 3, the New Small Wheel [121]| has been installed in the innermost
endcap region of the muon system, between n = 1.3 and n = 2.7, replacing the CSCs
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Figure 2.6.: Timeline of the LHC operation [125].

and some of the MDTs of the old Small Wheel. The replacement was done in order to
maintain the tracking efficiency and resolution and to reduce the fake trigger rate in the
muon system endcaps, which are both expected to degrade with the higher luminosity
in Run 3 compared to Run 1 and 2.

Trigger and Computing System In order to reduce the readout rate of the full detector
data towards the backend storage, ATLAS applies a two-layer trigger system [99, 122,
123|. The level-1 trigger is implemented in hardware and reduces the rates from the 40 Hz
collision rate down to 100 kHz, using some limited information from the calorimeter and
the muon systems. If the level-1 trigger decision is reached, the event will undergo a fast
reconstruction in the software-based High Level Trigger (HLT), which reduces the rate
further down to about 3 kHz.

Once the decision to keep an event is made, the readout data is transferred to the Tier-
0 site in the CERN computing centre [124|. Here, a first reconstruction and calibration is
performed and the raw data is archived and distributed to the compute facilities (Tier-1,
Tier-2 and Tier-3) that are hosted at ATLAS member Institutes around the world for
further processing, archiving and, in the end, physics analysis.

2.3. The new ATLAS Inner Tracker (ITk)

The LHC, and with it the experiments stationed along the accelerator ring, will get an
upgrade designed to bring the instantaneous luminosity to an unprecedented level, with
a target of £ = 5-103* em™2s71 [126]. This will increase the statistics of the data that is
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Figure 2.7.: The ATLAS Inner Tracker (ITk) detector setup for the HL-LHC.

collected and thereby allow much more precise physics measurements. The timeline for
this upgrade to the High Luminosity-LHC (HL-LHC) is shown in Figure 2.6.

With the increased luminosity comes an increased mean pile-up value, denoted (u). It
describes the number of interactions per bunch crossing, which has been around 50 or 60
for the current Run 3 and will increase possibly up to (u) ~ 200 for the HL-LHC. This
means, that many more particle interactions will take place per collision event, increasing
the probability to observe rare processes, but also the occupancy in the detector systems.
This will be especially true for the inner detector layers.

In order to keep the same physics performance in the high pile-up environment of
the HL-LHC [127], the ATLAS detector will be equipped with a completely new silicon
pixel and strip detector, called the Inner Tracker (ITk) [128, 129|. It will replace the
ID, increasing the acceptance in pseudorapidity from |n| < 2.5 to |n| < 4. The ITk will
be an all-silicon detector, without the equivalent of the current TRT. It will contain a
pixel and a strip system, with five and four barrel layers respectively. The pixel detector
will also include a number of inclined endcap layers, which align the sensors better with
regards to the particle direction and allows to use smaller sensors and hence improve the
material budget of the detector. The layout of the I'Tk is shown in Figure 2.7a.

The shape of the endcap strip sensors is called a stereo annulus shape [130], since it
features a section of an annulus, but with the origin of the section shifted from zero,
which corresponds to the beamline when mounted in the detector. This way, the sensors
can be mounted with fitting radii, while at the same time featuring a stereo angle of
20 mrad per sensor. The stereo annulus shape is shown in Figure 2.7b.
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CHAPTER 3

Track Reconstruction in Silicon Detectors

A crucial element of the reconstruction chain of any particle physics experiments is
the track reconstruction step, or in the following called tracking. It is responsible for
connecting the single measurement points that were recorded in a detector during, for
example, a particle collision experiment to a coherent trajectory. A magnetic field B
is usually used to induce bending in the tracks, which allows to measure the particle
momentum. For example, in a homogeneous magnetic field, the momentum |p| can be
inferred from the track radius R and the pitch angle A of the track:

|p| cos(A\) = 0.3 |B|R.

In the tracking chain of a particle physics experiment, the full information on the particle
momentum is usually obtained by a dedicated track fitting step, such as can be performed
with a Kalman Filter. The particle momentum is a crucial piece of information in particle
physics analyses, as it allows to reconstruct event kinematics and from it important
information, such as the invariant masses of final and intermediate particle states. The
following chapter restricts itself to the Kalman formalism for track finding and fitting
in the context of ATLAS Inner Detector tracking. Other methods of track finding and
fitting exist in ATLAS as well, for example in Refs. [131-133].

3.1. From Detector Activations to Track Parameters

The tracking chain [133, 135, 136] starts with producing points in global 3D and local 2D
coordinates on the sensors from the detector measurements, which are a pre-requisite for
the following track finding and fitting steps. For the single cell activations, originating
from either the pixels or strips of the silicon trackers, this is generally done with a
Connected Component Analysis (CCA) [137]. This algorithm will iteratively identify
adjacent cells if they either share a boundary or a corner and add them to cluster objects,
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3. Track Reconstruction in Silicon Detectors

(a) Single clusters (b) Merged clusters

Figure 3.1.: Clusters and incident particles in a silicon pixel detector. Figure from [136].

which represent the charge deposition by ionisation of a particle crossing through the
sensor, as shown in Figure 3.1.

The position of a cluster is an estimation of the point where the particle crossed the
sensor plane and can be inferred from the mean of the positions of its cells, optionally
weighted with the charge collected per cell. In dense environments, such as particle jets,
multiple particles may contribute to the same cluster, as can be seen in Figure 3.1b,
which can subsequently be split using a neural network approach [138, 139]. This set of
neural networks is also capable of performing the initial cluster identification and position
estimation steps.

Once the cluster positions are known and transformed into the global detector coordi-
nate frame, the initial track parameters with which to start the track finding step need
to be produced. This is done in the track seeding and parameter estimation steps [140],
where triplets of compatible 3D space points are formed according to a number of cuts
and quality criteria. After the best seeds have been filtered, a set of track parameters is
derived from them, which can be used for the track state propagation.

3.2. Track State Propagation

In order to infer particle properties for physics analyses, it is critical to describe the
particle’s trajectory through the detector and magnetic field precisely. In the absence
of material effects, the Equation of Motion with regard to the arc length ds = v dt of a
particle of charge ¢ and momentum p, in a magnetic field B(r) is given by the Lorentz
force, parametrised along the path length s:

fg; - % (j: x B(r)> . (3.1)

The solution in the case of a homogeneous field is a helical trajectory r(s) with its tangent,
given by T(s) = p(s)/|p(s)|, and a particular start position ro = r(sp) and direction
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3.2. Track State Propagation

Ty = T(so) [141, 142]:

. sin 0 «
r(s):rg—l—%(H—SlnG)H—l— 0 To—I—a(l—cosH)Ng,
T(s) = % =~ (1 —cosf)H + cosf Ty + asinf Ny, (3.2)

where H=B/|B], a = HxT|, N= (HxT)/a,y=H-T, Q = —¢q|B|/|p| and
0 = @Q-s. In general, however, no closed solutions exist for the inhomogeneous fields used
by particle physics experiments, including ATLAS. Then, Equation 3.1 must be solved
numerically, as described, for example, in Section 3.2.1.

The track parametrisation is key to the description of the particle trajectory in an
arbitrary field. It allows to express the state of the track in a fully constrained parameter
space that relates to the measurements provided by the detector setup or are required
by the numerical integration. In the ATLAS FEvent Data Model (EDM) [143, 144] the
track parametrisation is defined in the global Cartesian coordinate frame (also called free
parametrisation) or with regard to a detector reference surface. Depending on whether
it is a global or a local parametrisation, it contains either global (x, y, z) or surface-local
(lp, 11) positions, two angles ¢ and 6 at the track position in the global frame or the
tangential track direction T, where:

Pr = pTy = psinf cos @,
py = pTy = psinfsin ¢,
p, =pl, =pcosb,

as well as the particle charge over total momentum (A = ¢/p). These can be written
as vectors in a 7- or 5-dimensional space for global G and local L track parameters,
respectively:

G = [337 Y, 2, To, Ty, Tk, )\]Ta
L=[lo, 11, 6 0, A". (3.3)

For the local track parametrisation, the reference surface has to be known in addition
to fully constrain the state of a track. A track object in the ATLAS EDM consists of a
collection of track states which capture the track parameters at a given surface, as well
as potentially corresponding measurements and some algorithm specific information.

In order to pick up new measurements during track reconstruction that are consistent
with the current track hypothesis, the covariance matrix for the track parametrisation
at the corresponding reference surface is used. Its elements for the local track parameter
vector are defined as follows:

var(lp) cov(lp,l1) ... cov(lp, )

> _ var(ly) (3.4)
cov(f, )
var(A)
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3. Track Reconstruction in Silicon Detectors

The covariance matrix is initially estimated from the measurement error on the first
surface along the track and subsequently updated in a process that is detailed in Section
3.2.2.

3.2.1. Field Integration

As a track object is assembled, the track parameters need to be transported through the
magnetic field by integrating Equation 3.1. In ATLAS, this is done using an adaptive
Runge-Kutta-Nystrom (RKN) algorithm [145, 146], which is designed to iteratively solve
systems of second order differential equations of the form:

d?y()
da?
with zg, yo and y, as the start parameters. The RKN algorithm is a fourth order method,

meaning that the approximation error is O(h?*), where h is the integration step size. To
achieve this, four intermediate stages are calculated in an iteration step n as

=y'(x) = f(z, y(@), (@), o =ylxo), vo=1y(20),

kl == f(xnu Yn, y;z,)’

h h h? h
k = n o n A 7]{:7 . 7]{7 )
2= f(@n+ 5 Yn+ S Un+ gk Y+ 5 K1)
h ho, R, h
k3_f(xn+§7yn+§yn+§klayn+§k2)7
h2
k4:f($n—|-h, yn"‘hyéz'f_?k& y;L'f_hk?)) (35)

to produce the solution at step n + 1:

h
Y1 = Un + g (b1 + 22 + 2k + k),

h2
Yn+1 = yn"‘hyél"k E (kl + ko +k3)7

Tnt1l = Tn + h. (3.6)

An adaptive Runge-Kutta algorithm is characterised by an additional prescription on
how to dynamically set the step size according to the truncation error in a given step.
For this, a higher order term is calculated and subtracted from the current solution.
By calculating the step size for the subsequent step from the current error estimate
and a user-provided error tolerance, the algorithm can reduce or increase the step size
automatically to keep the integration error low, while at the same time minimising the
number of steps that need to be taken. If the resulting error estimate exceeds the error
tolerance, the step is rejected and redone using the updated smaller step size h. In Ref.
[146], the error estimate is calculated from the fourth order term of the Taylor expansion
around the half-step z,, + 1/2 h in the RKN method as:

h2

€= H(kl —kg—k3+k4), (3.7)
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3.3. Track Finding and Fitting

thus reusing the RKN stages that were calculated during the integration step, which
makes this error estimation very efficient to compute.
3.2.2. Covariance Transport

The track parameter covariance in Equation 3.4 can be transported along the track to
linear order by a transformation with a Jacobian J [147, 148|, derived from the prop-
agation function which transforms the track parameters from their initial to their final
values:

)L B 50N K (3.8)

Here, the Jacobian is expressed as a matrix of the individual derivatives:

g ol
aly oA
J=1|: - . (3.9)
DY orf
o oN

For a helical track in a homogeneous field, the propagation function and hence the Jaco-
bian can be calculated analytically, as shown in Refs. [142, 149, 150]. When propagating
the track parameters through an inhomogeneous magnetic field, the Jacobian has to be
determined using numerical methods. In ATLAS, the Jacobian is calculated in a semi-
analytical way using the Bugge-Myrheim-Method for the RKN-based propagation, which
is described in Refs. [147, 148]. Deriving Equation 3.6 with respect to the global track
parameters yields an iterative approach to calculating the transport Jacobian

JEEN — D, . JEEN (3.10)
with the transport matrix D,, expressed as

9 (Fp, Gy)

Dy = 0 (uy,ul)

) (3.11)
where F (u,,u},) and G (u,,u),) are a short-hand for Equation 3.6, substituted with the
equation of motion in Equation 3.1 and an additional term for the track state energy
energy loss. The full derivation of the 8 x 8 matrix D,, can be found in Ref. [147].

The transport matrix is expressed in global coordinates, so that the initial and final
contributions to the full Jacobian need to encompass the Jacobians for the coordinate
transformations from and to the local track parameters.

3.3. Track Finding and Fitting

The Kalman Filter (KF) [151] is an iterative approach to track fitting that makes use of
the current and all previous measurements along the track, as well as their uncertainties.
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3. Track Reconstruction in Silicon Detectors

It revises the track states along the trajectory of a charged particle by applying updates
to the track parameters according to the measurement found for that particular step. The
explicit mathematical formulation in the context of track reconstruction can be found in
Refs. [152-156].

The filter update starts with an initial track state and then performs a prediction of
the track parameters at the next detector surface based on the current track parameters.
To first order, this can be done with a linear transformation of the track state. Similar to
the track parameters, the KF will make a prediction of the track parameter covariance
matrix at the next surface.

The predicted track parameters and covariance matrix are then updated with the new
measurement information found at the detector surface in what is called the filtering step.
The update of the track parameters is done using the Kalman Gain Matriz on the residual
between measurement and the predicted track parameters, which are projected into the
measurement space. The gain matrix depends on the predicted covariance matrix and
the measurement error and is also used to filter the covariance matrix prediction itself.

Since this process leaves the filtered states from the beginning of the fit decoupled from
information found at later stages, a final smoothing pass needs to be added. In this step,
the Kalman Filter is run backward along the track states and updates them one more
time with the full information from all subsequent measurements. It can be shown, that
the final track fit afterwards yields optimal track parameters with regards to the squared
residuals x2, if the noise due to material interactions and the measurement errors can be
modelled by Gaussian distributions.

In order to perform the track finding step that yields the track states and measurements
for the KF to run over, the large combinatorics in the inner layers of a silicon tracker
have to be taken into account. This can be done, for example, by exploiting the track
state prediction step of the Kalman filter formalism and then branching into a new track
candidate with every compatible measurement that is close to the predicted state [157—
159|. This is then repeated with the set of old and new track candidates at the next
step, leading to a tree-like progression of track candidates. This method is called a
Combinatorial Kalman Filter (CKF) and can be started as soon as track parameters and
their associated covariances have been estimated from a track seed.

After track finding and fitting (but sometimes before the fitter runs), an ambiguity
solver is run over the track candidates, so as to filter out spurious tracks that likely do
not correspond to an actual particle trajectory, called fake tracks. Various criteria for
this exist, such as the overall number of hits, the number of hits that are shared with
another track candidate, as well as the number of holes. The latter refers to instances
where no compatible measurement could be found at a sensitive detector surface.
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CHAPTER 4

The ACTS Project

ACTS, or A Common Tracking Software [160, 161], is a community software project
to develop a detector independent toolkit of tracking data structures and algorithms
which are written in modern C++ and feature a threadsafe, maintainable design. Being a
toolkit, the ACTS algorithms do not constitute a stand-alone tracking framework, but
should instead be incorporated into the reconstruction software stack of particle physics
experiments. It has been adopted, for example, by the sSPHENIX [162] collaboration and
is planned to become the backbone of the tracking software for the Phase-II Upgrade in
ATLAS (ITk) [126].

Its main components are a tracking Fvent Data Model (EDM), which defines the data
structures to describe, for example, track states or measurements, a tracking geometry
description including material handling, a track state propagation that manages the track
parameter and covariance transport, as well as a vertexing module, which is used to find
the origin of tracks that stem from a common source. The tracking implementation in
ACTS is based on the tracking chain of ATLAS [143, 144], for which the main com-
ponents in the context of silicon trackers were outlined in Chapter 3. An overview of
the ACTS components is shown in Figure 4.1. In this chapter the main geometry and
material related concepts will be presented.

4.1. Tracking Geometry and Navigation

The tracking geometry [163] is a core ingredient for track reconstruction as it provides
the link between the global track state and the detector surfaces with which the mea-
surements are associated. In contrast to geometry descriptions like Geant4 [164], the
ACTS geometry description is purely surface based and in effect more lightweight, since
the fully detailed modelling of the detector, as it is used in particle simulations, is not
needed for the purpose of track reconstruction. Where volumes are needed, like in the
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Figure 4.1.: Overview of the components of the ACTS project, highlighting its main
modules. Taken from Ref. [160].

detector navigation, they are represented by their boundary surfaces, which they share
in conjunction with so-called portals with their neighbouring volumes. Portals are those
parts of a boundary surface, where a track can move from one volume to a neighbouring
one. This is important for track following algorithms like the CKF'.

A surface is described by its underlying geometry, for example, a plane surface or a
cylinder surface, and defined by its boundaries, like a rectangle or a trapezoid. In order
to model a detector as a tracking geometry, the sensors are represented by sensitive
surfaces, which have a call-back mechanism to an implementation of a detector element
that makes the full information about the sensor available if needed. The implementation
of the detector element is, in general, meant to be done by the client experiment.

The sensitive surfaces are assembled in layers, of which many can exist in a detector
volume. A layer object can represent, for example, one of the layers of a pixel detector,
which itself may be subdivided into volumes according to the barrel, as well as positive
and negative endcap sections. Recently, a new "layerless" design has been implemented
in ACTS as an experimental geometry, inspired by the initial DETRAY implementation.
This simplifies the navigation through the geometry, as no extra step to resolve the layers
in a volume is needed anymore.

Broadly speaking, the navigation determines the distance to the closest surface in the
detector, thus providing a maximal step length for the Runge-Kutta-Nystrom algorithm.
The latter is implemented in the stepper class and performs the integration of the equation
of motion of a charged particle in the presence of a magnetic field, as detailed in Section
3.2. While the stepper advances the track parameters through the detector, the navigator
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4.2. Material Mapping

Figure 4.2.: 3D representation of the ACTS ITk tracking geometry. The pixel detector
is shown in green, the strip system in blue and the High Granularity Timing
Detector (HGTD) [165] in orange. Figure taken from Ref. [160].

determines whether or not a particular detector surface was reached by the track. The
interplay of both is steered by the propagator class, together with a number of pluggable
actors and aborters which can implement custom tasks. In case the surface that was
reached is a sensitive surface, the tracking algorithms will run as actors, otherwise the
layer or volume navigation is triggered.

4.1.1. The Open Data Detector

Inspired by the ACTS Generic detector, which was used with an accompanying data
set in a machine learning tracking contest [166], the Open Data Detector (ODD) was
made available [167] for generic tracking research. It features a more realistic setup than
the Generic detector, including passive material, such as support structures and cooling
pipes. The full geometry is described using the DD4hep library [168] and supports Geant4
based simulation. The tracking geometry is constructed in ACTS with a specific plugin.
It will be used in the context of this thesis as a realistic test detector geometry to validate
the DETRAY propagation implementation.

The ODD has a pixel detector with four barrel layers and a number of endcaps. The
surrounding layers contain a short and a long strip system with a total of six layers. The
ODD geometry and the associated material budget are shown in Figure 4.3.

4.2. Material Mapping

Similar to the tracking geometry, the material description in ACTS is inspired by the
ATLAS material map description [163] and presents a simplified setup with regard to the
exact placement of the material that is needed for simulation. In the material mapping
procedure, the material budget is gathered from the full geometry description along a
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Figure 4.3.: Geometry layout and material of the ODD. Figures taken from Ref. [166].

material track described by a Geantino [164]. A Geantino is a test particle type that
can be used in Geant4 to record geometry properties during particle transport. The
material is then averaged and placed on the closest surface in the tracking geometry that
was marked as a material surface. In general, these will be the boundary surfaces that
define a layer. This process can be seen in Figure 4.4. Once associated to a surface, the
material will be put into a grid structure to allow for a more fine-grained description. A
homogeneous material description, without binning, is also possible.

Figure 4.4.: Schematic display [169] of the material assignment during the material map-
ping process in ACTS. Material is accumulated along a track and mapped
to the closest material surface in the tracking geometry.
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CHAPTER D

The ACTS Parallelization R&D Project

5.1. Motivation

During ATLAS offline reconstruction, one of the computationally most expensive tasks is
the track reconstruction in the ID [133]. Additionally, the seeding and CKF-based track
finding steps will be impacted by the combinatorics resulting from the increased number
of hits in the inner detector layers at the high pile-up levels of the HL-LHC. Improvements
in the computing performance of track reconstruction algorithms are therefore investi-
gated in order to be able to run as efficiently as possible under HL-LHC conditions, while
keeping the same or better physics performance. A first study has been published in Ref.
[170], using a Fast Tracking Chain, which greatly reduces CPU resource requirements by,
for example, adjusting track selection cuts during track finding and in turn skipping the
costly ambiguity resolution step. This came at the expense, however, of a slight physics
performance loss in efficiency and momentum resolution.

A complementary approach is the application of massive parallelism using accelerator
chips, such as General-Purpose Computing on Graphics Processing Units (GPGPU). It
is expected, that GPUs will be part of the hardware setup at many sites in the LHC
computing infrastructure and potentially also used in the future in ATLAS online re-
construction [126, 171|. Therefore, being able to leverage all available hardware at High
Performance Computing (HPC) sites will be advantageous.

Track finding and fitting show trivial data parallelism (called embarrassingly parallel)
due to the independence of single events and tracks, so that an adaptation for massive
parallelism might be possible. GPUs are capable of running a large number of threads
scheduled in blocks on thousands of compute cores in parallel [172]. Within these blocks,
the threads are arranged into groups of 32 or 64, called a warp, in which the compute
instructions for all threads are generally issued simultaneously. This parallelisation ap-
proach is frequently called SIMT (Single Data, Multiple Threads) [173], specialising the
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SIMD (Single Instruction, Multiple Data) classification in Flynn’s taxonomy [174]. SIMD
describes the case where a single instruction, for example, a floating point addition, is
applied to multiple data of the same kind, like is the case in CPU vector instructions
(vectorization). SIMT applies this principle, by issuing a thread with the same instruc-
tion on every piece of data. Branching into different instructions is possible in SIMT,
but incurs a performance penalty (thread divergence).

GPUs are programmable through specific C/C++ language extensions like, fro exam-
ple, CUDA [172, 175] or higher level abstractions such as SYCL [176]. However, existing
code bases need to be adapted and restrictions that come with these programming mod-
els have to be dealt with. Furthermore, the separate memory systems of the CPU (host)
and GPU (device), in general, require explicit allocations and memory copies 