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Abstract

The main subject of this thesis is a search for Supersymmetric (SUSY) par-
ticles utilizing the experimental data of proton-proton collisions at a center-
of-mass energy of 13TeV collected by the Compact Muon Solenoid (CMS)
experiment during the Run 2 (2016–2018) operation of the Large Hadron
Collider (LHC) accelerator, amounting up to 137 fb−1 of integrated luminos-
ity. The data analysis focuses on final states with two or three low transverse
momentum (pT) leptons (electrons or muons), at least one pair of which has
opposite sign charge and the same flavor. The leptons are accompanied by a
moderate or large amount of missing transverse energy. Such signatures can
be produced in SUSY models, involving either electroweakino or top squark
production, with a compressed mass spectrum, i.e. small mass differences
between the lightest SUSY particles. The results of the search show agree-
ment between the observed data and the Standard Model predictions. They
are used to extract mass exclusion limits for the SUSY particles of the pre-
viously mentioned SUSY models. An important part of this thesis is also
dedicated to the development of software and firmware algorithms for the
Phase 2 upgrade of the CMS Level-1 trigger (L1T) system. First, a set of
corrections is derived for L1T muons captured by the Phase 1 demonstrator
of the Phase 2 L1T scouting system. In addition, a multivariate algorithm
for the L1T Correlator subsystem is developed with the aim of identifying
electromagnetic, hadronic and pile-up clusters from the future High Gran-
ularity Calorimeter of CMS. One of the L1T Correlator data organization
algorithms, the “deregionizer” algorithm, is also discussed and studies on
improvements to it are presented. Finally, the development of a firmware
module for sorting according to their pT the electromagnetic objects of the
L1T Correlator, along with its corresponding software emulator, is described.
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Chapter 1

The Standard Model of Particle
Physics

Particle Physics is the study of the fundamental building blocks of matter
and the interactions between them. Over the past century, a compilation of
theories have come to form what is known as the Standard Model (SM), which
describes very successfully the phenomena that govern the most fundamental
particles known thus far. This chapter presents a short of overview of the
basic aspects of the SM.

1.1 The Fundamental Particles and Forces of
the Standard Model

The elementary particles of the SM are divided in two major categories,
fermions and bosons. This division is based on the intrinsic spin of the
particles: Fermions have spin values to a half-integer multiple of h̄, while
bosons have spin equal to an integer multiple of h̄.

Fermions are the fundamental constituents of matter. Their wave func-
tions are antisymmetric with respect to the interchange of space and spin
coordinates. This leads to the Pauli exclusion principle: Two or more iden-
tical fermions cannot occupy the same quantum state simultaneously. As a
consequence, fermions obey the Fermi–Dirac statistics, which describes the
behavior of fermion ensembles. All elementary known fermions have spin 1/2
(throughout the text natural units are used, hence c = 1 and h̄ = 1).

Fermions are further categorized as leptons, if they do not interact via the
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strong interaction (summarized in 1.3), or as quarks, which carry color charge
and interact also strongly. Quarks are subject to a phenomenon called “color
confinement”: Quarks cannot be isolated but only appear in groups, called
hadrons. Hadrons that consist of two quarks are called mesons, while hadrons
that consist of three quarks are called baryons1. Even though quarks have
fractional electric charge (−1/3 or 2/3), hadrons only appear with integer
multiple of the elementary electric charge (i.e. the electric charge carried by
the proton). There are six known flavors of quarks: up (u), down (d), strange
(s), charm (c), bottom (b) and top (t). Leptons also exist in six flavors, three
of them charged: the electron (e), the muon (µ) and the tau (τ); and three
of them electromagnetically neutral: the e neutrino (νe), the µ neutrino
(νµ) and the τ neutrino (ντ ). For each fermion, there is a corresponding
antiparticle, which is identical in every respect to the particle, except for
their strong, weak and electromagnetic charges, which are opposite to those
of the particle.

Fermions are also grouped in generations. Table 1.1 shows how fermions
are split in generations, along with the electric charge and mass of each
particle. All masses and particle properties mentioned below are taken from
“The Review of Particle Physics (2020)” [1].

Leptons Quarks
Charge [e] Mass [GeV] Charge [e] Mass [GeV]

1st generation νe 0 < 1.1× 10−9 d −1/3 4.67× 10−3

e −1 0.511× 10−3 u +2/3 2.16× 10−3

2nd generation νµ 0 < 0.19× 10−6 s −1/3 0.093
µ −1 0.106 c +2/3 1.27

3rd generation ντ 0 < 18.2× 10−6 b −1/3 4.18
τ −1 1.778 t +2/3 172.76

Table 1.1: The fermion generations. The electric charge and mass of each
particle are included.

The carriers of the fundamental forces of Nature are bosons, which will
be concisely described in the following sections. Bosons are named after the

1In the past decade there is mounting evidence that four-quark and five-quark bound
states also exist. It is not, however, established yet whether these are “hadron molecules”
or genuine strongly-bound states like mesons and baryons.
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Bose–Einstein statistics that they obey, according to which an ensemble of
them can be in the same quantum state, implying that bosons are not subject
to the Pauli exclusion principle. The carriers of the electromagnetic, weak
and strong interactions have spin equal to 1, while the carrier of gravity, the
graviton, must have spin 2. The Higgs boson (H) is the only elementary
particle with spin 0.

The photon is the carrier of the electromagnetic interaction. It has zero
mass and zero electric charge and it can only interact with electrically charged
particles. The gluon is the boson of the strong interaction: it carries color
charge and interacts with other colored particles, including gluons. The latter
property (boson-boson interaction) makes the strong interaction significantly
more complicated than the electromagnetic one. Similar to the photon, the
gluon has zero mass and electric charge. The weak interaction has three
carriers, collectively referred to as the weak boson: the Z boson, which is
electromagnetically neutral and has a mass of 91.2GeV, and the W± bosons,
which carry electromagnetic charge and have a mass of 80.4GeV. All three
of them are color neutral. Finally, the H boson is the quantum of the Higgs
field, the spontaneous breaking of which causes other elementary particles
to acquire mass (the mechanism by which this is realized is discussed in
Sec. 1.4). The H boson has zero electric and color charge and a mass of
125.10GeV. It interacts with all massive particles and also couples to itself,
because of the potential that is needed to generate the symmetry breaking
mechanism.

1.2 The Electromagnetic Interaction
The electromagnetic interaction naturally arises within the framework of rel-
ativistic quantum mechanics from the Dirac equation. The Dirac equation
describes the free propagation of a fermion with mass m and spin 1/2 and is
written as:

iγµ∂µψ −mψ = 0 (1.1)
where ψ = ψ(x, t) is the fermion wavefunction and ψ̄ = ψ†γ0. The γµ are
4× 4 matrices, also called Dirac matrices, and are defined by their anticom-
mutation relation:

{γµ, γν} = 2gµν (1.2)
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Figure 1.1: The interactions between the SM particles.

The Dirac equation can be derived from the following Lagrangian:

L = ψ̄(iγµ∂µ −m)ψ (1.3)
It is worth noting that this Lagrangian is invariant under a global trans-

formation ψ → eiaψ, with a being any constant. This transformation is
equivalent to a phase shift of the wavefunction by the same amount in every
point of the spacetime. According to Noether’s theorem, this symmetry im-
plies the existence of a conserved current, and thus also a conserved electric
charge.

This is enforced by requiring the Lagrangian to be invariant under the
U(1) local “gauge” transformation:

ψ → eiea(x)ψ, (1.4)
where e is the electric charge and a(x) can now be different in every spacetime
point. In this case, the derivative is substituted by the covariant derivative
Dµ, which changes as Dµ → eia(x)Dµ under the previous transformation.
This requires the introduction of an extra field, Aµ, which is required to
transform in a way that ensures invariance of the Lagrangian under local
phase changes. This is achieved with the substitution ∂µ → Dµ, where Dµ

is the covariant derivative is defined as:
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Dµ ≡ ∂µ − ieAµ (1.5)
and Aµ is required to transform as:

Aµ → Aµ +
1

e
∂µa (1.6)

under Eq. 1.4.
Inserting Eq. 1.5 in Eq. 1.3, we have:

L = ψ̄(iγµ∂µ −m)ψ + eψ̄γµψAµ (1.7)
The term eψ̄γµψAµ is interpreted as the interaction of the current jµ =

ψ̄γµψ with electric charge e with the electromagnetic field Aµ. To complete
the description of the electromagnetic field, a kinetic term for the new field
Aµ is needed. This term must contain derivatives of Aµ (so that Aµ can
propagate) and be invariant under the local gauge transformation. The term
that fulfills this requirement is the product FµνF µν , where Fµν = ∂µAν−∂νAµ.
The full Lagrangian of electromagnetism is thus:

L = ψ̄(iγµ∂µ −m)ψ + eψ̄γµψAµ −
1

4
FµνF

µν (1.8)

It is worth noting that the local gauge invariance forbids the introduc-
tion of other gauge-invariant terms with Aµ, e.g. a mass term 1

2
m2
AAµA

µ,
leading to the conclusion that the carrier of the electromagnetic force, the
photon, is massless. Equation 1.8 is the complete Lagrangian of Quantum
ElectroDynamics (QED).

The above discussion highlights the analogy between classical and quan-
tum mechanical electrodynamics: As in the classical case the motion of a
particle with charge −e can be described by substituting pµ → pµ + eAµ, it
turns out that quantum mechanical electrodynamics can be introduced by
the corresponding substitution i∂µ → i∂µ + eAµ.

1.3 The Strong Interaction
The strong interaction can be constructed in a way similar to the electromag-
netic interaction. Differences arise from the fact that the electric charge is
substituted by the color charge. There are three possible color combinations,
introduced to explain the existence of some baryons, e.g. the ∆++, that
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would otherwise contain quarks in identical quantum states, in violation of
the Pauli exclusion principle. Due to this fact, the strong interaction is based
on an SU(3) local gauge transformation:

ψ → eiTbab(x)ψ, (1.9)
where T b are eight linearly independent, traceless matrices, called generators
of the SU(3) group. The T b satisfy the following commutation relation:

[Ta, Tb] = ifabcTc (1.10)
where fabc are the “structure constants” of SU(3). Einstein’s convention,
according to which common subscripts and superscripts imply summation,
is used here and the remainder of this thesis.

Starting from the Dirac Lagrangian L = ψ̄j(iγ
µ∂µ − m)ψj, modified to

take into account the three different color charges with use of the j index (j =
1, 2, 3), the requirement of invariance under SU(3) gauge transformations
leads to:

L = ψ̄j(iγ
µ∂µ −m)ψj + g(ψ̄jγ

µTaψj)G
a
µ −

1

4
Ga
µνG

µν
a , (1.11)

where g is the coupling constant, Ga
µ is the gluon field, introduced in anal-

ogy with the Aµ field in electromagnetism, to ensure the gauge interac-
tion 1.10. The gluon tensor now also contains a new term: Ga

µν = ∂µG
a
ν −

∂νG
a
µ − gfabcG

b
µG

c
ν . There are eight gluon fields, on for each generator, so

a = 1, 2, ..., 8.
As in the case of QED, mass terms for the gluon field are forbidden by

gauge invariance, meaning that gluons are massless. As a result, Eq. 1.11 is
the Lagrangian of Quantum ChromoDynamics (QCD). The QCD Lagrangian
is a mixture of terms analogous to QED, e.g. “ψ̄∂µψ” and “ψ̄ψ” (fermion
propagation and mass), “∂µGa

ν∂
µGν

a” (boson propagation) and “gψ̄γµTaψGa
µ”

(fermion-boson interaction), and new terms which come up due to the more
complicated algebra of the SU(3) group. These extra terms are in the form
“gfabc∂µGa

νG
µ
bG

ν
c” (three boson vertex) and “g2fabcfadeGb

µG
c
νG

µ
dG

ν
e” (four bo-

son vertex), implying the self-coupling of gluons. These terms are possible in
the case of QCD but not QED, because gluons carry color charge, whereas
photons are electrically neutral.
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1.4 The Electroweak Interaction
At the beginning of the 20th century, the existence of β-decays, the radioac-
tive decays in which a nuclide transforms into one of its isobars with emission
of a β-particle (energetic electron or positron), posed evidence of a p ↔ n
transformation. The p → n transformation is not kinematically allowed out-
side of the nucleus, however the n → p is, implying an interaction that is
neither electromagnetic nor strong in nature. The neutron decay, n → pe−ν̄e,
has a mean lifetime of ∼15 min, much longer compared to the typical life-
times of the strong (∼ 10−23 s) and electromagnetic interactions (∼ 10−16 s),
hinting at an interaction that is weaker than the other two. As a result,
the interaction responsible for the neutron decay, as well as for a multitude
of other decays, came to be known as the “weak interaction”. When parti-
cles can also decay strongly or electromagnetically, the weak interaction is
“hidden”, since it is much “slower”.

Around the same time period, β-particles from β-decays were observed
to have a continuous energy spectrum. This suggested the presence of an
additional particle in the decay, which could not be detected, because it
has a very small mass and does not carry a strong or electric charge, hence
participating only in the new weak interaction. This new particle was named
neutrino (ν) by E. Fermi.

In the example above, the carrier of the weak interaction must be a
charged particle, called W± boson, depending on its charge. Therefore, such
interaction is said to include a “weak charged currents” (CC). Experiment
shows that only left-handed leptons (right-handed antileptons) can be in-
volved in the weak CC interaction.

Neutrino-electron scattering, ν̄µe− → ν̄µe
−, was the first observation of

the existence of weak neutral currents (NC), i.e. weak interactions which
include a neutral mediator, called Z boson. In contrast with the weak CC,
the weak NC also involves right-handed charged leptons and quarks.

Experiments suggest that the weak CC and NC have incredibly similar
structure. From a theoretical point of view, they could be described by an
SU(2)L structure, where the L subscript implies coupling the weak bosons
only to left-handed fermions. The weak CC interactions are associated to
the invariance under SU(2)L local gauge transformations:

ψ → eigT·a(x)ψ (1.12)
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where g is the weak interaction coupling and T are the three generators of
SU(2)L, which can be expressed in terms of the Pauli matrices as T = 1

2
σ.

In this case, the W± bosons can be associated to linear combinations
of the W (1)

µ and W
(2)
µ gauge fields of the SU(2)L local gauge symmetry, i.e.

W±
µ =

(
W

(1)
µ ∓W

(2)
µ

)
/
√
2, while the Z boson can correspond to the W (3)

µ

gauge field. However, the involvement of the right-handed component in
the NC complicates the description. In the electroweak model by Glashow,
Salam and Weinberg (GSW), this problem is solved by writing the physical
states of the Z boson and the photon as linear combinations of the W (3)

µ and
Bµ fields:

Zµ = −Bµ sin θW +W (3)
µ cos θW

Aµ = +Bµ cos θW +W (3)
µ sin θW

(1.13)

where θW is the weak mixing angle, also called the “Weinberg angle”, and Bµ

is the gauge field of a new U(1)Y local gauge symmetry, which replaces the
U(1) local symmetry of electromagnetism. This gauge symmetry is invariant
under the transformation:

ψ → eig
′ Y
2
a(x)ψ, (1.14)

where g′ is the hypercharge coupling and Y is a new kind of charge, called
weak hypercharge. The resulting interaction term of this gauge symmetry is
identical to the one of QED (second term in Eq. 1.8) with the substitutions
e→ g′ Y

2
and Aµ → Bµ.

With this mixing of the neutral fields, the SU(2)L structure can be saved:
The electromagnetic current, jemµ , and the weak NC, jNC

µ , can be split into
two components, one of which transforms according to SU(2)L structure,
j
(3)
µ , while the other is invariant under the SU(2) transformations, jYµ . From

Eq. 1.13 follows:

jNC
µ

gNC
= −g

′

2
jYµ sin θW + gj(3)µ cos θW

jemµ
e

= +
g′

2
jYµ cos θW + gj(3)µ sin θW

(1.15)

where gNC and e are the couplings involved in weak NC and electromagnetic
interactions respectively.
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As a result, in the GSW model, the electromagnetic interaction is incor-
porated with the weak interaction, by expanding the underlying symmetry
group to SU(2)L×U(1)Y . This is the first step towards unifying the two
interactions into one interaction, called electroweak (EW) interaction.

Left-handed fermions are included in SU(2)L doublets, denoted as L,

(
νe
e

)
L

,

(
νµ
µ

)
L

,

(
ντ
τ

)
L

,

(
u
d′

)
L

,

(
c
s′
)
L

,

(
t
b′

)
L

(1.16)

with weak isospin T (3) = ±1/2, while right-handed fermions are SU(2)L
singlets, denoted as R,

eR, µR, τR, uR, dR, cR, sR, tR, bR

with weak isospin T (3) = 0. The primes in Eq. 1.16 denote linear combina-
tions of flavor eigenstates that allow the observed flavor-changing, charge-
current interactions, e.g. K+ → µ+νµ, which involves an effective u-s cou-
pling. In effect, the physical s′ is a linear combination of the mass eigenstates
of d, s and b quarks.

For invariance under both the SU(2)L and the U(1)Y local gauge trans-
formations, particles in the same SU(2)L doublet must have the same value
of Y . At the same time, Eq. 1.15 suggests that the charge Q can be written
as a linear combination of the hypercharge Y and third component of the
weak isospin:

Q = αT (3) + βY (1.17)
For the specific case of νeL and eL, it is required that YνeL = YeL . Com-

bining this with the expression of Eq. 1.17 and the Q and T (3) values for νeL
(QνeL = 0, T (3)

νeL = +1/2) and eL (QeL = −1, T (3)
eL = −1/2), the parameters α

and β can be determined. The solution yields:

Q = T (3) +
Y

2
(1.18)

Eq. 1.18 implies that:

jemµ = j(3)µ +
1

2
jYµ (1.19)
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Comparing Eq. 1.15 with Eq. 1.19, a relation between the electromagnetic
coupling, e, the weak coupling, g, and the hypercharge coupling, g′, can be
extracted:

e = g sin θW = g′ cos θW (1.20)
Taking the definitions above into account and by inputting the charge Q

of each fermion in Eq. 1.18, the hypercharge charge Y can be computed, as
shown in Table 1.2.

Fermions Q T (3) Y
νeL, νµL, ντL 0 +1/2 −1
eL, µL, τL −1 −1/2 −1
eR, µR, τR −1 0 −2
uL, cL, tL +2/3 +1/2 +1/3
uR, cR, tR +2/3 0 +4/3
d′L, s

′
L, b

′
L −1/3 −1/2 +1/3

dR, sR, bR −1/3 0 −2/3

Table 1.2: The charge Q, weak isospin T (3) and hypercharge Y of fermions.

By analogy to the construction of QED, the EW sector Lagrangian is
written as

L =L̄γµ
(
i∂µ − gT · Wµ − g′

Y

2
Bµ

)
L

+ R̄γµ
(
i∂µ − g′

Y

2
Bµ

)
R− 1

4
Wµν · Wµν − 1

4
BµνB

µν

(1.21)

where Wµ is the vector of the SU(2)L gauge fields (W i
µ, i = 1, 2, 3) and Bµ

is the single U(1)Y gauge field. T is the vector of the SU(2) generators. Two
separate coupling constants, g and g′, are included.

As previously, the gauge invariance of the Lagrangian in Eq. 1.21 does
not allow mass terms for any of its vector fields. This is contradicting the
experimental observation that the weak interaction has limited range, imply-
ing that W and Z bosons are massive. The Brout–Englert–Higgs mechanism
was developed to reconcile the invariance to gauge symmetries, which is im-
portant for the renormalization of the theory, with the existence of massive
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vector bosons. The mechanism consists in the addition to the gauge-invariant
Lagrangian of an extra field, whose state of lowest energy breaks the sym-
metry. The Lagrangian that needs to be added to Eq. 1.21 is given by

L =

∣∣∣∣(i∂µ − gT · Wµ − g′
Y

2
Bµ

)
ϕ

∣∣∣∣2 − µ2ϕ†ϕ− λ
(
ϕ†ϕ
)2 , (1.22)

where |...|2 = (...)†(...). In this case, ϕ is an SU(2) doublet of complex scalar
fields

ϕ =

(
ϕ+

ϕ0

)
=

√
1

2

(
ϕ1 + iϕ2

ϕ3 + iϕ4

)
It is important to note that the Lagrangian 1.22 is invariant under the SU(2)
local gauge transformation ϕ→ eig

′Tbab(x)ϕ.
If µ2 < 0 and λ > 0, then the last two terms of Lagrangian 1.22 produce

a “mexican-hat” potential, V (ϕ), i.e. a potential with a local maximum on
the complex space at (0, 0) and a local minimum at |ϕ0| = v =

√
−µ2
λ

.
By choosing the minimum at ϕ1 = ϕ2 = ϕ4 = 0 and ϕ3 = v, so that
ϕ =

√
1
2

(
0
v

)
, the new field has the appropriate quantum numbers (T (3) =

−1
2
, Y = 1) to break both SU(2)L and U(1)Y , while leaving U(1)em invariant

(Q = 0). This choice will lead to a massless photon and massive weak
bosons. Expanding the first term of the Lagrangian 1.22 with the minimum
expectation value chosen above yields the following terms:

(
1

2
vg

)2

W+W− +
1

8
v2
(
g2
(
W (3)
µ

)2 − 2gg′W (3)
µ Bµ + g′2B2

µ

)
=

=

(
1

2
vg

)2

W+W−+

+
1

8
v2(g2 + g′2)

(
gW

(3)
µ − g′Bµ√
g2 + g′2

)2

+

+ 0

(
g′W

(3)
µ + gBµ√
g2 + g′2

)2

(1.23)

The first term is the mass term of the W boson,W±
µ = (W

(1)
µ ∓ iW

(2)
µ /

√
2)

correspond to the vector bosons responsible for the weak CC. The second
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term is the mass term of the Z boson, responsible for the weak NC. Finally,
the fourth term was added to show the existence of another field, which is
massless, and corresponds to the photon. With these definitions, the Z boson
field and the photon field are given by the expressions:

Zµ =
gW

(3)
µ − g′Bµ√
g2 + g′2

, Aµ =
g′W

(3)
µ + gBµ√
g2 + g′2

(1.24)

By combining Eq. 1.13 and Eq. 1.24, the g and g′ couplings can be related
with the help of θW :

sin θW =
g′√

g2 + g′2
, cos θW =

g√
g2 + g′2

, tan θW =
g

g′
(1.25)

From 1.23, the mass of the W and Z bosons are:

MW =
1

2
vg, MZ =

1

2
v
√
g2 + g′2 (1.26)

Combining Eqs. 1.25 and 1.26 results in a relation between the W and
Z boson masses: MW = MZ cos θW . It is also worth noting that putting
together the Lagrangian 1.21 with the expression of the photon field 1.24 to
recover the correct term for the electromagnetic current, jemµ , gives rise to
the SM relation g sin θW = g′ cos θW = e, which shows that g and g′ are not
independent.

Using a first order approximation for ϕ around the minimum of the po-
tential,

ϕ =

√
1

2

(
0

v + h(x)

)
, (1.27)

the second and third terms of Eq. 1.22 give:

− λv2h2 − λvh3 − 1

4
λh4 (1.28)

The first term of Eq. 1.28 is the mass of the Higgs boson, mH =
√
2λv2,

while the second and third terms describe cubic and quartic Higgs self-
interaction. The mass of the Higgs boson is not predicted by the SM, since v
which is the only free dimensionful parameter in the SM Lagrangian, is left
to be measured by experiments.
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As mentioned previously, fermionic mass terms of the form:

−mψψ̄ψ = −mψψ̄

(
1

2
(1− γ5) +

1

2
(1 + γ5)

)
ψ = −mψ(ψ̄RψL + ψ̄LψR)

are forbidden, since they mix the left-handed doublets, ψL, with the right-
handed singlets, ψR, therefore breaking the gauge invariance. However, the
same Higgs field that was used for the masses of the vector bosons can give
masses to the fermions. The Lagrangian

L = −Yi
(
L̄iϕRi + R̄iϕ

†Li
)

(1.29)
is invariant under the SU(2)L×U(1)Y gauge transformations. This is achieved
by introducing gauge-invariant terms that include the newly introduced ϕ
field, which has exactly the required gauge group quantum numbers to couple
L and R. The i indices denote the different flavors.

In the case of leptons, Eq. 1.29 successfully generates their masses. This
can be shown by substituting the first order approximation of ϕ, 1.27, in the
Lagrangian, e.g. for the electron. The Lagrangian 1.29 then becomes:

L =− Ye

( (
ν̄e ē

)
L

(
ϕ+

ϕ0

)
eR + ēR

(
ϕ− ϕ̄0

)( νe
e

)
L

)
=

=− Ye√
2
v(ēReL + ēLeR)−

Ye√
2
(ēReL + ēLeR)h =

=− Yev√
2
ēe− Ye√

2
ēeh

(1.30)

Starting from a gauge invariant Lagrangian, the lepton mass terms (first
term of Eq. 1.30) have been constructed with mi =

Yiv√
2
. The interaction of

the leptons with the Higgs boson is also predicted (second term in Eq. 1.30).
The parameters Yi are arbitrary; hence the actual lepton masses are left to
be determined by the experiment.

The Lagrangian described in Eq. 1.29 generated masses only for the lower
part of the SU(2)L×U(1)Y doublets, i.e. the charged leptons. This works
for leptons, since the neutrinos are massless in the SM. A slightly modified
Lagrangian is needed for the quark doublets, in which both elements in an
SU(2))L doublet have to acquire mass in order to provide masses to both
charge +2/3 quarks (“up-like” quarks) and charge −1/3 quarks (“down-like”

21



quarks). This is achieved by constructing a new Higgs doublet from ϕ in the
following manner:

ϕc = −iτ2ϕ∗ =

(
−ϕ̄0

ϕ−

)
Symmetry−−−−−→
breaking

√
1

2

(
v + h(x)

0

)
(1.31)

The new Higgs doublet, ϕc, has opposite weak hypercharge to ϕ but
transforms identically to it, therefore it can be used to modify Eq. 1.29 to
generate the quark masses. By substituting 1.31 in 1.29, the latter, in the
case of, e.g. u and d quarks, becomes:

L =− YdL̄ϕRd − YuL̄ϕcRu + h.c. =

=− Yd
(
ū d̄

)
L

(
ϕ+

ϕ0

)
dR − Yu

(
ū d̄

)
L

(
−ϕ̄0

ϕ−

)
uR + h.c. =

=− Ydv√
2
d̄d− Yuv√

2
ūu− Yd√

2
d̄dh− Yu√

2
ūuh

(1.32)
As in the case of leptons, the first two terms are the masses of the quarks,

with mi =
Yiv√
2
, while the third and fourth terms are the interaction of the

quarks with the Higgs boson. The parameters Yi are again arbitrary and
cannot be predicted by theory. An interesting property resulting from the
above discussion is that the interaction coupling of the Higgs boson to the
fermions is, in all cases, proportional to the fermion masses.

The above description of the EW Lagrangian is called the Weinberg–
Salam model.

1.5 Beyond the Standard Model
The above discussion shows that the building principles of the SM of Particle
Physics can be summarized in a few points:

• Quantum Field Theory (QFT), which describes the quantum me-
chanics of relativistic quantum fields.

• The local gauge invariance principle, which leads to interactions
between matter particles (fermions) via gauge fields (bosons).
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• The Brout–Englert–Higgs mechanism of the electroweak sym-
metry, which leads to the generation of masses for particles, which are
normally forbidden by the invariance under the gauge transformations
SU(2)L×U(1)Y .

• The experimental data, which guided the construction of the theory.

Putting everything together, the SM has managed to accurately describe
known phenomena and predict new ones. The success of the SM is illustrated
in Fig. 1.2, which shows a comparison between the SM predictions and exper-
imental data for a multitude of processes involving the gauge bosons and top
quarks, covering a cross section range of almost nine orders of magnitude.
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Figure 1.2: Summary of the cross section measurements of Standard Model
processes by the CMS Collaboration [2].

Despite its impressive success, there are still fundamental questions that
the SM leaves unanswered. These questions, that call for a theory beyond
the SM, are outlined below:

• The nature of Dark Matter
In the early 1930s, there were already indications that the luminous
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mass of the universe was not enough to account for the observed grav-
itational pull in galaxies and galaxy clusters. Astronomer J. H. Oort
found the velocities of stars in galaxies to be large enough for them
to escape the gravitational pull of the luminous mass. Astronomer
F. Zwicky applied the virial theorem on the Coma galaxy cluster, as-
suming only gravitational Newtonian interaction to find that the mass
calculated in this way was some 50 times larger than the mass seen
through light observations. Forty years later, V. Rubin et al. dis-
covered that the velocity distribution of stars inside galaxies was not
consistent with the observed luminous mass distribution, leading to
the hypothesis of a significant non-luminous mass component, dubbed
dark matter (DM). More recent estimations of galaxy cluster masses
through the observation of gravitational lensing also corroborate the
existence of DM. Finally, the measurement of fluctuations of the cos-
mic microwave background by the Wilkinson Microwave Anisotropy
Probe has led to the conclusion that the total energy-matter density
of the universe consists of ∼5% by baryonic matter, ∼23% by DM and
∼72% by dark energy, which is presumably the cause of the accelerat-
ing expansion of the universe. The estimated amounts of DM due to
normal baryonic matter, either due to microscopic (e.g. neutrinos) or
macroscopic objects (e.g. brown dwarf stars), cannot account for these
observations. As a result, a new type of weakly interacting massive
particle (WIMP) is needed. This is not predicted by the SM but can
occur naturally in several extensions of it [3].

• Quantum gravity
The SM has managed to successfully describe three out the four funda-
mental interactions of Nature. However, the gravitational interaction
cannot be incorporated in the theory and new theoretical approaches
need to be applied, so that gravity becomes consistent with the quan-
tum mechanical description of Nature.

• Grand unification
The coupling “constants” of the three SM fundamental forces change
with changing energy. The variation is such that, at very high en-
ergies, the constants tend to converge to the same value: The elec-
tromagnetic coupling constant increases due to fermion loops, while
the strong and weak coupling constants decrease due to the gluon and
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W/Z self-interactions that lead to boson loops. This has led to con-
jectures that the three forces are unified into a single force by some
“Grand Unification Theory” (GUT) at some very large energy scale,
the so-called GUT scale. The convergence of the coupling constants,
when taking into account only the SM particles, is not exact. This
“imperfection” can be mitigated by theories beyond the SM that con-
tain extra particles, modifying the running of the coupling constants.
The simplest and earliest attempts at grand unification focused on en-
larging the SM gauge group to, e.g., SU(5), which has SU(3), SU(2)L
and U(1)Y as subgroups. While the first results on SU(5) were very
promising, the non-observation of proton decay, predicted by SU(5),
led to other extensions of the SM.

• The naturalness problem
The SM is a renormalizable theory, i.e. the higher order quantum cor-
rections can be absorbed into a finite set of physical variables of the
theory in such a way that all observable quantities have only loga-
rithmic dependence on the energy scale. In fact, since New Physics is
expected to become dominant at very high energies, e.g. at the Planck
scale, ΛP , when the gravitational interaction also becomes important,
the calculations of the SM should stay finite up to this very large,
arbitrary scale Λ. In the case of fermion masses, the higher order cor-
rections give terms that are proportional to lnΛ, i.e. they are rather
stable to even large changes of Λ. The exception to this comes from
the higher order corrections to the mass of the Higgs boson, which are
proportional to Λ2. Taking into account that Λ2 ∼ Λ2

P ∼ 1038 GeV2,
whereas m2

H ∼ 104 GeV2, the cancellation of these higher order terms
need to span over 30 orders of magnitude. This “unnatural” cancel-
lation that, in the framework of the SM, can only be explained by
coincidence, is called the naturalness problem. Theories beyond the
SM provide more “natural” solutions to the scale of the Higgs boson
mass.

• The nature and properties of neutrinos
In the SM, there are no right-handed neutrinos and, thus, neutrinos are
massless. However, experimental results of astronomic origin [4] dis-
covered that neutrinos oscillations exist, i.e. the neutrinos can change
flavor. The phenomenon has since been observed and measured accu-
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rately in ground-based experiments at nuclear reactors and accelera-
tors. This change of flavor is only possible if neutrinos have non-zero
masses, which calls for the modification of the SM. Apart from that,
the question of whether the neutrinos are Majorana particles, i.e. they
are their own antiparticles, is yet unanswered: The SM does not predict
their exact nature and the experimental attempts to distinguish neu-
trinos and antineutrinos have proven extremely difficult, with the most
promising experiment being neutrinoless β-decay, which is allowed only
if neutrinos are Majorana particles.

• Matter-antimatter asymmetry
The observed universe is dominated by matter. However, there is no
apparent reason why matter should dominate over antimatter; in a
universe where the CP operator, where C is the charge conjugation
operator and P is the parity operator, is a complete symmetry of Na-
ture, equal amounts of matter and antimatter are expected and their
annihilation would lead to a photon dominated universe. Given the ob-
served dominance of matter over antimatter in the universe, CP sym-
metry must be violated. There are only elements in the SM construct
that can lead to a CP violation: The CKM matrix, which describes
the flavor mixing of quarks, and the PMNS matrix, which describes
the mixing of neutrinos. The violation of CP in the CKM matrix has
been extensively studied, whereas CP violation in the PMNS matrix
will hopefully be probed in a new generation of neutrino experiments.
However, even if the violation in the latter case is maximal, the total
CP violation in the SM is still insufficient to account for the observed
matter-antimatter asymmetry; a solution to this problem requires extra
sources of CP violation, outside the framework of the SM.

• Large number of arbitrary parameters
The SM (including a minimal extension that takes into account the
neutrino masses) contains 26 parameters that cannot be predicted by
the theory but are rather determined by observations. These parame-
ters are:

– The 12 fermion masses:

mν1 , mν2 , mν3 , me, mµ, mτ , md, ms, mb, mu, mc, mt
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– The 3 coupling constants:

α, GF , αS

– The 2 Higgs potential parameters:

v, mH

– The 8 PMNS and CKM matrices mixing angles:

θ12, θ13, θ23, δ and λ, A, ρ, η

– The phase of the QCD Lagrangian that could lead to CP violation
in the strong interaction:

θCP ≃ 0

The theoretical prediction of these parameters could only be given by
some more fundamental theory beyond the SM, if such a theory exists.
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Chapter 2

Supersymmetry

This chapter is dedicated to elaborating on one of the most attractive be-
yond the SM (BSM) theory, Supersymmetry (SUSY). The presentation of
the theory is loosely based on two introductory overviews of SUSY, [5] and
[6].

SUSY is a proposed symmetry of nature relating fermions and bosons.
Supersymmetric transformations can be generated by an operator Q so that:

Q |Fermion⟩ = |Boson⟩ Q |Boson⟩ = |Fermion⟩
As a consequence of the above relation, the operator Q carries half-integer

spin, therefore it is a fermionic operator, i.e. it must be an anticommuting
spinor. Its hermitian conjugate, Q†, is also a supersymmetry operator. These
operators must fulfil the following (anti)commutation relations:

{Q,Q† } = P µ

{Q,Q } = {Q†, Q† } = 0

[P µ, Q] = [P µ, Q†] = 0

Irreducible representations of the supersymmetric algebra are called su-
permultiplets. Each supermultiplet contains both bosons and fermions which
are connected, up to a spacetime translation/rotation, with the relation
f(Q,Q†) |Fermion⟩ = |Boson⟩, where f is a function of the supersymmetry
generators. The Q and Q† operators commute with the P 2 and gauge trans-
formation operators, which means that particles in the same supermultiplet,
also called superpartners, have the same mass and electric, weak and color
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charges. It can be shown that each supermultiplet contains the same number
of bosonic and fermionic degrees of freedom.

There are two kinds of supermultiplets that are of special interest due to
the particle content of the SM: Chiral supermultiplets are the supermultiplets
whose fermionic state is one Weyl fermion, which has two helicity states,
hence two fermionic degrees of freedom. As a result, chiral supermultiplets
contain two scalar degrees of freedom, combined into a complex scalar field.
Gauge supermultiplets are the supermultiplets that contain one spin-1 vector
boson. Gauge invariance forbids a massive vector boson, therefore the vector
boson has to be massless (at least until the gauge symmetry is broken). A
massless vector boson has two helicity states, hence two bosonic degrees of
freedom. The appropriate fermionic state to balance these degrees of freedom
is a massless spin-1/2 Weyl fermion, called gaugino. From the fact that the
adjoint representation of a gauge group is its own conjugate, it follows that
fermions in the gauge supermultiplets have the same gauge transformations
for their left- and right-handed components. Particles in the supermultiplets
defined above, which are useful for building extensions of the SM, contain
superpartners with spin difference equal to 1/2.

It is worth noting here that it is convenient and also conventional that
the fermions of chiral supermultiplets are defined only by their left-handed
components. This is possible due to the definition of the charge conjugation
operator. For a Weyl fermion

ψ =

(
ζ
ξ

)
,

where ζ and ξ are the right- and left-handed components, respectively, given
the definition of the γ matrices in the Dirac–Pauli representation, it is true
that:

ψ(f̄) ≡ iγ2
(
ψ(f)

)∗ ⇒
ξ(f̄) ≡ iσ2

(
ξ(f)
)∗

As a result, a Weyl fermion can be expressed only in terms left-handed
components of itself and its antiparticle:

ψ(f) =

(
iσ2
(
ξ(f̄)
)∗

ξ(f)

)
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2.1 Motivation for Supersymmetry
• The naturalness problem

At one-loop level, the source of the Λ divergences mentioned in Sec. 1.5
come from Dirac fermion loops, which introduce corrections of the form:

∆m2
H = −|λf |2

8π2
Λ2 + . . . (2.1)

On the other hand, corrections that come from a complex scalar par-
ticles have the form:

∆m2
H =

λS
16π2

Λ2 + . . . (2.2)

The ellipses represent terms, proportional to the squared particle mass,
that grow at most logarithmically with Λ. It is evident that, if |λf |2 =
λS, the leading terms of Eq. 2.1 and Eq. 2.2 can cancel out each other
due to their opposite sign. There is an additional factor 2 missing from
the scalar term, implying that two scalar fields are required to cancel
a single fermionic contribution. This is exactly the correspondence
among boson and fermion superpartners described in the introduction
of Sec. 2. It can also be proven that this cancellation is achieved at
any higher-order correction. As a result, a SUSY extension of the SM
naturally provides the mechanism to explain why the mass of the Higgs
boson can be at the electroweak scale without relying to unnatural
levels of fine-tuning.
The absence, experimentally, of a spin-0 particle with the mass and
charges of the electron clearly shows that, for a realistic SUSY model, in
which the supersymmetric partners have masses different than their SM
counterparts, the cancellation of terms cannot be exact. However, as
long as the characteristic scale of these masses is not much higher than
the TeV scale, SUSY provides an elegant solution to the naturalness
problem.

• The nature of Dark Matter
A SUSY feature with important phenomenological consequences is the
definition of R parity. Even though they are forbidden in the SM,
baryon number (B) and lepton number (L) violations are perfectly al-
lowed in SUSY. Such violations would conflict with observations, since
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they would lead to the decay of the proton, which has been found to
have a half-life longer than 1034 yrs. Nevertheless, B and L conserva-
tion cannot be imposed explicitly, since both numbers are known to be
violated in non-pertubative electroweak effects, negligible at ordinary
energies but possibly important at much higher energies. A proposed
solution to implicitly conserve both numbers is to introduce a new
symmetry, R parity, defined as

R = (−1)3B+L+2s,

where s is the particle spin. It can be shown that R equals to +1 for
SM particles, while it is equal to −1 for their superpartners. If it is
multiplicatively conserved, R parity implies the conservation B and L
and has important phenomenological consequences. The most impor-
tant consequence is that the lightest supersymmetric particle (LSP)
is stable and, if it is electrically neutral, provides an attractive dark
matter candidate, hence providing a potential solution to one of the
greatest unanswered question of the SM. Other consequences include
the production of SUSY particles only in pairs in SM particle interac-
tions, and thus in collider experiments, and the decay of SUSY particles
only into odd numbers of LSPs.
It is worth noting that a small violation of R parity can be accommo-
dated within the present bounds of observations and have interesting
phenomenological effects. However, this possibility will not be consid-
ered in the following.

• Grand unification
A SUSY extension of the SM modifies the running coupling constants of
the theory in a way such that they convincingly converge to a common
value at very high energies. Given the proposals of GUTs, this unifi-
cation of the gauge couplings provides another encouraging motivation
for SUSY.

2.2 Supersymmetric Lagrangians
This section outlines the possible Lagrangians of a general SUSY theory.
Based on these general expressions, assumptions can be made that lead to
useful cases of extensions to the SM.
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Starting from the case of a chiral supermultiplet, this includes a left-
handed Weyl fermion ξ and a complex scalar ϕ. The simplest Lagrangian
containing only the kinematic terms of both fields is:

Lchiral,free = Lscalar + Lfermion = ∂µϕ∗∂µϕ+ iξ†σ̄µ∂µξ, (2.3)
where σ̄0 = σ0 = I and σ̄i = −σi for i = 1, 2, 3, with σi being the 2× 2 Pauli
matrices.

Using the simplest form for the supersymmetric transformation of the
scalar field,

δϕ = ϵξ, (2.4)
the proper transformation of the supersymmetric part of the fermionic field
can be inferred. The transformation, needed to leave the Lagrangian 2.3
invariant is, up to a multiplicative factor:

δξα = −i(σµϵ†)α∂µϕ (2.5)
a is the spinor index.

For the Lagrangian 2.3 to be supersymmetric, apart from its invariance
to supersymmetric transformations, it needs to be shown that the super-
symmetric algebra closes, i.e. that that the commutator of transformations
parametrized by two different spinors ϵ1 and ϵ2 is also a symmetry of the
theory. In the case of the scalar field, this relation is automatically fulfilled:

(δϵ1δϵ2 − δϵ2δϵ1)ϕ = (ϵ1σ
µϵ†2 − ϵ2σ

µϵ†1)(i∂µ)ϕ, (2.6)
where i∂µ = Pµ is the generator of spacetime translations.

In the case of the fermionic field, the supersymmetric algebra closes only
on-shell. This is a consequence of the fact that, off-shell, the fermionic de-
grees of freedom do not match the bosonic ones: Off-shell, the fermionic field
can be complex, hence having four degrees of freedom. To account for this,
an auxiliary, complex scalar field F needs to be introduced with proper trans-
formation to keep the total Lagrangian invariant but also make the algebra
close even off-shell:

δF = iϵ†σ̄µ∂µξ (2.7)
The Lagrangian term for this auxiliary field that needs to be added to

the Lagrangian 2.3 is
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Lchiral,aux = F ∗F , (2.8)
which implies that there is no kinetic term for this field (since there is no
derivative ∂µF ) and that its equation of motion is simply F = F ∗ = 0. The
two extra scalar degrees of freedom vanish on-shell.

The most general form of a Lagrangian containing renormalizable interac-
tions of the chiral superpartners can include only terms with mass dimension
less than four:

Lchiral,int =

(
−1

2
W ijξiξj +W iFi + xijFiFj

)
+ c.c. + U , (2.9)

where W ij, W i, xij and U are degree 1-, 2-, 0- and 4-degree polynomials in
ϕi and ϕ∗i. However, Eqs. 2.4, 2.5, 2.7 imply that there can be no supersym-
metric transformation to cancel out terms involving the xij and U terms. As
a result, the Lagrangian 2.9 can be simplified to

Lchiral,int =

(
−1

2
W ijξiξj +W iFi

)
+ c.c. (2.10)

The variation of this Lagrangian (up to terms linear in Fi that trivially
cancel out) leads to:

δLchiral,int =

(
−1

2

δW ij

δϕk
(ϵξk)(ξiξj)−

1

2

δW ij

δϕ∗k (ϵ
†ξ†k)(ξiξj)

)
+

+
(
iW ij∂µϕjξiσ

µϵ† + iW i∂µξiσ
µϵ†
)
+ c.c.

(2.11)

The Fierz identity1 states that the first term can be identically zero if and
only if δW ij

δϕk
is totally symmetric under the interchange of i, j, k. However,

no such identity exists for the second term, hence it must be that δW ij

δϕ∗k
= 0.

This function means that W ij cannot contain conjugates of ϕ∗k, i.e. it is a
holomorphic of the complex scalar field ϕk. The combination of the above
conclusions results in the expression

W ij =M ij + yijkϕk =
δ2W

δϕiδϕj
, with (2.12)

1The Fierz identity [7] is an identity that allows rewriting bilinear forms of the product
of two spinors as a linear combination of the products of bilinear forms of the individual
spinors. The same identity can be applied to quadrilinear forms, as in this case [8].
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W = Liϕi +
1

2
M ijϕiϕj +

1

6
yijkϕiϕjϕk, (2.13)

where W is called the superpotential and Li are parameters that only affect
the scalar fields that are a gauge singlet, M ij is the symmetric mass matrix
for the fermion fields and yijk are the totally symmetric under the interchange
of i, j, k Yukawa couplings between a scalar field ϕk and two fermionic fields
ξi, ξj. Due to Eq. 2.12, the first two terms of the second line of Eq. 2.11 can
be written as a total derivative if

W i =
δW

δϕi
= Li +M ijϕj +

1

2
yijkϕjϕk (2.14)

The total Lagrangian of a chiral supermultiplet is the sum of Eqs. 2.3, 2.8
and 2.9. However, gathering all the terms that contain the auxiliary field and
writing its equation of motion, it is found that

Fi = −W ∗i (2.15)
Taking this also into account, the total chiral supermultiplet Lagrangian

is:

Lchiral =Lchiral,free + Lchiral,int + Lchiral,aux =

=− ∂µϕ∗∂µϕ+ iξ†σ̄µ∂µξ −
1

2

(
W ijξiξj +W ∗

ijξ
†iξ†j

)
−W iW ∗

i

(2.16)

By substituting the expressions of W ij and W i in Eq. 2.16 and writing
out the linearized equations of motions, it can be shown that the scalar and
fermionic field satisfy the same wave equation, having exactly the same mass
term, as stated in the introduction of this chapter.

Moving on to the gauge supermultiplets, these contain a massless gauge
boson field Aaµ and a two-component gaugino, whose left-handed field is λa.
The index a runs over the adjoint representation of the gauge group, e.g.
a = 1, . . . , 8 for SU(3)C . In the general case, a free gauge supermultiplet
Lagrangian would contain terms similar to that of the SM QCD (Sec. 1.3).
This works on-shell, since both the gauge boson and the gaugino have two
helicity states, hence two degrees of freedom each. However, in the off-
shell case, the gauge boson acquires a third degree of freedom, related to
its longitudinal polarization. At the same time, the gaugino field becomes
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complex, gaining two more degrees of freedom. As a result, an extra bosonic
degree of freedom needs to be added in the Lagrangian, similar to the chiral
Lagrangian case. In analogy with introduction of the F field, the D field is
introduced in this case, without kinetic term, so that it can be eliminated on-
shell by its equation of motion. With these considerations, the Lagrangian
can be written:

Lgauge,free = −1

4
F a
µνF

µνa + iλ†aσ̄µ∇µλ
a +

1

2
DaDa, with (2.17)

F a
µν = ∂µA

a
ν − ∂νA

a
µ + gfabcAbµA

c
ν (2.18)

∇µλ
a = ∂µλ

a + gfabcAbµλ
c, (2.19)

where g is the gauge coupling and fabc are the totally antisymmetric structure
constants of the gauge group. fabc = 0 in the case of an Abelian group.

Using the supersymmetry transformations

δAaµ = − 1√
2

(
ϵ†σ̄µλ

a + λ†aσ̄µϵ
)

, (2.20)

δλaα =
i

2
√
2
(σµσ̄νϵ)αF

a
µν +

1√
2
ϵαD

a, (2.21)

δDa =
i√
2

(
−ϵ†σ̄µ∇µλ

a +∇µλ
†aσ̄µϵ

)
, (2.22)

it can be shown that the Lagrangian 2.17 is invariant and that, for each field
X = F a

µν , λ
a, λ†a, Da, the supersymmetric algebra closes:

(δϵ1δϵ2 − δϵ2δϵ1)X = (ϵ1σ
µϵ†2 − ϵ2σ

µϵ†1)(−i∇µ)X (2.23)
The final step towards the full supersymmetric Lagrangian is the inclusion

of gauge interactions. By considering only the terms with mass dimension
less than four, which maintain the renormalizability of the Lagrangian, the
gauge-interactions part of the Lagrangian is:

Lgauge,int = −
√
2g(ϕ∗T aξ)λa −

√
2gλ†a(ξ†T aϕ) + g(ϕ∗T aϕ)Da (2.24)
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With these terms, the full, general chiral + gauge supersymmetric La-
grangian is:

L = Lchiral + Lgauge,free + Lgauge,int (2.25)
However, to satisfy invariance with respect to supersymmetric transfor-

mations, the supersymmetric transformation of the auxiliary field F needs
to be slightly modified:

δFi = −iϵ†σ̄µ∂µξi +
√
2g(T aϕi)ϵ

†λ†a (2.26)
In addition to that, as in the case of the SM, gauge invariance demands

that the regular derivatives in Eq. 2.16 be replaced by the covariant deriva-
tives:

∇µϕi = ∂µϕi − igAaµ(T
aϕ)i, (2.27)

∇µξi = ∂µξi − igAaµ(T
aξ)i, (2.28)

where the hermitian matrices T a are the gauge group generators satisfying
[T aT b] = ifabcT c.

With the complete Lagrangian written out, the equation of motion for
the auxiliary field field Da gives:

Da = −g(ϕ∗T aϕ) (2.29)
Following this result, it is shown that the auxiliary fields Fi and Da can

be expressed as functions of the scalar fields. Thus, the complete scalar
potential is:

V (ϕ, ϕ∗) =F ∗iFi +
1

2

∑
a

DaDa = W ∗
i W

i +
1

2

∑
a

g2a(ϕ
∗T aϕ)2 =

=M∗
ikM

kjϕ∗iϕj +
1

2
M iny∗jknϕiϕ

∗jϕ∗k +
1

2
M∗

iny
jknϕ∗iϕjϕk+

+
1

4
yijny∗klnϕiϕjϕ

∗kϕ∗l + . . .+
1

2

∑
a

g2a(ϕ
∗T aϕ)2,

(2.30)

where the ellipses imply terms containing Li, omitted here for simplicity,
since they do not prove useful in what follows.
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A unique property of SUSY theories is that the scalar potential is com-
pletely defined by the other interactions in the theory. More specifically, the
first term of Eq. 2.30, also called F -term, is fixed by the Yukawa couplings
and fermion mass terms, whereas the second term, also called D-term, is
fixed by the gauge interactions.

As mentioned previously, supersymmetry must be broken in any realistic
SUSY model. This comes from the fact that in unbroken SUSY the masses
of superparticles and SM particles must be the same. If this were the case,
it then seems impossible that all these particles have been missed by all
experiments to date, e.g. the scalar superpartners of the electron that should
have a mass of 0.511MeV. As a result, it is expected that SUSY is an exact
symmetry that is spontaneously broken, similar to electroweak symmetry,
which is also broken. This SUSY symmetry breaking should be soft, which
means that the soft-breaking Lagrangian must be composed only by terms
with positive mass dimension. The general soft-breaking Lagrangian has the
form:

Lsoft =−
(
1

2
Maλ

aλa +
1

6
aijkϕiϕjϕk +

1

2
bijϕiϕj + tiϕi

)
+ c.c.+

− (m2)ijϕ
j∗ϕi+

− 1

2
cjki ϕ

∗iϕjϕk + c.c.+

−Ma
Diracλ

aξa + c.c.

(2.31)

The above terms break supersymmetry since they involve only scalars
and gauginos without their corresponding superpartners. In this way, they
describe masses for the SUSY particles, even if their SM superpartners are
massless or relatively light. It can be proven that the first two lines of Eq. 2.31
contain terms that are free of quadratic divergences to corrections to the
scalar masses, at all orders of perturbation theory. They consist of gaugino
masses Ma, scalar squared-mass terms (m2)ij, cubed (aijk), squared (bij) and
“tadpole” (ti) scalar couplings. However, the ti are applicable only in cases
where ϕi is a gauge singlet. The term in the third line is free of quadratic
divergences only if the supermultiplets do not contain gauge singlets but it is
generally neglected, since it is difficult to build model with small cjki factors.
Finally, the term in the last line only applies to theories in which the chiral
supermultiplets are singlets.
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2.3 The Minimal Supersymmetric Standard
Model

The general conclusions regarding the structure of a complete SUSY La-
grangian, drawn in the previous section, are now specified for the case of
the Minimal Supersymmetric Standard Model (MSSM). The MSSM is the
extension of the SM that contains the smallest set of new particles and inter-
actions that are consistent with phenomenology. Because of this definition,
the gauge groups and transformations of the MSSM are already known; they
are the same as the SM ones. Half of the particle content is also already
known, since it consists of all SM particles. The other half of the particle
content emerges from properly populating the chiral and gauge supermulti-
plets with the SM particles and identifying the missing elements.

Due to the nature of the electroweak interaction, which separates the left-
from the right-handed components of fermions, and given the definition of
supermultiplets (see the introduction of this chapter), it is clear that fermions
must be included in chiral supermultiplets. As a consequence, each fermion
component has a corresponding spin-0 superpartner. Since these new parti-
cles are scalar, they are denoted by prefixing the letter “s” is prefixed to the
name of their SM superpartner, e.g. sfermions, squarks, sleptons, selectron,
etc. Superpartners are denoted by the SM particle name with a tilde above
it. In the specific case of sfermions, a subscript is also needed to indicate the
to which fermion component (L or R) the sparticle corresponds to. For exam-
ple, the scalar superpartner to the left-handed electron component is denoted
by ẽL, while the scalar superpartner to the right-handed electron component
is denoted by ẽR. This distinction is important, since sfermions carry over
the coupling properties from their SM counterparts; as an example, the ẽL
couples to the W boson, while the ẽR does not.

The SM Higgs boson, being a scalar particle, must be included in a chiral
supermultiplet. However, there is a complication that is introduced when the
SM is extended to respect supersymmetry. The way that the quarks acquire
masses in the SM is described by Eq. 1.32: The d-type quarks acquire their
masses by means of the scalar field ϕ, while the u-type quarks acquire their
masses by means of the scalar field ϕc, which is constructed with the help of
the complex conjugate of ϕ. This is not possible in SUSY models, since the
superpotential, which includes the Yukawa couplings, cannot involve complex
conjugates of the fields. As a result, two separate Higgs bosons, Hd and Hu,
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are needed so that both types of quarks can acquire masses. The first Higgs
supermultiplet includes Hu, with weak isospin components

(
H+
u , H0

u

)
, and

its fermionic superpartner

H̃u =

(
H̃+
u

H̃0
u

)
.

Similarly, the other Higgs supermultiplet includes Hd, with weak isospin
components

(
H0
d , H−

d

)
, and its fermionic superpartner

H̃d =

(
H̃0
d

H̃−
d

)
Collectively, the superpartners of the Higgs fields are called higgsinos.

The SM vector bosons, being spin-1 particles, are contained in gauge
supermultiplets. The superpartner of the gluon is the gluino, g̃, while the
superpartners of the electroweak bosons are the winos, W̃± and W̃ 0, and the
bino, B̃0. Table 2.1 summarizes the particle content of the MSSM, catego-
rized in chiral and gauge supermultiplets, as outlined above.

The next missing piece for defining the MSSM is the specification of the
superpotential. The starting point is Eq. 2.13: The first term can exist only
in theories that contain a scalar field that is a gauge singlet, which is not
the case for the MSSM, hence Li = 0. The second term gives mass to scalar
bosons, Hu and Hd in the case of the MSSM, while the third term contains
the Yukawa couplings and is constructed in such a way so as to give masses
to the MSSM particles similarly to the SM. With these considerations, the
MSSM superpotential is:

WMSSM = µHuHd + ūyuQHu − dydQHd − ēyeLHd, (2.32)
where the indices have been suppressed for simplicity.

A first observation is that, due to the holomorphism of the superpotential,
Higgs boson mass terms of the form H∗

uHu or H∗
dHd are forbidden. Because

of this property of the superpotential, Eq. 2.32 illustrates that the two Higgs
bosons are needed in order to give masses to all types of quarks: Hu for the
“up-like” quarks and Hd for the “down-like” quarks. The terms in Eq. 2.32
are constructed in accordance with this requirement.

A second observation concerns interactions in the MSSM. It was shown
in Sec. 2.2 that the yijk are totally symmetric under the interchange of i, j,
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Chiral supermultiplets
Name & Symbol Spin-0 Spin-1/2 SU(3)C , SU(2)L, U(1)Y

squarks, quarks
(3 families)

Q ( ũL d̃L ) ( uL dL ) (3, 2, 1
6
)

ū ũ∗R u†R (3̄, 2, −2
3
)

d̄ d̃∗R d†R (3̄, 2, 1
3
)

sleptons, leptons
(3 families)

L ( ν̃e ẽL ) ( νe eL ) (1, 2, −1
2
)

ē ẽ∗R e†R (1, 1, 1)

Higgs, higgsinos Hu ( H+
u H0

u ) ( H̃+
u H̃0

u ) (1, 2, 1
2
)

Hd ( H0
d H−

d ) ( H̃0
d H̃−

d
) (1, 2, −1

2
)

Gauge supermultiplets
Name & Symbol Spin-1/2 Spin-1 SU(3)C , SU(2)L, U(1)Y

gluino, gluon g̃ g (8, 1, 0)

winos, W bosons W̃± W̃ 0 W± W 0 (1, 3, 0)

bino, B boson B̃0 B0 (1, 1, 0)

Table 2.1: Chiral and gauge supermultiplets of the MSSM.

k. This implies not only q-q-H and ℓ-ℓ-H interactions but also q-q̃-H̃ and
ℓ-ℓ̃-H̃ interactions. It also implies that these interactions are all of the same
strength, e.g. yt in the case of the t and its superpartners. That stays true
(up to small radiative corrections) even after soft supersymmetry breaking.

The first term of 2.32 forms the supersymmetric Higgs mass terms, which
are non-negative with a minimum at Hu = Hd = 0. As a result, these terms
cannot accommodate the electroweak symmetry breaking, for which the soft
supersymmetry breaking terms are needed. The rest of the terms couple left-
and right-handed squarks and sleptons to the Higgs bosons with coupling
strength proportional to µy. These terms prove to be important for the
mixing of the squarks and sleptons. By using the superpotential 2.32 for the
construction of the scalar potential 2.30, more interactions can be identified:
The fourth term of Eq. 2.30 indicates the existence of the quartic interactions,
of the form q̃-q̃-q̃-q̃, q̃-q̃-ℓ̃-ℓ̃ and q̃-q̃-H-H (and the same for q → ℓ), all of the
same strength, y2.

The Yukawa couplings are usually small when compared to the gauge
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couplings, which tend to be more important for the phenomenology of the
theory. Such terms of gauge-coupling strength are the ones presented in
Eq. 2.24. The first two imply gaugino couplings to q-q̃, ℓ-ℓ̃, H-H̃ pairs. The
last term shows the existence of more scalar quartic terms, which, in this
case, have strength proportional to the gauge couplings g.

The MSSM soft supersymmetry breaking terms can be easily written out
given Eq. 2.31. By taking into account that the MSSM does not contain
gauge singlets and that the cjki terms are usually neglected, the MSSM su-
persymmetry soft part of the Lagrangian is:

Lsoft,MSSM =− 1

2

(
M1B̃B̃ +M2W̃W̃ +M3g̃g̃ + c.c.

)
+

−
(˜̄uauQ̃Hu − ˜̄dadQ̃Hd − ˜̄eaeL̃Hd + c.c.

)
+

− Q̃†m2
QQ̃− L̃†m2

LL̃− ˜̄um2
ū
˜̄u† − ˜̄dm2

d̄
˜̄d† − ˜̄em2

ē
˜̄e†+

−m2
Hu
H∗
uHu −m2

Hd
H∗
dHd − (bHuHd + c.c.),

(2.33)

where the gauge indices have been suppressed.
The first line of Eq. 2.33 includes the bino (M1), wino (M2) and gluino

(M3) mass terms. The second line consists of cubed couplings of scalar fields,
while the third line includes squark and slepton mass terms. Finally, the last
line contains the soft supersymmetry breaking terms to the Higgs potential.
The scale of the parameters involved is of the order of msoft, which should not
be much higher than ∼ 1TeV, if SUSY is to provide a convincing solution to
the naturalness problem.

The number of parameters introduced for the MSSM soft supersymme-
try breaking terms is very large: 105 parameters, not observed in the SM,
are introduced. However, many of these terms imply flavor mixing and CP
violation processes that are strongly constrained by experiments. These re-
strictions lead to simplifications of the parameters of Eq. 2.33:

m2
Q = m2

Q1, m
2
ū = m2

ū1, m
2
d̄ = m2

d̄1, m
2
L = m2

L1, m
2
ē = m2

ē1, (2.34)

au = Au0yu, ad = Ad0yd, ae = Ae0ye, (2.35)
ℑ(M1) = ℑ(M2) = ℑ(M3) = ℑ(Au0) = ℑ(Ad0) = ℑ(Ae0) = 0 (2.36)

The set of Eqs. 2.34, 2.35, 2.36 are collectively called the soft supersym-
metry breaking universality conditions. By taking into account reasonable
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assumptions driven by experimental results, these conditions bring down the
new MSSM parameters from 105 to 15: 3 real gaugino masses, 5 real squark
and slepton mass parameters, 3 real scalar cubic parameters and 4 Higgs
mass parameters.

Electroweak symmetry breaking in the MSSM is slightly more compli-
cated than that in the SM, due to the existence of two Higgs doublets. Con-
sidering the constraints of the theory and after the proper gauge transforma-
tions, the MSSM Higgs scalar potential becomes

VHiggs,MSSM =(µ2 +m2
Hu

)|H0
u|2 + (µ2 +m2

Hd
)|H0

d |2+

− (bH0
uH

0
d + c.c.) + 1

8
(g2 + g′2)(|H0

u|2 + |H0
d |2)2

(2.37)

The requirement that the potential 2.37 be bounded from below leads to
the following condition:

2b < 2|µ|2 +m2
Hu

+m2
Hd

(2.38)
Similarly, for the minimum value of the potential 2.37 to be non-zero

trivially, it must be that:

b2 > (|µ|2 +m2
Hu

)(|µ|2 +m2
Hd
) (2.39)

It is worth noting that both of these requirements cannot be fulfilled if
m2
Hu

= m2
Hd

. Eqs. 2.38 and 2.39 are the conditions for the Higgs fields to get
non-zero vacuum expectations values (VEVs). By defining

vu =
〈
H0
u

〉
, vd =

〈
H0
d

〉
, (2.40)

tan β =
vu
vd

, (2.41)

where vu and vd are taken by convention to be positive and real, and hence
0 < β < π/2, the known relation of the VEVs to the known Z boson mass
can be written out:

v2u + v2d = v2 =
2m2

Z
g2 + g′2

(2.42)

As mentioned previously, the Higgs fields in the MSSM consist of two
independent complex scalar fields, therefore 8 distinct degrees of freedom.
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After electroweak symmetry breaking, three of these degrees of freedom be-
come the longitudinal modes of Z and W± bosons. As a result, there are 5
remaining Higgs scalar fields: two CP -even neutral ones, h0 and H0, where
mh0 < mH0 , one CP -odd neutral one, A0 and two charged ones, H±, where
H− = H+∗. Provided that the VEVs of Eq. 2.40 minimize the Higgs poten-
tial at tree-level, the diagonalization of the Higgs mass matrix in Eq. 2.37
gives the following eigenvalues:

m2
A0 = 2|µ|2 +m2

Hu
+m2

Hd

m2
h0,H0 =

1

2

(
m2
A0 +m2

Z ∓
√
(m2

A0 −m2
Z)

2 + 4m2
Zm

2
A0 sin2(2β)

)
mH± = m2

A0 +m2
W

(2.43)

As a final note regarding electroweak symmetry breaking in the MSSM:
it is interesting that the masses of quarks and leptons depend not only on
the Yukawa coupling(s) but also on tan β, e.g. for the third generation of
quarks, mt = ytv sin β and mb = ybv cos β.

Moving on to the masses of the neutral gaugino (neutralinos) and the
charged gaugino combinations (charginos) of the MSSM, these are the mass
eigenstates of the combination of gauge eigenstates: There are four neutrali-
nos, being the combinations of neutral higgsinos, the bino and the neutral
wino, and two charginos, being the combinations of the charged higgsinos
and winos. According to convention, neutralinos and charginos are denoted
by indices in ascending order of mass, e.g. mÑ1

< mÑ2
.

The masses of the neutralinos are given by the diagonalization of the
neutralino mass matrix, which can result in fairly complicated expressions.
However, the mass expressions are simplified in the case in which the elec-
troweak symmetry breaking scale is much smaller than the neutralino mass
matrix terms, i.e.

mZ ≪ |µ±M1|, |µ±M2|. (2.44)
In this limit, the mass eigenstates consist, to a large extent, by a specific

gauge eigenstate. Some interesting cases are worth mentioning:

• M1 < M2 ≪ |µ|
Ñ1 is mostly bino with mÑ1

≈ M1, Ñ2 is mostly wino with mÑ1
≈ M2

and Ñ3,4 are mostly higgsino with mÑ3,4
≈ |µ|
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• M2 < M1 ≪ |µ|
Ñ1 is mostly wino with mÑ1

≈ M2, Ñ2 is mostly bino with mÑ1
≈ M1

and Ñ3,4 are mostly higgsino with mÑ3,4
≈ |µ|

• |µ| < M1,M2

Ñ1,2 are mostly higgsino with mÑ1,2
≈ |µ|, with mÑ2

−mÑ1
∼ m2

W
min(M1,M2)

and Ñ3,4 are mostly bino, mostly wino or a mix of both, depending on
the M1 and M2 mass ordering.

The masses of the charginos are more easily obtained, since they involve
the diagonalization of a 2×2 mass matrix. Looking into the interesting limit
of Eq. 2.44, the chargino masses are mC̃1

≈ M2 and mC̃2
≈ |µ| if M2 < |µ|

(and with the interchange 1 ↔ 2 if |µ| < M2). It is worth noting that, in
this limit, charginos are nearly mass degenerate with some of the neutralinos,
although the result is not exact.

The gluino is a unique particle in the MSSM, because it is the only one
that is a color octet. As a consequence, it cannot mix with any other particle.
In most models, a rough relation

M3 :M2 :M1 ≈ 6 : 2 : 1 (2.45)
is predicted near the 1TeV scale [5]. This implies that the gluino is generally
considerably heavier than the neutralinos and charginos.

Regarding the squarks and sleptons, the determination of their masses
involves the diagonalization of three 6× 6 matrices of up-type quarks, down-
type quarks and sleptons and one 3 × 3 matrix for the sneutrinos. Even
though the complexity is alleviated by the flavor-related assumptions that
lead to the soft supersymmetry breaking universality conditions, the complete
expressions are still hard to interpret. However, some general conclusions can
be drawn:

• The first- and second-generation squarks are generally heavier than the
sleptons.

• The left-handed squarks of the first and second generation are generally
heavier than the right-handed ones. The same holds for the sleptons
of the first two generations.
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• The lightest charged lepton is probably the stau τ̃1, the lightest of the
τ̃L and τ̃R combinations.

• The lightest squarks are probably the lightest stop, t̃1 and the lightest
sbottom, b̃1.

It can be noticed in the conclusions listed above that there is an im-
portant distinction between the third-generation sfermions and all the other
sfermions. This is a result of the large Yukawa couplings and trilinear soft
couplings of the third generation. While the first- and second-generation
sfermions form heavy, nearly mass-degenerate pairs, the third-generation can
have significant mixing and substantially lower masses.

All of the theoretical considerations above provide for a very rich phe-
nomenology within the MSSM framework. In all of the cases presented below,
it is assumed that the R parity is conserved and that the LSP is the Ñ1. As
a result, it is expected that any decay chain will lead to a pair of Ñ1, which
escape the experimental apparatuses undetected, due to their weak coupling
with SM particles.

Starting with the production of SUSY particles, Feynman diagrams of dif-
ferent possibilities are shown in Figs. 2.1–2.2. More specifically, Fig. 2.1 illus-
trates the production of squark-antisquark, gluino-squark and gluino pairs,
which is of QCD strength. Given that the Large Hadron Collider (LHC)
is a proton-proton (p-p) collider, the cross sections of these processes are
very large. This makes the (anti)squark and gluino pair production domi-
nant, as shown in Fig. 2.3. Fig. 2.2 illustrates the production of neutralinos,
charginos and sleptons from quark-antiquark interactions, all of which are of
electroweak strength. As a result, these processes have cross sections more
than one order of magnitude (depending on the sparticle mass) lower than
the QCD-mediated production modes (Fig. 2.3).

Sparticle decays are largely dictated by the gauge eigenstate content and
the handedness of the lightest supersymmetric particles. Multiple decay
modes will be presented below, starting from the dominant and going to
less kinematically plausible ones. To begin with squarks, the decay q̃ → qg̃
is usually the dominant one, if kinematically allowed, given that the q̃−q− g̃
vertex has QCD strength. The next possibility is the squark decay to neu-
tralinos or charginos. In the case where the Ñ1 is mostly bino and the Ñ2 and
C̃1 are mostly winos, the direct decay q̃ → qÑ1 is preferred for right-handed
squarks and the decays q̃ → qÑ2 and q̃ → q′C̃1 are preferred for left-handed
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Figure 2.1: Feynman diagrams of production of gluinos and squarks from
quark-antiquark annihilation (upper three rows) and from gluon-gluon or
gluon-quark fusion (lower three rows) [5].

squarks, based on the relative coupling strengths involved in each case. In
the aforementioned decay processes, the g̃, Ñ2 and C̃1 are expected to decay
to more supersymmetric and SM particles (these decays are discussed in the
following paragraphs), leading to long and complex chains, called cascade
decays.

Third-generation squark decays deserve a dedicated discussion. Apart
from the fact that they lead to final states with b and t quarks, which gener-
ally have more characteristic signatures in experimental detectors, their de-
cays to neutralinos and charginos become important in cases where the latter
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Figure 2.2: Feynman diagrams of production of neutralinos and charginos
from quark and antiquark annihilation [5].

contain a large higgsino component, owing to their large Yukawa couplings.
Focusing on alternative decays of t̃, if the t̃1 → tg̃, t̃1 → tÑ2 and t̃1 → bC̃1

decay modes are kinematically forbidden, the three-body decay t̃1 → bWÑ1

becomes the most important one. If mt̃1
< mb +mW +mÑ1

, even this de-
cay mode is forbidden, leaving only the flavor-suppressed t̃1 → cÑ1 and the
four-body t̃1 → bff′Ñ1 decay options available. It is worth noting that, if
mt̃1

−mÑ1
≲ 20GeV, the t̃1 can become long-lived, i.e. have enough lifetime

to decay at a nonnegligible distance from the interaction point of collider
physics experiments [10]. However, in all of the following discussions, it is
assumed that this is not the case.

As a result of their couplings in the MSSM, gluinos can only decay via on-
or off-shell squarks, depending on the mass spectrum of SUSY particles. If
mg̃ > mq+mq̃, the decay to on-shell squarks, g̃ → qq̃, is preferred, because of
the QCD strength of its vertex. Since third-generation squarks are probably
the lightest, the decays to t̃ or b̃ are generally dominant. In the case where
the above processes are not kinematically accessible, the decay to virtual
squarks, i.e. g̃ → qqÑi or g̃ → qq′C̃i, becomes important. Similarly to

47



250 500 750 1000 1250 1500 1750 2000
particle mass [GeV]

10 6

10 4

10 2

100

102

104

cr
os

s s
ec

tio
n 

[p
b]

pp, s = 13 TeV, NLO+NLL - NNLOapprox+NNLL

gg
gq

qq *

tt * , bb *

 (higgsino)
+
1 1  (wino)
±
1

0
2  (wino)

L, R L, R

Figure 2.3: Summary of cross section values for the pair production of SUSY
particles [9].

squarks, cascade decays are very common for gluinos.
Regarding neutralinos and charginos, their two-body decays are dominant

if the mass spectrum allows them:

Ñi → Z/h0/H0/A0Ñj (i > j), Ñi → W±/H±C̃∓
j , Ñi → ℓℓ̃/νν̃/qq̃,

C̃±
i → W±/H±Ñj, C̃±

2 → Z/h0/H0/A0C̃±
1 , C̃

±
i → ℓ±ν̃/νℓ̃±/qq̃′,

where the decays to lighter particles, Z, W, h0, ℓ̃ and ν̃ (given that squarks
are generally heavier than sleptons), are more plausible. This picture slightly
changes if there is a significant higgsino component in neutralinos and char-
ginos; in that case their decay to third-generation squarks also becomes sig-
nificant, enhanced by the large top and bottom Yukawa couplings.
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If their two-body decay modes are closed, neutralinos and charginos can
decay via three-body processes:

Ñi → ffÑj (i > j), Ñi → ff′C̃j,
C̃i → ff′Ñj, C̃±

2 → ffC̃±
1 .

The above processes, in the case of Ñ2 or C̃1 decaying to Ñ1, are exception-
ally important for phenomenology. If the fermions involved in these decays
are quarks, then this experimentally leads to final states with jets (usually
b-jets in the case of intermediate off-shell Higgs boson). In the case where
these fermions are leptons, the final state is experimentally very clean, since
electrons and muons can be reconstructed more easily compared to jets. How-
ever, when the intermediate off-shell sparticles are sleptons, these leptons are
usually staus, resulting in tau leptons in the final state, whose identification
poses experimental challenges.

Sleptons decay to neutralinos and charginos via the processes:

ℓ̃± → ℓ±Ñi, ℓ̃± → νC̃±
i ,

ν̃ → νÑi, ℓ̃→ ℓ±C̃∓
i ,

where the values of the index i are subject to constraints imposed by the
mass spectrum of SUSY particles. As in the case of squarks, the branching
fractions of left- and right-handed slepton decays depend on the admixture
of gauginos in Ñi and C̃i. For example, if the Ñ1 is mostly bino and the Ñ2

and C̃1 are mostly wino, then the direct decays to the former are preferred
by right-handed sleptons, ℓ̃±R → ℓ±Ñ1 (U(1)Y interaction strength, ∼g′),
while left-handed sleptons preferably decay to the latter (SU(2)L interaction
strength, ∼g).

Fig. 2.4 shows some examples of neutralino, chargino and gluino decays.
The branching fractions for these final states can be found be in [11, 12].

2.4 Overview of Searches for Supersymmetry
at the LHC

The MSSM, along with its phenomenological features described in the previ-
ous section, has been utilized in detailed and in more simplified models [13–
15] to experimentally search for SUSY. This section provides an overview of
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Figure 2.4: Feynman diagrams of decays of neutralinos and charginos (two
upper rows) and of gluinos (two lower rows) to the LSP [5].

the most recent searches at the LHC, primarily showing results by the Com-
pact Muon Solenoid (CMS) experiment2. Results by the ATLAS experiment
are very similar.

The decay of colored sparticles usually leads to final states with moder-
ate (Fig. 2.5a) to high hadronic activity, especially in the case of cascade
decays (Fig. 2.5b). The possible existence of top quarks in the decay chains
(Fig. 2.5c) results in more characteristic final states which can contain nu-
merous bottom quark jets, which are generally more easily identified due to
the long B hadron lifetime. In many cases, there is a significant amount of
missing energy due to the presence of the pair of lightest SUSY particle in
the final state, which escape detection. The total longitudinal momentum
in the case of p-p collisions is not known, because the two momenta of the
interacting partons, that actually participate in the interaction, cannot be
measured parallel to the beam and are not equal. However, it is known that
the sum of the momenta perpendicular to the beam is zero. As a result,
any deviation from zero in the sum of the momenta of visible particles in
the plane transverse to the beam is assigned to a new variable, the missing

2In what follows, the Ñ1 is denoted as χ̃0
1, the Ñ2 as χ̃0

2 and the C̃1 as χ̃±
1 .
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transverse momentum, denoted p miss
T , which quantifies the total transverse

momentum of all invisible particles in an event.
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Figure 2.5: Diagrams involving the production of squarks and gluinos.

The dominant SM background processes in such cases are multijet events,
usually originating from QCD processes affected by detector jet energy mis-
measurements which cause high amounts of p miss

T , W+jets or tt̄ production,
with W → ℓν, where the charged lepton is missed or absorbed into a jet,
and Z+jets, with Z → νν̄. Apart from the p miss

T variable, which proves to
be a primary handle to separate the SUSY signal from the SM background,
numerous additional variables are utilized in order to increase the sensitivity
of searches for strongly produced SUSY particles with hadronic final states.
Simple requirements, such a high number of jets (Njet), a high number of
jets identified as coming from a b quark (Nb-jet), or a large scalar sum of
transverse momenta (pT) of the jets in the event, denoted as HT, turn out to
be quite effective in separating SM processes from SUSY particle production
and decay. With time, more sophisticated variables have been constructed
to fully exploit the differences between signal and background processes. Ex-
amples of such variables are:

• The effective mass [16], meff =
∑

j∈jets p
j

T +
∑

ℓ∈leptons p
ℓ

T + p miss
T , which

tends to peak at the mass of SUSY particles for the signal, while being
concentrated to low values for the background.

• The αT =
p
j2
T

mjj
variable [17], which takes large values for SUSY events

with invisible particles while it is constrained to be ≲0.5 for (QCD)
background events.
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• The stranverse mass, mT2 [18].

• The contransverse mass, mCT [19].

• The “razor” variables [20].

Except for the hadronic final states, the production of squark and gluinos
can also lead to leptonic final states in numerous cases. For example, the
process in Fig. 2.5b can give up to two leptons, originating from the possible
leptonic decay of the W bosons, while the process in Fig. 2.5c can result in
up to four leptons, if the W bosons from the top quarks decay leptonically.
The requirement of leptons in the final state has the advantage of reducing
the background contribution of SM processes that are difficult to estimate,
such as multijet QCD events, rendering processes like tt̄ or Drell–Yan (DY)
production, the most important backgrounds. These backgrounds are in
general easier to estimate, though this comes at the cost of lower branching
fractions (of the leptonic decay).

As a consequence of the change of the relative contribution of SM pro-
cesses, slightly different handles are used for separating between signal and
background. The transverse mass, MT (ℓ, p

miss
T ) =

√
2pℓTp

miss
T (1− cos∆ϕ),

is used to control the tt̄ and W+jets SM process, due to the endpoint it
exhibits at the mass of the W boson, while the on-shell Z boson from Z → ℓℓ̄
SM processes are usually rejected by excluding a mass window around the
MZ.

The results of searches for SUSY particles through squark and gluino
production have been interpreted in the framework of simplified models. In
such models, most of the SUSY particles are decoupled from LHC accessible
physics. The phenomenology is determined by a few specific SUSY particles,
whose masses are up to the ∼TeV scale and free to vary. Fig. 2.6 shows the
exclusion limits on SUSY particle masses at 95% confidence level (C.L.) in
terms of a few characteristic simplified models involving the production of
colored sparticles. For the model in Fig. 2.5a, the full hadronic search using
the MT2 variable excludes squarks and the χ̃0

1 for masses up to ∼1800GeV
and ∼1000GeV respectively. The full hadronic search exploiting the p miss

T
variable and the full hadronic stop search achieve the maximum performance
in the models of Fig. 2.5b and Fig. 2.5c respectively, excluding the gluino
with masses up to ≳2000GeV and the χ̃0

1 with masses up to ≳1200GeV.
The above discussion on squarks mainly focuses on the first and second

generation squarks. As explained in Sec. 2.3, third-generation squarks have
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Figure 2.6: Results by CMS Collaboration for the lower mass limits, at
95% C.L., on squark pair production with q̃ → qχ̃0

1 (left) and on gluino
pair production with g̃ → qq̄′χ̃±

1 , χ̃±
1 → V±χ̃0

1 (middle) and with g̃ → tt̄χ̃0
1

(right) [21]. The results are based on the simplified models shown in Fig. 2.5.

distinctive properties and, as a result, they are treated differently in searches
as well. Taking as an example the top squark3, it can be produced either
through gluino pair production (2.7a) or directly (2.7b).

The final state and, consequently, the search strategy is highly dependent
on the mass of the top squark and the mass difference with the SUSY particle

3In the following, the term “stop” is used interchangeably to denote the top squark.
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Figure 2.7: Diagrams involving the (direct or indirect) production of top
squarks.

it decays to. If the mass difference is large enough so that an on-shell top
quark can be formed, while t̃ → bχ̃±

1 is kinematically forbidden, then t̃ → tχ̃0
1

is the preferred decay mode. In this case, the existence of at least two top
quarks in the final state in combination with significant amount of p miss

T ,
originating from the LSPs, is the main handle to discriminate the SUSY
signal from the SM backgrounds. To this end, highly sophisticated taggers
are used to identify hadronic decays of the top quark [22]. In the case of
semileptonic t decays, i.e. a leptonic decay of the daughter W boson, efficient
identification of the b quarks [23], combined with the existence of isolated
leptons, are used. The latter strategy applies also to the case when the
t̃ → bχ̃±

1 is kinematically allowed. For the cases where the SUSY parameter
configuration is such that the above decay modes are forbidden, the top
squark can decay via t̃ → cχ̃0

1 or t̃ → bff̄ ′χ̃0
1. These decays pose experimental

challenges, due to the significantly difficult identification of the c quark and
the low pT of the final fermions.

Fig. 2.8 shows the exclusion limit at 95% C.L. set by the CMS experiment
in terms of the pp→ t̃1¯̃t1, t̃1 → tχ̃0

1 simplified model. The results of different
searches, depending on the number of leptons in the final state, are shown
separately. The full hadronic final state has the highest sensitivity over the
most range of parameter space. The exception to this is the case where the
lightest top squark is almost degenerate in mass with the lightest neutralino,
for which the semi-leptonic final state, i.e. the final state with one lepton,
is more important. Nevertheless, the searches are complementary and all
contribute to the determination of the combined limit. As can be seen in
Fig. 2.8, the combined channels have higher sensitivity, and thus higher mass
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limits, than the hadronic channel alone. For a massless lightest neutralino,
top squark masses are excluded up to 1300GeV, while the maximum excluded
mass for the lightest neutralino in this configuration reaches up to 700GeV.
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Figure 2.8: Results by CMS Collaboration for the lower mass limits, at 95%
C.L., on top squark pair production with t̃ → tχ̃0

1 [21]. The results are based
on the simplified model shown in Fig. 2.7, right.

Even though the production cross section of neutralinos and charginos,
also called electroweakinos (EWKinos), is much lower than that of squarks
and gluinos (Fig. 2.3), the EWK sector opens up the possibility to probe
lower sparticle masses. The most interesting cases have been mentioned at
the end of Sec. 2.3. A common feature of EWKino pair production is the ex-
istence of EW bosons in the final state. Even though hadronic decays of W, Z
or H bosons are very SM-like, the requirement for leptonic decays offers sat-
isfactory discrimination between SUSY signal and SM backgrounds. Fig. 2.9
shows different production modes and different decay modes in descending
order of cross section from left to right.

The search strategy for final states originating from EWKino production
depends on the mass difference between SUSY particles, which determines
the mass of the final EW bosons. If the mass difference is larger than or
near the mass of the Z or H bosons, then on-shell bosons are required in the
final state, combined with moderate p miss

T and potentially jets. In the case
of the Z bosons, high-pT leptons are required to have a dilepton mass under
a window around MZ, while, in the case of the H boson, the decay products,
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1 and χ̃±
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1.

e.g. bb̄, are tagged using different techniques as coming from an H boson
decay. WZ(H) and ZH final states with all bosons decaying leptonically
give rise to trilepton and four-lepton signatures. When one lepton in the
final state is missed, e.g. not identifying one of the leptons coming from
the Z boson decay of the process in Fig. 2.9a, the requirement of same-sign
leptons provides a relatively SM-free signature. The dominant backgrounds
in this case are misreconstructed events, e.g. events in which one of the
leptons has been identified with charge of the wrong sign or originates from
a heavy-flavor quark decay. Finally, there is the possibility that the mass
difference between the lightest SUSY particles are far below the mass of the
Z boson. In such scenarios, the p miss

T of the event tends to be low and the
final state objects tend to have low pT, hence posing experimental challenges
in detecting, reconstructing and identifying the event objects. A detailed
strategy for selecting such events and search for SUSY in this parameter
space is described in Ch. 4.

The decay of EWKinos through sleptons is also possible, as shown in the
diagrams of Fig. 2.10. Such scenarios can lead to similar final states as above,
e.g. with a dilepton (Fig. 2.10a) or a trilepton signature (Fig. 2.10c), or final
states with τ leptons (Fig. 2.10b). Final states with τ leptons can become
important, since they are the dominant decay mode for the staus, which are
considered to be the lightest sleptons due to their large mixing.

Based on the multiple final states of EWKino pair production, limits can
be set on the masses of the χ̃0

2 (taken to be mass degenerate with the χ̃±
1 ) and

χ̃0
1 particles. The results of searches by the CMS Collaboration, interpreted in

terms of simplified models with χ̃0
2χ̃

±
1 pair production, are shown in Fig. 2.11.

The maximum exclusion is achieved in terms of a simplified model with
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Figure 2.10: Diagrams of EWKino production, decaying via sleptons.
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Figure 2.11: Results by CMS Collaboration for the lower mass limits, at
95% C.L., on χ̃0

2χ̃
±
1 pair production with decay to multiple final states, as

described in the plot legend [21].

Slepton pair production has even lower cross section at the LHC (Fig. 2.3).
However, the signatures of slepton production are often similar to those of
EWKino production, as can be seen from Fig. 2.12. As a result, searches with
leptonic final states can also be interpreted in terms of simplified models of
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slepton production. The exclusion limit for such a CMS search is shown
in Fig. 2.13. The exclusion for first- and second-generation sleptons for a
very light χ̃0

1 reaches up to 700GeV. Because of the special nature of third
generation sfermions, described at the end of Sec. 2.3, searches targeting stau
production (Fig. 2.12b) are specially designed. Stau masses of up 150GeV
are excluded for the case of τ̃R and τ̃L pair production with mτ̃R = mτ̃L [24].

(a) First- and second-
generation slepton pair

production with ℓ̃ → ℓχ̃0
1
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+

τ̃
−

τ
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(b) Stau pair production
with τ̃ → τ χ̃0
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Figure 2.12: Diagrams of direct slepton production.

Figure 2.13: Results by CMS Collaboration for the lower mass limits, at 95%
C.L., on first and second generation pair production with sleptons decaying
to their corresponding superpartner and the χ̃0

1 [25]. The results are based
on the simplified model shown in Fig. 2.12a.
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Chapter 3

The LHC Machine and the
CMS Experiment

The European Organization for Nuclear Research, also called CERN which
stands for Conseil Européen pour la Recherche Nucléaire, is an international
research center established in 1954, in Geneva, Switzerland, with the aim of
uniting European scientists towards pushing the boundaries of scientific and
technological progress. The research was initially focused on nuclear physics,
however the advancements in the knowledge of phenomena deeper than the
nucleus have shifted the scientific program towards particle and high energy
physics. Even though it started out as intergovernmental organization of
12 European countries, CERN has now expanded to 23 member states. It
employs about 2600 staff members and provides infrastructures for around
12500 users of over 100 nationalities, representing more than 500 institutes
universities from all around the world. To attain the best results in terms of
physics requires technological achievements that can have applications much
farther than fundamental science and can benefit the society as a whole. The
ultimate example of this is the invention of the World Wide Web (WWW) in
1989 by Tim Berners-Lee, a British scientist working at CERN. The original
conception of project and its development was realized to cover the need to
automatically and promptly share information across scientists all over the
world but it is now used in the everyday of most people in the world.

CERN operates the largest particle physics laboratory of the world, with
its main facility being the LHC, the largest proton collider ever built. The
LHC consists of two circular beam-pipes with a circumference of 26.7 km,
situated in a tunnel 50 to 175m under the surface. Inside the beam-pipes,
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hadrons (protons or ions) travel near the speed of light in opposite directions.
Superconducting magnets are used to keep the particles along the circular
track of the beam-pipes, while a number of accelerating structures boost the
energy of the particles along their trajectory. A detailed description of the
LHC machine is given in Sec. 3.1. The beam-pipes cross in four interaction
points (IPs), enabling two proton beams to collide. In each of those IP,
particle detectors are installed. The four major detectors are the ALICE
detector [26], the ATLAS detector [27], the CMS detector [28] and the LHCb
detector [29]. The CMS detector, whose recorded collision data have been
used for the conduction of this thesis, is described in greater detail in Sec. 3.2.
The most remarkable recent achievement realized with the collision data
produced by the LHC is the discovery of the Higgs boson by the ATLAS and
CMS collaborations in 2012 [30, 31], which led to the award of the Nobel
prize to François Englert and Peter Higgs, the theoretical physicists who
predicted its existence.

3.1 The Large Hadron Collider
The concept of the LHC dates back to the early 1980s, when its predecessor,
the Large Electron-Proton (LEP) collider was being designed and built. The
official approval for the construction of the LHC came about a decade later,
in 1994. Between 1996 and 1998, the four major LHC experiments were
also officially approved and the construction work commenced. The first
beam circulated in the LHC on September 10th 2008. The physics operation
of LHC is intermittent, with three eras of operational runs separated by
shutdown periods for maintenance and upgrades. Run 1 was inaugurated
with the first collisions on November 23rd 2009 and lasted until 2013. Run
2 of the LHC took place from 2015 to 2018, while Run 3 is scheduled from
2022 to 2024. The periods 2013–2015 and 2018–2022 constitute the LHC
Long Shutdown (LS) 1 and LS2 respectively. The operational runs described
above are collectively referred to as Phase 1 of the LHC. Phase 2 of the LHC,
taking place from 2027 to 2037, will involve major upgrades of the machine
and the experiments that are planned to be implemented during LS3 (2024–
2027). The upgraded LHC machine of Phase 2 is called High Luminosity
LHC (HL-LHC) and it will be described in Sec. 5.1.

The LHC has been installed in the same tunnel as the LEP and uses much
of the previous infrastructure. The LHC is the last ring in a large accelerator
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Figure 3.1: Illustration of the accelerator complex at CERN. The position of
the four major LHC experiments are also shown [32].

complex, shown in Fig. 3.1. The journey of the protons that later come to
constitute the beams of the LHC starts from a bottle of hydrogen gas, where
strong electric field is used to strip the atoms from their electrons to yield
protons. Instead of having a continuous beam, the extracted protons are
then grouped into up to 2808 bunches, separated by a 25 ns interval. Each
bunch contains 115 billion protons with an energy of 750 keV. Following
this procedure, the proton bunches are sent to the first accelerator in the
chain, the Linear Accelerator (LINAC 2), which raises their energy up to
50MeV. After that, a series of circular accelerators is employed for further
boosting the energy of the protons: The Proton Synchrotron Booster (PSB)
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accelerates the protons to 1.4GeV, the Proton Synchrotron (PS) pushes the
beam to 25GeV and the Super Proton Synchrotron (SPS) boosts them to an
energy of 450GeV.

The final step of the acceleration process that brings the protons to the
nominal energy of operation, 6.5TeV, is their injection in the LHC ring. The
injection procedure takes approximately 4 minutes, while raising the proton
energy to its maximal value requires around 20 minutes. The acceleration is
achieved by the use of eight radiofrequency (RF) cavities per beam. To keep
the beams in their approximately circular trajectory, 1232 dipole magnets
are used. The required magnetic field for this purpose is 8.3 T, which creates
the need for superconducting magnets, made out of a niobium-titanium alloy
(NbTi). These magnets need to be cooled down to a temperature of 1.9 K by
pumping superfluid Helium to the magnet system. 392 quadrapole magnets
are also employed in order to maintain the beams focused. When the maxi-
mum energy is reached and the two opposite-travelling beams are stabilized,
they can circulate in the LHC for more than 10 hours while intersecting at
the four IPs, where the four major detectors collect the data produced by
their collisions.

There are numerous parameters that characterize the LHC accelerator.
One of the most important ones is the energy of the collisions. The advantage
of having beams travelling in opposite directions means that the total energy
of the collisions, also called center-of-mass energy,

√
s, is the sum of beam

energies, as opposed to a fixed target experiment, where the total available
energy is just

√
Ebeam. During Run 1, the centre-of-mass energy was set

at 7 and 8TeV, while
√
s = 13TeV during Run 2. To achieve such high

energies the choice of particle is also crucial: Protons are used in the LHC
because they are stable and they are preferred over electrons, due to their
much larger rest mass, which minimizes the energy loss due to synchrotron
radiation. The nominal design energy value for the LHC is

√
s = 14TeV.

Heavy ions (HI), more specifically Pb nuclei, are also accelerated at the LHC,
leading to Pb-Pb or p-Pb collisions.

Another LHC parameter of pivotal significance is the instantaneous lu-
minosity, Linst, which determines the rate of collisions and, consequently, the
number of events of physics processes. Supposing a process with cross section
σ, the number of events of this specific process per unit time is:

∂N

∂t
= Linst × σ (3.1)
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Eq. 3.1 makes clear that rare processes, i.e. those with very low cross
section, require high luminosity to be observed. The units of Linst arem−2s−1.
Under the assumption of identical two beams colliding while travelling in
opposite directions, the instantaneous luminosity is given by:

Linst =
N2
pnbfγr

4πϵnβ∗ F , F = 1/

√
1 +

θcσz
2σ

(3.2)

where Np is the number of protons per bunch, nb is the number of bunches, f
is the revolution frequency of the bunches and γr is the Lorentz factor. The
transverse emittance, ϵ, is a measure of the dispersity of the beam in space
and momentum. A low emittance particle beam contains particles that are
confined to a small distance and have nearly the same momentum, hence
the likelihood of particle interactions will be greater resulting in higher lu-
minosity. The transverse normalized emittance, ϵn also takes into account
the change of the emittance as a function of the beam momentum, by con-
sidering the particle velocity in a small angle around the beam. It has units
of length×angle. The amplitude function, β∗, characterizes the the focus of
the beam at the IP. It is often referred as the distance from the focus point
that the beam width is twice as wide as the focus point. It has units of
length. Finally, F is a geometric factor that takes into account the crossing
angle at the IP (θc) and the transverse (σ) and longitudinal (σz) size of the
beam. Table 3.1 summarizes the nominal numerical values of the parameters
discussed above for the LHC.

Parameter Symbol Nominal Value
Center-of-mass energy

√
s 14TeV

Instantaneous luminosity Linst 1034cm−2s−1

Number of protons per bunch Np 1.15× 1011

Number of bunches per beam nb 2808
Revolution frequency f 11245 Hz
Lorentz factor γr 7461
Transverse normalized emittance ϵn 3.75 µm rad
Beta-star function (at the CMS IP) β∗ 0.55 m
Geometric factor at min. β∗ F0 0.836

Table 3.1: The nominal values of crucial LHC parameters in p-p colli-
sions [33].
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The total amount of data collected by the experiments is characterized by
the integrated luminosity, L =

∫
Linstdt. This is commonly measured in units

of inverse femtobarn, 1 fb−1 = 10−39 cm−2. The total integrated luminosity
recorded by the CMS experiment is shown in the upper plot of Fig. 3.2 as a
function of time.
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Figure 3.2: Upper: Cumulative luminosity versus day delivered to CMS dur-
ing stable beams for 2010–2012 and 2015–2018 (p-p data only) at nominal
center-of-mass energy. Each year starts at the endpoint of the previous year.
Lower: Distribution of the average number of interactions per crossing
(pileup) for pp collisions for 2011–2012 and 2015–2018 The overall mean
values and the minimum bias cross sections are also shown. [34].

The high instantaneous luminosity of the LHC creates the inescapable
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problem of pileup (PU), i.e. the number of simultaneous p-p interactions per
bunch crossing. High PU conditions pose challenges for reconstructing and
identifying physics objects, which leads to a degradation of their efficiency
and resolution. The evolving average PU during the LHC operation, as
recorded by the CMS experiment, is shown in the lower plot of Fig. 3.2.

3.2 The Compact Muon Solenoid Experiment
The Compact Muon Solenoid (CMS) experiment is one of the four major
experiments installed at the IPs of the LHC. More specifically, the CMS
apparatus is situated at IP5, near Cessy, France. It is one of the two general
purpose experiments of the LHC (the other being the ATLAS experiment),
designed to probe a broad range of physics phenomena, with focus on the
study of the Higgs boson and the search of physics beyond the SM (BSM)
at the TeV scale.

SUPERCONDUCTING SOLENOID
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Figure 3.3: Cutaway diagrams of CMS detector [35].
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A schematic view of the CMS detector is shown in Fig. 3.3. The apparatus
has been designed in accordance to the concept of cylindrical layers around
the beam axis. Its central feature consists of a solenoidal superconducting
magnet that produces the magnetic field required to bent the paths of charged
particles, so that their momentum can be measured. The solenoidal magnet
is described in greater detail in Sec. 3.2.1. The rest of the subdetectors
that constitute the CMS apparatus, from the beam axis towards the outer
parts of the detector are: the silicon tracker (Sec. 3.2.2), the electromagnetic
calorimeter (Sec. 3.2.3), the hadronic calorimeter (Sec. 3.2.4) and the muon
chambers (Sec. 3.2.5). As a whole, the CMS detector is 21 m long, 15 m wide
and 15 m high. Its total weight is 14000 tonnes.

Figure 3.4: The coordinate system of the CMS detector [36].

Before delving into the description of each separate CMS subdetector, it
is worth mentioning a few conventions regarding the CMS coordinate system.
The origin of the coordinate system is the IP inside the CMS detector. The
x-axis points towards the center of the LHC ring, the y-axis points vertically
upwards and the z-axis points is aligned with the beam axis with each direc-
tion determined by the relation ẑ = x̂× ŷ. In terms of spherical coordinates,
the distance from the origin is defined as r =

√
x2 + y2, the azimuthal angle

ϕ is measured on the x-y plane, starting from the x-axis, while the polar
angle θ is measured on the y-z plane, starting from the z-axis. Fig. 3.4 shows
an illustration of the coordinate system described above.
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As already mentioned in Sec. 2.4, the z-component momentum of the
partons that participate in the hard scattering is not known. However, their
momentum is zero in the transverse plane. As a result, the transverse com-
ponent, defined in the x-y plane of variables, such the momentum or the
mass, are used. The pseudorapidity, η = − ln tan(θ/2) (Fig. 3.5, is also used
for the same reason: The difference of pseudorapidity is invariant to Lorentz
boosts along the z-axis for massless particles. Following this, the angular
distance is defined as ∆R2 = ∆ϕ2 +∆η2.

Figure 3.5: The relation between the polar angle θ and the pseudorapidity
η [36].

3.2.1 Solenoidal Magnet
The 13m-long solenoid superconducting NbTi magnet [37] is the main com-
ponent of the CMS detector. With a diameter of 6 m and a length of 12 m, it
surrounds both the tracker and the calorimeters. This configuration achieves
two goals: It maintains an almost ideally homogeneous magnetic field within
the whole volume of which the CMS tracker and calorimeters can be found,
while ensuring the minimum amount of material in front of these subdetec-
tors. The magnitude of the magnetic field reaches up to 3.8 T at the center
of the detector, which requires a current of 18160 A. To sustain such a high
current, the superconducting magnet is kept to temperatures down to 4.7 K
with the use of a liquid helium cryostat. An illustration of the magnitude of
the magnetic field and its field lines is shown in Fig. 3.6.
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Figure 3.6: Map of the |B| field (left) and field lines (right) predicted for a
longitudinal section of the CMS detector [38].

Interleaved with the muon detectors, a three-layer iron structure acts as
a return yoke for the magnet. It reaches out to a diameter of up to 14 m and
also functions as a filter so that only muons or weakly interacting particles,
such as the neutrinos, can escape to the muon chambers. This iron structure
provides structural supports to the whole detector.

3.2.2 Silicon Tracker
The CMS tracker [39, 40] is the first subdetector encompassing the beam
pipe. Its main goal is the tracking of the path of charged particles and the
measurement of their momentum and charge. Due to its proximity to the
beam pipe, it is specially constructed to be able to withstand enormous par-
ticle fluxes. The material that fulfils this requirement while also maintaining
precise position measurements and fast readout even in harsh conditions is
the silicon. In order to achieve a compromise between excellent detector
performance and the minimization of the amount of inactive material, two
configurations of silicon modules are used: The inner pixel tracker is the part
closest to the IP and provides increased spatial resolution at the region of
the detector where the occupancy is the highest. The outer strip tracker is
optimally designed to maintain extremely high efficiency while keeping the
material budget low. The CMS tracker as a whole extends from the beam
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pipe up to r = 1.1 m, covering up to |η| = 2.5. An illustration of the
subdetector in an r-z view is shown in Fig. 3.7.

Figure 3.7: A quarter of the CMS silicon tracker in the r-z plane. The
purple lines represent single module, while dark blue lines indicate double-
sided modules. [41].

The increasing luminosity conditions of Run 2 created the need for an
upgraded pixel detector [42]. The upgrade took place during the LHC shut-
down between the 2016 and the 2017 data-taking period. The upgraded pixel
detector consists of four barrel layers (BPIX) at a distance of 3.0, 6.8, 10.2
and 16 cm respectively and three endcap disks (FPIX) from |z| = 29.1 cm
to |z| = 51.6 cm. The geometric layout of the upgraded pixel detector and a
comparison with the previous design is shown in Fig. 3.8. In total, the pixel
detector is comprised by 125×106 silicon pixels with dimensions 100×150 µm.

The outer strip tracker is composed of four different regions with different
geometries and module arrangements to ensure full coverage. The tracker
inner barrel (TIB) has four layers starting at a radius of 20 up to 55 cm,
while the tracker outer barrel (TOB) consists of six layers, extending up to
a radius of 1.1 m. Three disks on each endcap at longitudinal distance of
58 < |z| < 124 cm constitute the tracker inner disks (TID), while the region
124 < |z| < 282 cm is covered by the nine disks of the tracker endcap (TEC)
on each side. Even though a large part of the outer tracker consists of single
modules, double-sided modules, which enable measurements of z in the barrel

69



Figure 3.8: Illustration of the layout of the pixel detector before (labeled as
“current”) and after the 2017 upgrade. Left: View in the r-z plane. Right:
Transverse-oblique view [42].

and of r in the endcap, are also utilized. The outer tracker is made out of
9.3× 106 silicon strips of varying size and geometry.

3.2.3 Electromagnetic Calorimeter
The electromagnetic calorimeter (ECAL) [43] is the next subdetector, right
outside the silicon tracker. It is designed to measure the energy of incident
electrons and photons with high accuracy. The measurement is performed by
means of converting the electron/photon energy to an electromagnetic shower
that produces scintillating light upon the interaction with the calorimeter
material. The CMS ECAL is homogeneous, as it is constructed out of crystals
of lead tungsten, PbWO4, which acts both as absorber and active material.
Due to its very high density, it has a short radiation length, which makes it
ideal for the compact design required so that the whole ECAL fits within the
CMS magnet. It also produces rapid and spatial well-defined photon bursts
that allow for precise measurements. However, the light yield is relatively
low (30 photons/MeV, which necessitates the usage of light amplification in
the photodetectors.

The CMS ECAL is hermetic, providing coverage for the region of |η| < 3.0
(Fig 3.9). To ensure the absence of acceptance gaps, the crystals have a small
tilt of 3◦ with respect to the IP. The CMS ECAL is split into two parts: The
barrel part (EB), comprised by 61200 crystals, extends up to |η| < 1.479,
while the endcap parts (EE) cover the region of 1.479 < |η| < 3.0 with 7324
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Figure 3.9: Geometric view of one quarter of the CMS ECAL in the r-z
plane [44].

crystals each.
In front of the two EE, a preshower detector (ES) is installed. It is a sam-

pling calorimeter which allows for extra spatial precision, utilized especially
in distinguishing high-energy photons from lower-energy, collimated photon
pairs. The ES subtends the region of 1.653 < |η| < 2.6.

The energy resolution is one of the most important characteristics of the
a calorimeter. In the case of the CMS barrel ECAL, the energy resolution is
parametrized as:(σE

E

)2
=

(
2.8%√
E

)2

+

(
12%
E

)2

+ (0.3%)2, (3.3)

where the first term accounts for the stochastic fluctuations in event-per-
event basis, the second term originates from noise-related effects, e.g. elec-
tronics or PU, and the third term includes physical imperfections of the
calorimeter, such as non-uniformities. As benchmark points, (σE/E) = 1%
is quoted for |η| = 1 for a photon of a few tens of GeV and (σE/E) = 2.5%
in quoted for a similar photon in the endcaps.
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3.2.4 Hadronic Calorimeter
The CMS hadronic calorimeter (HCAL) [45] is a sampling calorimeter whose
main purpose is to contain and measure the energy of hadrons. Since it is
the only subdetector that can measure the properties of neutral hadrons, it
is instrumental to the reconstruction of physics objects. The CMS HCAL
consists of alternating layers of brass absorbers and plastic scintillator tiles.
Since the nuclear radiation length is longer than the electromagnetic one, the
HCAL is larger and more massive than the ECAL and part of it is placed
outside the magnet coil in the barrel region. Similarly to the pixel detector,
the HCAL was also upgraded during one of the Run 2 LHC shutdowns: At
the end of 2017, the photodetectors of the calorimeter were replaced and an
improved electronic readout system was installed. Timing and longitudinal
depth information was also introduced, expanding the background rejection
capabilities of the subdetector.

Figure 3.10: Geometric view of one quarter of the CMS HCAL in the r-z
plane [46].

The HCAL is divided in four separate calorimeters: The barrel hadronic
calorimeter (HB), |η| < 1.4, the endcap hadronic calorimeter (HE), 1.3 <
|η| < 3.0, the outer hadronic calorimeter (HO), which sits outside the magnet
coil covering |η| < 1.26, and the forward hadronic calorimeter (HF), which is
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installed at z = 11.15 m from the IP to provide acceptance for 2.9 < |η| < 5.2.
Because of its position, the HF receives enormous amount of particle flux
and this is the reason why it is constructed from steel (used as absorber)
and quartz fibres (used as sensitive material). The complete CMS HCAL is
illustrated in Fig. 3.10.

The energy resolution of the HCAL is parametrized as:(σE
E

)2
=

(
84.7%√

E

)2

+ (7.4%)2 (3.4)

This modest resolution of the HCAL is compensated offline by algorithmic
techniques (described in Sec. 3.4.3) that combine the full detector information
to improve the resolution of individual subdetectors.

3.2.5 Muon Chambers
Due to their much higher mass, muons are less subject to radiative effects
and can penetrate several meters of iron without interacting. As a result, the
CMS muon system [47] is situated at the very edge of the detector, where
muons are the only particles likely to register a signal. It sits outside the
magnet coil and is interleaved with the iron return yoke, inside the 2 T return
magnetic field. The CMS muon system consists of four concentric cylinders
(muon stations) around the beam line (barrel, |η| < 1.2, and overlap region,
0.9 < |η| < 1.2) and four disks at the end of the barrel (overlap and endcap
region, 1.2 < |η| < 2.4) and utilizes multiple detector technologies: 250
drift tube chambers (DTs) comprise the barrel muon subdetector, while 540
cathode strip chambers (CSCs) form the endcap muon detection layers. A
redundant trigger system consists of 610 resistive plate chambers (RPCs) for
the region |η| < 1.9. Finally, 10 prototype gas electron multiplier (GEM)
chambers were installed as an upgrade to the muon system at the end of
2017 in the region 1.6 < |η| < 2.2 [48]. Because of the many subdetector
layers and the different advantages of each subdetector type that complement
each other, the CMS muon system is robust and has a great capability in
rejecting background noise. An illustration of the CMS muon subdetector as
a whole is shown in Fig. 3.11.

The DT chambers have dimensions 2×2.4 m2 and each is made up by up
to 60 tubes. Each tube is 4 cm wide and contains a stretched wire within a
mixture of Ar (85%) and CO2 (15%), inside an electric field which is constant
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Figure 3.11: Illustration of the CMS detector in the r-z plane, depicting the
locations of the various muon stations and the return yoke disks (dark areas).
The drift tube stations (DTs) are labeled MB (“Muon Barrel”), the cathode
strip chambers (CSCs) are labeled ME (“Muon Endcap”) and the resistive
plate chambers(RPCs) are labeled RB and RE for the the barrel and endcaps
of CMS respectively. The prototype GEM chambers installed in the endcap
at the end of 2017 are labelled as GE [48].

in time. When a muon passes through the tube, it strips gas atoms off some
of their electrons, which subsequently travel along the electric field lines to
the central wire. By measuring the time needed for the electrons to reach
the wire, the position and angle of the incident muon can be inferred. The
global position resolution of the DT chambers is 80− 120 µm [49].

The CSCs are mounted on the detector endcap, where the magnetic field
is non-uniform and the particle flux is significantly higher. They consist
of positively-charged wires (anodes) crossed with negatively-charged strips
(cathodes) within a gas mixture of Ar-CO2-CF4 (30%-50%-20%). The elec-
trons and ions created by the passing of a muon through a CSC move towards
the anodes and the cathodes respectively, allowing for the extraction of two
position coordinates. Apart from a fine segmentation that leads to a spatial
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resolution of 40− 150 µm, the closed spaced wires of the CSCs makes them
fast detectors, suitable for triggering [49].

The RPCs are formed by two parallel highly resistive, plastic plates, 2 mm
thick. These are separated by a 95.5% C2H2F4 and 4.5% i-C4H10 gas mixture.
The operation of the RPCs is based on the phenomenon of electron avalanche:
The electrons knocked off by the incident muon move through the electric
field and hit other gas atoms, releasing even more electrons. The avalanche is
registered by a set of detecting metallic strips after a small but precise time
delay. The hit pattern on the strips can also provide an estimate of the muon
momentum. Even though their spatial resolution is coarse (0.8−1.2 cm), the
main advantage of RPCs is their excellent timing resolution, < 3 ns, used
primarily for trigger decisions [49].

The current CMS GEM detector consists of ten 1–2 m2 sized chambers
filled with Ar-CO2 gas mixture. Each chamber includes three layers of per-
forated copper-cladded polyimide foil. Voltage is placed on these layers,
creating a large electric field in the foil holes. Incident muons ionize the gas
and the electrons produced through this procedure pass through the holes to
create an electron avalanche, which is then measured by the detector. The
GEM detector provides additional redundancy and measurement points for
the CMS muon system. An additional batch of 144 chambers have been
installed during 2019–2020 in the first disk of both endcaps and even more
chambers will be installed during the pre-Phase 2 LS, in 2024–2026.

3.3 The Trigger System of the CMS Experi-
ment

The bunches of the LHC collide every 25 ns, leading to a rate of collisions
of 40 MHz. This, combined with the fact that the typical size of a fully
reconstructed event is ∼ 1 MB, leads to truly enormous amounts of data
that no current technology is able to read out and store. As a result, a
rate reduction system is needed to select potentially interesting processes,
as these are prescribed by the CMS physics program. The CMS trigger
system achieves this rate reduction in two stages of increasing algorithm
sophistication and complexity, described below:

• The Level-1 trigger (L1T) [50] is implemented on custom hardware
processors running approximate event reconstruction algorithms with
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the aim to reduce the event rate from 40 MHz to 100 kHz. The CMS
L1T is described in Sec. 3.3.1.

• The High-level trigger (HLT) [51] utilizes a CPU farm to refine the
event reconstruction and selection to achieve a further rate reduction
down to ∼1 kHz. The CMS HLT is described in Sec. 3.3.2.

3.3.1 The Level-1 Trigger System
The CMS L1T system has to select potentially interesting events with a
latency of 4 µs. As a consequence, it receives the raw data from only the
muon and the calorimeter systems, since the iterative procedure of track
finding requires much more time and is impossible to perform in the current
L1T system. The architecture of Run 2 L1T system is shown in Fig. 3.12.

Figure 3.12: Diagram of the CMS Level-1 trigger system during Run 2 [50].

The coarse granularity and precision information from the muon and
calorimeter detectors is combined to form low resolution physics objects,
which are called L1 candidates. These can be L1 muons, L1 e/γ, L1 hadronic
taus, L1 jets, L1 p miss

T , L1 HT , which are described in greater detail in the
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next paragraphs. Their most basic kinematic observables, such as pT, ET or
η, along with some more complicated ones, such as ∆R or invariant mass,
are used for the event selection through the L1T menu, which is a list of
algorithms, known as seeds. In the case of combining the selection criteria
of different type L1 candidates, the seed is called cross-seed and has the
advantage of lower observable thresholds, which increases the acceptance of
analysis-targeted signals.

For the creation of L1 muons, the redundancy of partially overlapping
subdetector systems is exploited. Three track finders are used, following the
geometry of the muon subdetector. The barrel muon track finder (BMTF)
receives data from the region |η| < 0.83. Muon hits constitute the trigger
primitives (TPs), i.e. the input to the L1 trigger generated by the subde-
tector electronics, from the DTs and the RPCs. DT and RPC TPs in the
same station are first sent to the TwinMux layer, which combines them into
superprimitives, benefiting from the precise spatial resolution of DTs and the
excellent timing resolution of the RPCs. The BMTF combines superprimi-
tives to create the barrel L1 muon candidates.

The overlap muon track finder creates L1 muons in the region 0.83 < |η| <
1.24. It utilizes unmerged DT TPs and RPCs hits from the TwinMux and
some CSC TPs, which form 18 layers used to build tracks. For each track, a
pattern recognition algorithm is initiated. It compares muon track patterns
from simulated events with the track patterns formed in the detector layers,
starting from a single hit as a reference point, preferably one from inner layers
and with good ϕ resolution. Possible ambiguities are resolved by taking into
account the ϕ spread probability density function in each layer, with respect
to the reference hit. As a result, The reconstruction algorithm implemented
in the OMTF can be considered as a naive Bayes classifier.

The L1 muons in the region 1.24 < |η| < 2.4 are reconstructed by the
endcap muon track finder (EMTF), which combines CSCs TPs with the
hits from the RPCs mounted at the CMS endcap. A pattern recognition
technique, similar to the one used in the OMTF, is utilized. The track
pT estimation at the endcap is complicated mostly by the irregular magnetic
field strength and direction. As a solution to this complex problem, a boosted
decision tree (BDT) regression is applied to compute the muon track pT in
the EMTF.

Finally, up to 108 muon candidates are received by the global muon trigger
(GMT) by the three muon track finders. The GMT identifies and removes
any possible duplicates and, subsequently, sorts the muons. The sorting is
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performed initially performed based on the muon pT and quality, keeping
the 4 highest ranking L1 muons from each OMTF+EMTF endcap and the
8 highest ranking L1 muons from the barrel. A second sorting stage selects
the eight highest ranking L1 muons out of these and the selected L1 muons
are then forwarded to the micro global trigger (µGT).

The L1 e/γ, hadronic taus as well as the L1 jets and their sums are all
reconstructed using information from the CMS calorimeters. The TPs of
the L1 calorimeter trigger are the calorimeter trigger towers (TTs) which
comprise of a 5 × 5 group of ECAL crystals and the corresponding HCAL
tower behind them. The barrel TT size is ∆η ×∆ϕ = 0.087× 0.087, while,
in the endcap, where the subdetector configuration is more complicated, the
TT size is variable, up to ∆η ×∆ϕ = 0.17× 0.17. The TPs from the ECAL
and the HCAL are collected by the calorimeter trigger layer 1. There, the
TPs are calibrated and sorted, before they are sent to the calorimeter trigger
layer 2 in a time-multiplexed way, so that each layer 2 processing node has
the information of the full event. The calorimeter trigger layer 2 is where all
the L1 physics objects, except for the muons, are reconstructed. Finally, the
physics objects are properly reordered and reformatted in the demultiplexer
(DeMux) board before they are sent to the µGT.

Figure 3.13: The L1 e/γ clustering and isolation definition [50]. Each square
corresponds to a calorimeter TT.

In the absence of information from the tracker, L1 electrons and L1 pho-
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tons are indistinguishable and are common referred to as L1 e/γ. The re-
construction of a L1 e/γ starts from a ET > 2GeV TT which represents
the local maximum in its vicinity. This is called the cluster seed. Following
the identification of the cluster seed, surrounding TT with ET > 2GeV are
accumulated in such a way that only contiguous TTs, matching the electron
footprint, are kept. A maximum TT(η) × TT(ϕ) = 2 × 4 size is used to
reject contributions from the PU. The elongation in the ϕ direction takes
into account energy deposits due to the bremsstrahlung of electrons, caused
by the bending of their path by the CMS magnetic field. To minimize the
background rate, additional identification criteria are applied to the L1 e/γ
clusters: A shape veto against PU clusters, a veto against hadron-induced
showers and a requirement for low ratio of HCAL to ECAL energy in the
seed TT. An isolation requirement is also applied. It is calculated based on
the energy deposits on a wider TT(η) × TT(ϕ) = 6 × 9 window around the
seed and its threshold is optimized for different ET ranges. An illustration
of the clustering algorithm and isolation definition are shown in Fig. 3.13.

Figure 3.14: The L1 τ clustering algorithm and isolation definition [50].

While leptonically decaying τ leptons are reconstructed at the L1T as
L1 muons or L1 e/γ, hadronically decaying taus, τh, require special recon-
struction considerations. They can decay to one, two or even three charged
or neutral pions which create calorimeter clusters that are generally sepa-
rated due to the effects of the magnetic field. As a result, e/γ clustering
algorithm is modified to accommodate the τh footprint and possibly merge
neighbouring clusters (Fig. 3.14). An isolation criterion is again exploited to
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discriminate genuine τh from PU-induced energy deposits but the threshold
is generally relaxed with respect to the e/γ one.

The reconstruction of L1 jets follows a fixed-size clustering logic: Starting
from the jet seed, defined as the local maximum TT with ET > 4GeV,
the total L1 jet energy is defined as the sum of the energy of all TTs in
a 9 × 9 TT window around it. The window size is chosen such that it
approximately matches the anti-kT clustering algorithm (Sec. 3.4.7) size of
0.4 in the barrel. Several geometric restrictions are applied during the jet
reconstruction in order to avoid the double counting of jets and to prevent
TTs with the same energy to veto one another when considered as jet seeds.
In addition to the L1 jets, calorimeter energy sums are computed with the full
calorimeter granularity as well: L1 HT is defined as the total scalar transverse
energy of all jets and L1 p miss

T is defined as the magnitude of the vector sum
of transverse energy of all the TTs. To lower the background rate and to
improve the efficiency of these reconstruction algorithms for fixed rate, PU
mitigation techniques are utilized. For L1 jets, a local PU ET estimation is
performed by considering the three lowest energy 3 × 9 areas around a jet
window, as shown in Fig. 3.15, and is subsequently subtracted by the L1 jet
energy. This correction is also propagated to the L1 HT . The estimation of
the PU correction on L1 p miss

T is based on low energy deposits in the central
(|η| < 0.34) part of the detector.

Figure 3.15: The definition of the areas used to measure the energy of a L1
jet (yellow) and to estimate the energy deposit by local PU (blue) [50].
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The final decision of accepting or rejecting an event takes place in the
µGT. The properties of the L1 candidates of an event are checked in parallel
against the approximately 400 seeds of the L1T menu. Out of these, around
50 seeds are used for physics analysis that use the full luminosity recorded by
CMS, around 100 are contingency seeds with more stringent conditions, while
the rest are primarily used for ancillary measurements, such as calibration or
monitoring. An event is accepted if it satisfies the requirements of at least
one seed and this initiates a full detector readout for processing in the HLT.

3.3.2 The High-Level Trigger System
Using only the events selected by the L1T system, the CMS HLT system
further reduces the event rate down to approximately 1 kHz to match the
input capability of the data acquisition system (DAQ). The selection of events
by the HLT is more refined due to the usage of streamlined versions of the
full offline reconstruction. Owing to the looser timing constraints, the HLT
system has access to tracker information, which permits the identification of
tracks, vertices (even displaced ones) and of jets arising from b-quarks.

The HLT reconstruction must happen within ∼300 ms and is performed
by ∼ 32000 CPU cores (2018 figure). It starts from objects identified by
the L1T to avoid having to read out the full, raw event at once and at first
processes the muon and calorimeter data before initiating the CPU-intensive
task of processing the tracker information. It is worth noting that it is impos-
sible to run the full vertex and track finding procedure withing the latency
of the HLT and, as a result, targeted simplifications are employed: The pri-
mary vertex is found with information only from the pixel detector, while
the tracks are built in several steps which differ based on the specific HLT
algorithm they are going to be used for. The HLT algorithms, also known
as HLT paths, are formed by a series of reconstruction modules and selection
filters of increasing algorithmic refinement and physics sophistication that
are progressively applied to HLT physics objects, in order to minimize the
computational resource needs.

If any event manages to pass at least one full HLT path out of the approx-
imately 600 that comprise the HLT trigger menu, it is accepted for offline
analysis and is eventually sent to the CMS Tier-0 computing center for of-
fline processing and permanent storage. Accepted events are categorized in
non-mutually exclusive HLT streams, according to the HLT path that they
passed. Apart from the physics HLT streams, additional calibration and
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monitoring HLT streams are provisioned. To extend the physics acceptance
even further, two additional data taking strategies have been implemented in
the HLT: The scouting technique can achieve higher event rates by cutting
down on the event size. This is accomplished by storing a reduced event
content for the scouted events. The parking technique also allows for extra
events with full event content to be stored on tape. However, these events
do not follow the prompt reconstruction schedule of regular events but they
are only reconstructed a posteriori, in cases where there is a strong physics
motivation for extra data. The HLT trigger menu is highly flexible and con-
stantly changes to accommodate the shifting priorities and goals of the CMS
physics program.

3.4 Physics Object Reconstruction in CMS
The full reconstruction of a collision event involves the proper grouping of
all the detector signals to sets that are compatible with the signature of
physics objects. Fig. 3.16 shows the signature of different particles: Muons
are charged particles and, as a result, they leave a trace in the tracker.
However, due to their large mass, they are minimum ionizing particles and
pass through the rest of CMS detector without interacting much. Apart from
the tracker, they can only be detected at the muon chambers and this makes
their signatures very characteristic. Electrons are also detected in the tracker
system but, in contrast with the muons, they are stopped at CMS ECAL.
Photons, similarly to the electrons, are absorbed in the ECAL but leave no
trace in the tracker, since they have no charge. Hadrons differ from the
previously mentioned particles in that only a small fraction of their energy
is deposited in the ECAL, while most of their energy is lost in the HCAL.
Charged hadrons are differentiated from neutral hadrons by the trace they
leave in the tracker. Neutrinos and any other weakly interacting particles
rarely leave a signal in the detector. Nevertheless, their existence can be
inferred by the energy imbalance in the transverse plane, p miss

T . After a
discussion on the vertex and track reconstruction algorithms in Sec. 3.4.1,
the basic principles of the particle flow algorithm are laid out in Sec. 3.4.3.
A detailed description of the offline CMS reconstruction algorithms is given
for each physics object type in Secs. 3.4.4 through 3.4.9.
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Figure 3.16: Illustration of the interactions of different particles in a slice of
the CMS detector [52].

3.4.1 Tracks and Vertices
The track building procedure [53] is an extremely complicated part of the
CMS reconstruction. The proximity of the tracker to the p-p IP leads to the
very high occupancy of the subdetector, making the combinatorics difficult
to handle. As a result, multiple reconstruction steps are performed before
the full collection of tracks and vertices of an event is completed.

The first step of the track reconstruction is the local reconstruction, which
involves the clustering of zero-suppressed pixel and strip channels, above a
given threshold, into hits. The cluster position and its uncertainty is also
computed. For the pixel detector, this is implemented with two algorithms:
A fast algorithm, which creates projected clusters in the local detector coor-
dinate system by summing all charges along an axis, is used for track seeding
and pattern recognition. For the final track fit, a more precise, template-
based algorithm is used, where the observed charge distributions are com-
pared with expected from Monte Carlo (MC) simulation distributions. In the
case of the strip detector, hits are formed by adding up signals from neigh-
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bouring strips and their position is calculated from the average position of
its constituents weighted by the charge of each one of them and corrected for
several factors, e.g. the Lorentz drift. The hit efficiency for good modules
reaches 99.8% and the hit resolution is between 20(10) and 50 µm for the
pixel(strip) detector.

Before the actual track reconstruction can commence, two preparatory
processes must be performed. First, the hits must be translated in the global
coordinate system. During this procedure, discrepancies between the ideal
and the real position of each subdetector element are taken into account.
This is achieved by a process called track alignment [54]. Additionally, the
position of the LHC beamspot, i.e. the 3-dimensional profile of the LHC
luminous region, and an approximation of the event primary vertices are
required, since they are used for constraining the track seed creation.

The CMS track reconstruction is performed by a software called Combi-
natorial Track Finder (CTF), which is a modified version of the combinato-
rial Kalman filter [55–57]. The software is based on the concept of iterative
tracking: Multiple track finding iterations (maximum 6) are performed, with
each one removing the hits that formed a track, therefore simplifying the
procedure for next iterations. The first iteration, denoted as iteration 0,
is responsible for finding most tracks, since it targets prompt tracks, i.e.
the ones originating close to the p-p IP, with three pixel hits. Iteration 1
recovers prompt tracks with only two pixel hits. Iteration 2 is designed to
reconstruct low-pT prompt tracks, while iterations 3 through 5 aim at finding
tracks coming outside the beamspot and tracks not covered by any previous
iterations.

Each of the previously mentioned iterations can be broken into four sep-
arate stages. The first stage involves the generation of the track seeds. The
seed generation is chosen to start from the innermost part of the tracker
subdetector and it is subject to several weak restrictions that limit the hit
combinations while ensuring excellent efficiency. Different combinations of
seeds are created based on the type of hits used to form them, which are
used in different iterations.

The next stage is the track finding module, based on the Kalman filter
method. Starting from the track seed, a fast analytical propagator searches
for hits in subsequent detector layers. Once compatible hits have been found,
multiple passes with a more accurate material propagator, which takes into
account the effect of multiple Coulomb scattering. This procedure repeats
until a termination condition is met. Under conditions, also an inward track
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building is performed. After all the tracks have been built, a trajectory
cleaner procedure is applied that removes tracks corresponding to a single
charged particle. Selection requirements on the numbers of hits, lost hits and
the threshold to initiate the inward track building are applied depending on
the iteration.

The third stage is the global track fitting. Starting from inside out, the
position of hits is reevaluated by the means of a Kalman filter fit based on
current track parameters. When the outermost hit has been reached, the pro-
cedure is repeated in the reverse order. After the fitting has been completed,
a search for spurious hits is initiated and these are removed. Finally, the last
stage involves the selection of tracks depending on their pT, η, number of
layers/hits, χ2 of the fit and impact parameters. Loose criteria are designed
as the minimum requirements for a track to be included in the general track
collection. Progressively stricter criteria that reduce the efficiency and fake
rate are applied for the tight and high-purity track collections, the latter of
which are mostly used by physics analysis. The cumulative efficiency of the
overall tracking performance from the six iterations of track reconstruction,
as a function of the transverse distance from the beam axis, is shown in
Fig. 3.17.

Vertex reconstruction used the reconstructed previously tracks to accu-
rate measure the location of the p-p interaction vertices, along with its un-
certainty. It proceeds in three steps: First, a selection of tracks is applied,
imposing requirements on the track transverse impact parameter, the num-
ber of hits and the χ2 of the trajectory fit. Subsequently, the track clustering
is performed using a deterministic annealing algorithm [58]. Finally, the po-
sition of each vertex is estimated using an adaptive vertex fitter. This is
followed by a vertex cleaning procedure, where vertices with a lot of tracks
with high probability of being fake are discarded. The primary vertex (PV)
is defined as the candidate vertex with the largest value of summed physics-
object p2T, where the physics objects are the jets (discussed in Sec. 3.4.7) and
the associated missing transverse momentum (discussed in Sec. 3.4.9). The
PV reconstruction probability is approximately 98(100)% for vertices with
(more than) two tracks and the vertex position resolution ranges from 10 to
100 µm depending strongly on the number of associated tracks.
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Figure 3.17: Cumulative efficiency of track reconstruction iterations as a
function of the transverse distance from the beam axis to the production point
of each particle. Tracks are required to pass the high-purity requirements,
have pT > 0.9GeV, |η| < 2.5 and transverse(longitudinal) impact parameter
< 60(30) cm. Simulated tt̄ events have been used [53].

3.4.2 Calorimeter Clusters
The creation of clusters out of the calorimeter deposits is a pivotal part of the
CMS reconstruction workflow [52]. The formation of accurate, in terms of
position and energy, clusters is extremely important for the detection stable
neutral particles, such as photons and neutral hadrons, since these are not
detected by the tracker system. Moreover, the combination of cluster prop-
erties with corresponding track parameters, as described in Sec. 3.4.3, assists
in the proper reconstruction of charged particles. The clustering is performed
separately in different layers of the CMS calorimeters: ECAL barrel and end-
caps, HCAL barrel and endcaps, and the two preshower subdetectors. No
clustering is applied for energy deposits in the HF.

The first step of the cluster building algorithm is the identification of
cluster seeds. These are defined as the cells with the maximum energy, over
a given threshold, with respect to their 4 or 8 nearest neighbours, depending
on the subdetector. Following the determination of the seeds, topological
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clusters are created by accumulating cells that share at least one corner with
the cluster and have an energy deposit at least two times higher than the
typical noise level subdetector. To account for the increase of the noise level
in the endcaps, an ET requirement is also set.

When the topological clusters have been formed, standalone clusters are
identified within them. This is achieved with the usage of a Gaussian-mixture
model, effectively breaking up the energy of the individual cells of the topo-
logical cluster into N Gaussian energy deposits, where N is the number of
clusters seeds. An expectation-maximization algorithm is utilized which iter-
atively applied to find the parameters Ai and µ⃗i of the postulated Gaussian i
which is in the form gj = Aie

−(c⃗j−µ⃗i)2/(2σ)2 . The parameter c⃗j is the position
of the jth cell and the parameter σ is the energy resolution of the respective
subdetector, as given by Eq. 3.3 and 3.4. After the algorithm converges, the
positions and energies of the Gaussian functions are taken as cluster param-
eters. Finally, the clusters are calibrated separately for electromagnetic and
hadronic deposits in the different subdetectors to ensure good identification
of neutral particles with very low probability of misreconstructed clusters.

3.4.3 The Particle-Flow Algorithm
In principle, physics objects can be reconstructed from signals registered in
individual detectors. For example, the existence of photons and electrons
can be solely inferred by the energy deposits in the ECAL and muons can be
identified by information in the muon chambers, where they practically the
only signal. However, a substantial improvement in the determination of the
properties of the physics objects can be attained if elements from different
subdetectors are correlated to identify them. This approach is called particle-
flow (PF) reconstruction [52] and it is a core aspect of the CMS physics object
reconstruction.

The PF algorithm can be conceptually split in two steps: First, the build-
ing blocks of the PF objects have to be reconstructed. These are the tracks
and the clusters, described in Sec. 3.4.1 and 3.4.2 respectively. Then, these
building blocks are associated with one another based on topological consid-
erations to form the PF blocks. The properties of the PF blocks are evaluated
and PF blocks are promoted to the proper final-state object accordingly.

The PF linking algorithm tests in principle any pair of PF building blocks
to check whether they can be associated. To avoid a long computing time
and a waste of computational resources from testing building blocks that
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are separated by a large distance, only the nearest neighbours in the (η,ϕ)
plane are considered in the linking procedure. Tracks are associated with
calorimeter clusters if its extrapolated position, which varies on the type
of cluster to be linked, falls within the cluster area. The combination of
track-cluster with the smallest distance is kept in case of ambiguity. To
efficiently reconstruct photons, which can be converted to an e+e− pair, and
electrons, which can emit photons due to bremsstrahlung radiation, special
linking considerations are taken into account. A cluster-to-cluster linking is
also performed among different types of clusters: ECAL-HCAL and ECAL-
preshower. A link is established if the ECAL cluster is within the HCAL
cluster in the former case and if the preshower cluster is within the ECAL
cluster in the latter. Ambiguities are again solved on the principle of smallest
distance. Finally, links are also formed between central tracks and tracks in
the muon system. These are described in the context of muon reconstruction
in Sec. 3.4.4.

To begin with, muon candidates, which give the cleanest signature in the
detector, are identified. The PF building blocks from which they were recon-
structed are excluded from further consideration. The electron identification
and reconstruction follows, with energetic and isolated photons being iden-
tified in the same step. Again, their constituents are removed from the PF
building blocks list. Eventually, charged hadrons are reconstructed, along
with extra photons and neutral hadrons, which are identified by clusters
without a corresponding track or by the excess of calorimeter energy with
respect to the energy measured by linked tracks.

3.4.4 Muons
Muons are usually the easiest to be identified, since there are the only par-
ticles of passing through the whole detector leaving a signal at the muon
chambers. Their reconstruction [49] commences with “local” reconstruction
that involves the transformation of the muon subdetector signals to muon
hits. Muon hits indicate the passage of a muon from a specific part of the
detector. In contrast with the RPCs, DTs and CSCs are multi-layer detector
and, as a result, hits come in groups within the same chamber. These groups
form straight-line tracks called segments.

Muon track reconstruction follows. There are multiple types of muon
tracks: Tracker muon tracks are created from tracks in the inner silicon
tracker if they are matched with a muon segment. Standalone muon tracks
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are tracks formed using only information from the muon chambers. Muon
segments are used as seed to aggregate multiple hits into a track, to which
a Kalman-filter technique is applied. Finally, global muon tracks are built
“outside-in” by matching standalone muon tracks to tracker muon tracks. A
Kalman-filter algorithm is used in this case as well to merge the two tracks
in a combined one. 99% of the muon within the geometric acceptance of the
muon chambers are reconstructed as one of the aforementioned muon track
types.

Standalone muon provide the worse resolution among the three muon
types and contain a non-negligible fraction of cosmic ray muons. Tracker
and global muons profit from the excellent resolution of the silicon tracker.
The fact that tracker muons are required to match to only one muon segment,
which is most usually in the innermost muon station, makes them prone to
moderate fake rates from punch-through hadrons, i.e. hadronic showers that
manage to reach the edge of the muon subsystem. Global muons are designed
to significantly decrease the rate of such misreconstructions.

In the PF algorithm, muons are subject to a series of selection criteria.
These are related to track fit χ2, number of hits per track, segment compati-
bility, compatibility with the primary vertex, etc. Muon isolation is another
powerful handle for muon identification. For the computation of PF muon
isolation, the energy contribution of charged and neutral particles other than
the muon itself is measured by combining information from all subdetectors
in a cone around it. Utilizing the selection criteria mentioned above, different
identification types of muons are defined with varying efficiency and purity:
Loose muon identification (ID), medium muon ID, tight muon ID, soft muon
ID and high-momentum muon ID. Fig. 3.18 shows the reconstruction and
identification efficiency for the the loose and tight muon IDs.

3.4.5 Electrons
Electrons are reconstructed by linking together energy deposits from the
(electromagnetic) calorimeters and tracks from the inner tracker, with the
added complication caused by the high energy loss due to radiation (brems-
strahlung) [59]. More specifically, an electron at η ≃ 0(1.4) radiates away
33(86)% of its energy before reaching the ECAL, with the η variation of this
fraction originating from amount of intervening material in different part
of the detector. Due to this fact, specialized algorithms are used for the
reconstruction of electron clusters and tracks.
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Figure 3.18: Reconstruction and identification efficiency for muons in 2015
data (black circles), simulation (blue squares) for loose (left) and tight (right)
muon ID. Muons with pT > 20GeV have been used. The lower efficiency close
to |η| = 0.3 corresponds to the connecting regions between the central muon
wheel and the two neighboring wheels, where less instrumentation could be
installed [49].

Accurately reconstructing electron clusters means collecting all of the
clusters created by photon radiated away due to bremsstrahlung. These
primarily spread in the ϕ direction, due to the direction magnetic field lines.
There are two algorithms used for this purpose. In the barrel, the “hybrid”
algorithm is implemented. Arrays of η × ϕ = 5× 1 crystals are accumulated
around the seed crystal if their energy exceeds a specific threshold, for a
specific number of steps or until no more arrays can be added. The extended
cluster formed is called supercluster (SC). In the endcaps, the “multi-5× 5”
is used. Around the cluster seed, 5× 5 crystals are checked and merged with
the seed, if their sum of ET exceeds a threshold value. The SC created with
this procedure cannot be larger than 0.07 in the η direction and 0.3 in the ϕ
direction. The energy of the preshower crystals within the SC range are also
added in the SC. In both regions, the SC energy is the sum of the energies
of all its clusters, while the SC position corresponds to the energy-weighted
mean of the cluster positions.

To reconstruct the track formed by the passage of an electron in the sili-
con tracker requires dedicated methods to make sure that the efficiency and
resolution stay good despite the large energy losses. Because this specialized
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tracking is a time-consuming process, a specialized seeding of the tracks is
also applied. Electron track seeds are found either by the extrapolating the
position of ECAL SCs back to the beamspot or by identifying tracks in the
standard track collection that are compatible with energy losses.

These seeds are used in a track finding procedure similar to the standard
tracking one, as described in Sec. 3.4.1. However, for the electron tracks,
the fit χ2 requirements are relaxed in order to accommodate for trajectory
deviations due to bremsstrahlung and a penalty is applied for missing hits
in order to reduce combinations of genuine electron tracks with tracks from
electron conversions. The tracks created this way are then subject to a final
track fit. In contrast with standard tracks, the energy loss distribution of an
electron is described by the Bethe–Heitler formula, which is non-Gaussian.
As a consequence, the standard Kalman-filter techniques are not suitable
for its description. A modified version of the Kalman filter is implemented,
which approximates the Bethe–Heitler distribution with a mixture of multiple
Gaussians. This method is called Gaussian sum filter (GSF) and greatly im-
proves the track building performance for electrons. The left plot of Fig. 3.19
shows the GSF tracking electron reconstruction efficiency as a function of pT
for multiple η ranges.

The electron candidates are formed by the association of a GSF track and
a cluster in the ECAL. In the case that the GSF track seed was found by the
extrapolation of a SC back to the tracker, the corresponding ECAL cluster
is simply the SC itself (ECAL-seeded electrons). In the case of tracker-based
seeding, the GSF track is linked with a PF electron cluster. Ambiguities are
resolved on the basis of missing inner hits, the ESC/p ratio or the type of
seed. Multiple techniques are implemented to increase the performance of
charge and momentum estimation of electron candidates [60].

Genuine electrons are selected by applying requirements on variables that
quantify the cluster-track association (e.g. cluster energy-track momentum
compatibility), on calorimeter variables (e.g. the transverse shape of elec-
tromagnetic showers in the ECAL) and on GSF track variables (e.g. the χ2

of the track fit). Apart from simple but robust cut-based strategies, multi-
variate (MVA) techniques are exploited to maximize the selection efficiency
while minimizing the background rate. More specifically, a boosted decision
tree (BDT) algorithm is implemented to combine the separation power of
multiple variables and improve the discrimination between genuine (signal)
and misreconstructed (background) electrons. For the same signal efficiency,
the background rate is halved when the MVA-based selection is used instead
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Figure 3.19: Left: Electron reconstruction (GSF tracking) efficiency. Right:
Electron identification efficiency for the BDT ID working point of 90% of
signal efficiency, including the cut on isolation. Both: Upper subplots show
the efficiency in data and lower subplots show the data to MC efficiency ratio,
in both cases as a function of the supercluster pT, for different supercluster
η ranges [60].

of the cut-based one. The efficiency of the MVA-based electron ID is shown
as a function of pT for multiple η ranges in the right plot of Fig. 3.19 for the
working point that ensures 90% inclusive efficiency. Similarly to the muons,
non-prompt electrons, e.g. those produced inside jets, can be rejected by
taking advantage of the electron isolation.

3.4.6 Photons
The reconstruction of photons is very similar to that of electrons. In par-
ticular, the calorimeter clustering algorithms used for the creation of SC for
electrons are applied for the creation of SC for photons [61]. The R9 vari-
able is defined as the energy sum of the 3 × 3 crystals centred on the most
energetic crystal in the SC divided by the energy of the SC and can be ex-
ploited to separate converted photons from unconverted or late converted
(i.e. converted at a radius > 85 cm) photons, as it can be seen in the left
plot of Fig. 3.20. In the case of unconverted or late converted photons, there
is no track that can be related to the SC. In the case of converted photons,
the SC can be associated with the tracks of the electron pair, which must
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fulfil special requirements, e.g. the fact that the photon is massless leads to
the requirement that the electron tracks from conversions are almost parallel
to each other. In both cases, the shower shape must be compatible with a
photon signature. Multiple calibrations and corrections are applied on the
photon energy and resolution, described in detail in [61]. After those, the
resolution for unconverted photons is 1.5–2.5%(∼ 3.5%) and for converted
photons is 2.0–4.0%(∼4.0%) in the barrel(endcap).

In terms of separation from electrons, a “conversion-safe electron veto”
can be applied to the photons. According to this veto, photons are rejected
if there is track with a hit in the inner layer of the pixel detector pointing
to the photon SC that is not matched to a reconstructed conversion vertex.
A more stringent veto, denoted as “pixel track seed veto”, is also available.
This veto trades lower efficiency for higher purity by rejecting photons whose
SC is associated with a track initiated from a pixel track seed.

Neutral mesons, primarily π0 decaying to two photons, usually pose the
most important background in physics analyses using isolated photons in
the final. To discriminate prompt photons (signal) against those originating
from isolated neutral mesons or neutral mesons within jets (background),
both a cut-based and an MVA-based strategy are utilized. Both methods
profit from using shower shape and isolation variables to separate signal
from background. The MVA-based method implements a BDT algorithm
which manages to better capture and exploit non-trivial correlations among
the input variables and achieves a better performance with respect to the
cut-based one. The efficiency for MVA-based ID is shown in the right plot
of Fig. 3.20.

3.4.7 Jets
Jets are physics objects designed to encompass the multitude of particles
produced during the hadronization of quarks and gluons from the hard scat-
tering. They are reconstructed by clustering the PF charged and neutral
hadrons with the anti-kT algorithm [62, 63]. The algorithm defines “dis-
tances” between particles i, j and the beamline B as follows:

dij = min
(
p−2
Ti , p

−2
Tj

) ∆R2
ij

R2
(3.5)

diB = p−2
Ti (3.6)
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Figure 3.20: Left: Distributions of the R9 variable for photons in the ECAL
barrel that convert in the material of the tracker before a radius of 85 cm
(converted γ) and those that convert later or do not convert at all before
reaching the ECAL (unconverted or late converted γ) [61]. Right: Pho-
ton identification efficiency for the BDT ID working point of 90% of signal
efficiency. The upper subplot shows the efficiency in data and the lower sub-
plots shows the data to MC efficiency ratio, in both cases as a function of
the supercluster pT, for different supercluster η ranges [60].

where R is a distance parameter that controls the size of jets. Jets in CMS
are usually reconstructed with R = 0.4 (AK4 jets), targeting showers from
light quarks and gluons. “Fat” jets of R = 0.8 (AK8 jets) are also used when
attempting to reconstruct Lorentz-boosted W, Z, and Higgs bosons or for t
quark identification.

The distances defined above are calculated for all particles in an event.
Starting from the smallest diB and the smallest dij, if dij < diB, particle j is
combined with particle i into a single entity i and all the relevant distances
are recalculated. The process is repeated until no more merging with entity i
is possible. Entity i is now excluded from the collection of objects processed
by the algorithm and is promoted to a jet. The procedure is repeated with
the particle with the second smallest di′B and so on, until no particles are
left unchecked.

A series of corrections are applied to jets to ensure excellent response and
resolution. Before the jet clustering mentioned in the previous paragraph, the
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PF candidates undergo a PU cleaning procedure that is implemented either
with the charged hadron subtraction (CHS) or with the pileup per particle
identification (PUPPI) algorithm [64]. The reconstructed jets with the CHS-
or the PUPPI-based PU mitigation are referred to as CHS and PUPPI jets,
respectively.

After the jets have been formed, a multi-stage jet energy correction (JEC)
procedure is initiated, as shown in Fig. 3.21. First, another correction against
PU is applied (L1 correction). The PU offset corrections are extracted from
dijet events in QCD simulation, generated with and without PU overlay.
They are parametrized as a function of the jet pT, the jet η, the PU energy
density, ρ, and the jet area, A, with the aim of removing any data set depen-
dence on luminosity. Apart from the corrections based on MC simulation,
an extra correction, implementing the random cone (RC) method in zero-
bias events, is applied to the data. The improvement in the jet pT response
achieved with this correction is demonstrated with the comparison of the left
(before any JEC) and the middle (after the PU offset corrections) plots of
Fig. 3.22. Next, the jet response in both data and simulation is ameliorated
with correction factors determined by comparing the reconstructed jet pT to
the particle-level one in a QCD dijet sample (L2L3 corrections). The goal
of these correction is to make the jet pT and η response uniform. Residual
non-uniformities in data are taken into account with the L2L3 residual cor-
rections. These rely on the conservation of momentum in dijet and Z/γ+jets
to correct any small differences of the jet response in data and MC. Optional
corrections relating to the flavor of the jet are also obtained. The applica-
tion of the above JECs to the reconstructed jets leads to the collection of the
calibrated jets [65]. The excellent response of calibrated jets can be seen in
the right plot of Fig. 3.22.

Dedicated algorithms have been developed to identify jets originating
from the hadronization of b or c quarks [23]. In contrast with hadrons
formed through the hadronization of light (u, d or s) quarks and gluons,
hadrons containing the b(c) quark can have long lifetimes that reach up to
1.5(1) ps. Due to this fact, they tend to decay at a non-negligible distance
from the PV that ranges from a few mm to one cm, depending on the hadron
momentum. This gives rise to displaced tracks that form secondary vertices
(SVs). The displacement of the SVs with respect to the PV is quantified
by a number impact parameters, which measure the distance between the
PV and the SV in different directions. The impact parameter value can be
defined in three spatial dimensions, denoted as IP3D, in the plane transverse
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Figure 3.21: The different stages of JECs, applied from left to right, for
data (upper row) and simulation (lower row). All corrections marked with
“MC” are derived from simulation studies, “RC” stands for random cone,
and “MJB” refers to the analysis of multijet events [65].

Figure 3.22: Average value of the measured jet pT divided by the jet pT,ptcl
at particle-level in QCD MC simulation, as a function of pT,ptcl. The same
plot is shown before any corrections (left), after only pileup offset corrections
(middle), and after all JECs (right). µ stands for the average number of PU
interactions per bunch crossing [65].

to the beam line, denoted as dxy or along the longitudinal direction, denoted
as dz. The significance of those parameters is also defined, e.g. for the IP3D

variable: SIP3D = IP3D/σIP3D
, where σX stands for the uncertainty in the

measurement of the variable X. b and c quarks also have larger masses than
light quarks and gluons and have harder fragmentation. Additionally, their
decay is usually characterized by the presence of a charged lepton. b and c
tagging algorithms profit from all of the above properties of the respective
quark by combining them in a neural network (NN) (CSVv2 algorithm), in a
BDT (cMVAv2 algorithm) and a deep NN (DeepCSV algorithm). Compar-
ison of the performance, in terms of b quark identification, of these heavy
flavor tagging algorithms is shown in Fig. 3.23.
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Figure 3.23: Performance of the b jet identification algorithms demonstrating
the probability for a non-b jet to be misidentified as b jet as a function of the
efficiency to correctly identify b jets. The curves are obtained on simulated
tt̄ events using jets within tracker acceptance with pT > 30GeV [66].

3.4.8 Hadronic τ Leptons
Due to its large mass, the τ is the only lepton that can decay to hadrons.
Even though leptonic τ decays can be reconstructed as µ or e leptons through
the algorithms mentioned in Secs. 3.4.4 and 3.4.5 respectively, hadronic τ
decays require dedicated algorithms to be reconstructed. In approximately
2/3 of the cases, τ leptons decay hadronically and multiple decay modes are
possible: τ decays to one charged hadron (primarily π±), called 1-prong, are
the most common and they can also include up to two extra neutral hadrons
(π0). τ decays to three charged hadrons, called 3-prongs, with up to one
neutral hadron occur ∼ 15% of the time. Any hadronic decays other than
the ones mentioned above have ∼ 3% branching fraction (BR) in total. All
of the decays produce a ντ , which cannot be detected, and some proceed
through an intermediate resonance (Table 3.2).

Hadronic τ are reconstructed in CMS with the hadrons-plus-strips (HPS)
algorithm [67]. Starting from the constituents of reconstructed AK4 jets, the
algorithm identifies the prongs of the τ decay from the PF charged hadron
within the jet. These are required to have pT > 0.5GeV and to be loosely
consistent with the PV of the event, so that PU contamination is minimal
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Decay mode Resonance BR (%)
τ± → e±νeντ 17.8
τ± → µ±νµντ 17.4

τ± → h±ντ 11.5
τ± → h±π0ντ ρ(770) 25.9
τ± → h±π0π0ντ a1(1260) 9.5
τ± → h±h∓h±ντ a1(1260) 9.8
τ± → h±h∓h±π0ντ 4.8
Other hadronic 3.3

Table 3.2: Decay modes of the τ lepton with their branching fraction. h±

denotes a charged hadron. When the decay occurs via an intermediate reso-
nance, the corresponding meson is shown [67].

while allowing for longer lifetime τ lepton to be reconstructed. The neutral
pions can be identified via their decay to a pair of photons, which also have
a high probability of converting to a pair of electrons, when interacting with
the material of the detector. As a result, the full energy of the neutral
pions is contained in an elongated in the ϕ direction region, called a strip.
Strips are formed in a dynamically adjusted ∆η × ∆ϕ window, depending
on the pT of the e/γ objects to be clustered and of the e/γ objects already
clustered. The prongs and strips are then combined to reconstruct the τ
candidates of the h±, h±π0, h±π0π0 or h±h∓h± decay modes (the h±h∓h±π0

mode is not considered due to its large contamination by jets). All of the τ
candidate constituents are required to fall within a pT-dependent cone, their
invariant mass must be consistent with the corresponding resonance, if the
decay proceeds via one, and their total charge has to be ±1.

Multiple algorithms have been designed for the identification of τ lep-
tons. Isolation variables prove to be a strong handle for the separation of τ
candidates from jets in cut-based selections [67]. BDT-based methods have
been developed to discriminate τ leptons from electrons, muons and jets,
combining a large number of dedicated variables in each case [67, 68]. Fi-
nally, superior performance in every discriminant is achieved with the use
of deep NN (DNN) algorithm, called DeepTau, that takes as input almost
every variable available connected to the τ candidate [69]. The improvement
attained with the DeepTau algorithms compared to the BDT-based methods
is shown in Fig. 3.24.
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Figure 3.24: Jet misidentification probability of τ candidates as a function of
the τ ID efficiency in a W+jets sample. The dots correspond to the working
points chosen for the discriminators [69].

3.4.9 Missing Transverse Energy
As previously mentioned, no statement can be about the initial longitudinal
momentum of the colliding partons, since they carry an unknown fraction of
the proton momentum In contrast, it is known from the initial conditions of
a collision that the total transverse energy is zero. As a result, the amount
of missing transverse momentum (p miss

T ) and its direction can provide a use-
ful handle for spotting the presence of weakly interacting particles, such as
neutrinos, in the final state of a collision and extracting information about
their properties.

The reconstruction of p⃗ miss
T in CMS is performed by taking the negative

sum of the vector momentum of all PF reconstructed objects. This defines
the PF p⃗ miss

T . A second algorithm, which applies the PUPPI method to the
PF objects before adding up their momenta, is also used in order to minimize
the PU dependence in the sum. This defines the PUPPI p⃗ miss

T . The simple
but very robust PF p⃗ miss

T is used by most analyses in CMS, while the PUPPI
p⃗ miss

T can be used in case where the PU effects are important [70].
Due to the inclusion of all event objects for its calculation, p⃗ miss

T is very
sensitive to a number of detector effects. Potential sources of inaccurate
estimation include the energy/momentum thresholds, non-linearities in re-
sponse and inefficiencies of different subdetectors. To mitigate these effects,
the JECs mentioned in Sec. 3.4.7 are propagated to the calculation of p⃗ miss

T :
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p⃗ miss
T = p⃗ miss,raw

T −
∑
j∈jets

(
p⃗ j,corr

T − p⃗ j
T

)
(3.7)

After all corrections, the performance of p⃗ miss
T algorithms can be tested

in Z/γ boson events. Taking the example of Z → µµ/ee events, these have
a single event axis and precise momentum scale, which can be accurately
reconstructed due to the excellent reconstruction of leptons in the final state.
By defining the pT of the Z boson as q⃗T and the pT of the hadronic recoil
of the event as u⃗T , with components u∥, in the direction of q⃗T , and u⊥, in
the perpendicular direction, the momentum conservation in the transverse
plane imposes q⃗T + u⃗T + p⃗ miss

T = 0. A direct consequence of this is that the
variable −⟨u∥⟩/qT gives an estimate of the response of the p⃗ miss

T , while the
root mean square (RMS) of the u∥ + qT , σ(u∥), and the u⊥, σ(u⊥), are used
for the estimation of the u∥ and u⊥ resolution, respectively. The performance
of the PF p⃗ miss

T algorithm is shown in Fig. 3.25. The left plot shows the p miss
T

response, which is close to unity for qT > 100GeV. The underestimation for
values of qT < 100GeV mainly comes from uncalibrated components of the
p miss

T , such jets with pT < 15GeV. The middle and right plots show the p miss
T

resolution parallel and perpendicular to qT respectively. Due to the improved
energy resolution at higher energies, the p miss

T resolution gets down to 13%
for u∥ and 9% for u⊥ at qT > 200GeV.
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Figure 3.25: Left: Response of p miss
T , defined as −⟨u∥⟩/qT . Middle(Right):

Resolution of the u∥(u⊥) components of the hadronic recoil. All: The vari-
ables are plotted as a function of qT in Z → µµ/ee (blue/red)) and γ+jets
(green) data events. The lower panels show the ratio of data to simulation,
with the band corresponding to the total systematic uncertainties due to the
JECs, estimated from the Z → ee sample [70].
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Chapter 4

Search for supersymmetry in
final states with two or three
soft leptons and missing
transverse momentum in
proton-proton collisions at√
s = 13TeV

This chapter describes a search for SUSY particles in final states consisting of
two oppositely charged or three low-pT (soft) leptons and p miss

T . The search
is conducted at a centre-of-mass energy of

√
s = 13TeV with the full Run

2 data set recorded by the CMS experiment, corresponding to an integrated
luminosity of up to 137 fb−1. A similar search, targeting only final states
with two leptons of opposite-sign (OS) charge, has been published by the
CMS experiment with the p-p collision data recorded in 2016 [71]. The
ATLAS experiment has also performed two searches with the data collected
during the full Run 2, investigating SUSY signatures with two same-flavor,
oppositely charged, soft leptons [72] and with three leptons [73]. The analysis
presented in this chapter has been published in the Journal of High Energy
Physics [74].

The chapter is organized as follows: Sec. 4.1 motivates the search and
discusses the different SUSY scenarios that this physics analysis can probe.
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Sec. 4.2 mentions the data and simulation samples used and Sec. 4.3 describes
in detail the definition of the physics objects and the analysis strategy. The
methods of background estimation are explained in Sec. 4.4, while Sec. 4.5
gives an account of all the systematic uncertainties that are applied. Finally,
the results of the search and their interpretation to various simplified SUSY
models are discussed in Sec. 4.6.

4.1 Motivation and Signal Models
As previously mentioned in Sec. 1.5, the SM exhibits signs of incomplete-
ness, leading both the theoretical and the experimental high energy physics
community to explore potential extensions for it. One of the most attractive
theories beyond the SM (BSM) is SUSY, described in detail in Chapter 2.
The experimental interest in SUSY is evident by a large number of searches
that have been conducted with the aim of discovering particles compatible
with it (Sec. 2.4). Focusing on R-parity conserving models, a common char-
acteristic of all SUSY searches is the presence of large amounts of p miss

T . This
originates from the amount of energy that the neutral and stable LSP carries
away while escaping the detector. The LSP is often accompanied by high
pT visible objects, hadronic jets and/or leptons1, and these serve as a very
effective signature for probing SUSY processes.

Fig. 4.1 shows the state of mass exclusion limits for χ̃0
2χ̃

±
1 pair production

in the middle of 2018, before this analysis was performed. The results come
from multiple searches conducted by the CMS Collaboration. The figure
shows that, for the vast majority of the SUSY parameter, from the line
corresponding to mχ̃0

2
= mχ̃0

1
+mZ to the right, the decay of EWKino particles

to on-shell boson, possibly high pT ones, is possible. These can subsequently
decay to high pT jets/leptons. This parameter space has been the obvious
target of the majority of SUSY EWKino searches, due to the great discovery
potential it provides while avoiding the experimental challenges that low pT
objects, coming from off-shell bosons, pose. However, as evident by Fig. 4.1
and the summary of results presented in Sec. 2.4, the lack of evidence for
SUSY particles, especially in models with energetic particles in the final
state, has resulted in strong constraints on their masses.

Given the exclusion of a wide range of SUSY particle mass combinations
(masspoints) with a large mass difference (∆m) between the LSP and the

1In the following, the term “lepton” only refers to e and µ, not to τ leptons
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Figure 4.1: Results by CMS Collaboration for the lower mass limits, at
95% C.L., on χ̃0

2χ̃
±
1 pair production with decay to multiple final states, as

described in the plot legend. The plot shows the summary of results with
only the 2016 data set, i.e. before the analysis presented in this thesis was
conducted [21].

NLSP, Fig. 4.1 also demonstrates a different direction that SUSY searches can
move towards. The parameter space between the mχ̃0

2
= mχ̃0

1
line, which is

the physical lower boundary of the parameter space, and the mχ̃0
2
= mχ̃0

1
+mZ

line is less well-explored, mainly due to the experimental difficulties it entails.
Scenarios that predict SUSY particles in this part of the parameter space are
often referred to as compressed. This characterization arises from the fact
that, in such scenarios, the ∆m between the LSP and the NLSP is small
(< 10%) compared to the mass of the NLSP, making ∆m seem “compressed”
with respect to the rest of the mass scales of the scenario.

In SUSY scenarios with compressed mass spectra, the available energy
(equal to ∆m) for the final state particles is small and the majority of it
is carried away by the massive LSP. Still the p miss

T produced in the event

104



due to this is not significant enough to separate it from the bulk of the SM
processes. As a result, an initial state radiation (ISR) jet is usually required
to boost the final state objects, leading to moderate or even high amounts of
p miss

T . Despite this, the rest of the final state objects, which can be considered
massless when compared to the LSP, tend to be soft, with pT that does not
exceed a few tens of GeV. Less than ∼ 10GeV of pT is at the limit of
the object detection, reconstruction and identification capabilities of general
purpose detectors. On top of that, low pT physics is swamped with multijet
processes from QCD, diminishing the sensitivity of hadronic searches. To
decrease the huge QCD backgrounds, the presence of leptons is required.

The analysis presented in this thesis is explicitly designed to explore com-
pressed SUSY models. The signature comprises of multiple soft leptons along
with p miss

T , induced by an ISR jet. The details on the physics object and event
selection are given in Sec. 4.3. More specifically, except for the goal of push-
ing the sensitivity in the compressed regime to even higher NLSP masses,
this analysis extends the low ∆m acceptance of the previous CMS search in
similar phase space [71]. An extension to even lower ∆m, down to 1GeV,
targets to probe the thin slice of parameter space between the mχ̃0

2
= mχ̃0

1

line and the black exclusion line in Fig. 4.1, while the addition of trilepton
final states aims at covering the gap between the black and the red lines in
the same figure.

Apart from the experimental incentive coming from the fact that SUSY
might have eluded detection by hiding in a portion of the parameter space
that is difficult to probe, the motivation for exploring the signatures of com-
pressed SUSY models is solidly supported from the theoretical side as well.
The theoretical motivation is different for different models and it is discussed
for each one separately below. The analysis considers five signal models,
which can be split in two major categories: The models that involve EWKino
pair production and the models that include stop pair production. Although
the salient features of those categories of compressed models remain the same,
small differences between them lead to the creation of slightly different event
selections for each category, as elaborated in Sec. 4.3. In all of the simpli-
fied models (SMS) below, the masses of all SUSY particles except for those
explicitly mentioned, are set to very high values, being effectively decoupled
from all the analysis observables.

In terms of EWKino pair production, the first model considered is the
wino-bino SMS, denoted as TChiWZ. In this scenario, the bino mass param-
eter is only slightly smaller than the wino mass parameter (M1 ≤M2) and the
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higgsino mass parameter is much larger than both of them (M1,M2 ≪ |µ|).
According to the conclusions of Sec. 2.3, this mass parameter configuration
leads to a neutralino LSP (χ̃0

1) with mass ∼M1 and a mass-degenerate pair
of neutralino (χ̃0

2) and chargino (χ̃±
1 ) as the NLSPs, with masses ∼M2, only

slightly heavier. As a result, the LSP is mostly bino and the NLSPs are
mostly winos, hence the name of the model. The mass configuration of the
model is shown on the left of Fig. 4.2. The diagram of the process studied is
shown on the right of Fig. 4.2. It is assumed that the pair of χ̃0

2 χ̃
±
1 is produced

with a pure wino production cross section (Table 4.1), computed at next-to-
leading-order (NLO) plus next-to-leading-log (NLL) precision [75–77], and
that the branching fraction of the decays χ̃0

2 → Z∗χ̃0
1 and χ̃±

1 → W∗χ̃0
1 is

100%. The wino-bino model is motivated due to the fact that it can account
for the observed DM relic density [78, 79]. Moreover, direct DM experiments
lose sensitivity for the wino-bino model at mχ̃0

1
> 200GeV with a blind spot

at mχ̃0
1
≈ 350GeV [80]. As a result, the masspoints of this model reached by

collider experiments are relatively free from direct DM detection constraints
and probing them at the LHC is of major importance.

p

p χ̃
0

2

χ̃
±

1

W±

χ̃
0

1

χ̃
0

1

Z

Figure 4.2: Left: Mass configuration of the non-decoupled particles of the
TChiWZ SMS model. Right: Diagram of the decay of SUSY particles in
the case of χ̃0

2 χ̃
±
1 pair production, as included in the SMS under study.

The production of EWKinos can also be realized through neutralinos
that are mostly higgsinos. This is possible if the higgsino mass parameter
is smaller than the bino and wino mass parameters (|µ| < M1,M2). With
this mass configuration, the two lightest neutralinos, χ̃0

1 and χ̃0
2, as well as

the lightest chargino, χ̃±
1 , have a mass that is approximately equal to |µ|.

The mass differences between them are of the order of m2
W/min(M1,M2),
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NLO-NLL wino-like χ̃0
2 χ̃

±
1 cross sections

mχ̃0
2
= mχ̃±

1
[GeV] 100 200 300

σ [fb] 22670.1 1807.39 386.936

Table 4.1: Pure wino-like χ̃0
2 χ̃

±
1 pair production cross sections in p-p collisions

at 13TeV for benchmark masspoints. The cross sections are computed at
NLO plus NLL precision in a limit of mass-degenerate wino χ̃0

2 and χ̃±
1 ,

light bino χ̃0
1, and with all the other sparticles assumed to be heavy and

decoupled [9].

which can be made arbitrarily small, depending on the values of M1 and M2.
For the higgsino SMS, it is assumed that mχ̃±

1
= 1

2
(mχ̃0

1
+ mχ̃0

2
), with the

mass configuration shown on the left of Fig. 4.2. Both the χ̃0
2 χ̃

±
1 (Fig. 4.2,

right) and the χ̃0
2 χ̃

0
1 (Fig. 4.3, right) processes are considered for this model

with pure higgsino cross sections (Table 4.1), computed at NLO+NLL preci-
sion [75–77]. The branching fraction of the decays modes shown is again set
to 100%. For all the EWKino pair production SMS models, the ∆m between
the LSP and the NLSP is varied in the range 1–50GeV.

p

p χ̃
0

2

χ̃
0

1

χ̃
0

1

Z∗

Figure 4.3: Left: Mass configuration of the non-decoupled particles of the
higgsino SMS model. Right: Diagram of the decay of SUSY particles in the
case of χ̃0

2 χ̃
0
1 pair production, as included in the SMS under study.

The case of light higgsinos is highly favored theoretically and, for higgsino
models specifically, mass splittings of 5–10GeV are a common occurrence in
realistic SUSY models, as shown in Refs. [81–84]. The higgsino SMS is a
useful interpretation due to its close mapping onto the physical observables
measured. Nevertheless, it is highly interesting to understand the SUSY
phase space covered by these realistic models. In general, this is a daunting
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NLO-NLL higgsino-like χ̃0
2 χ̃

±
1 cross sections

mχ̃0
2
[GeV] 100 150 200

σ [fb] 5325.95 1215.47 424.166

NLO-NLL higgsino-like χ̃0
2 χ̃

0
1 cross sections

mχ̃0
2
[GeV] 100 150 200

σ [fb] 3277.01 715.14 244.213

Table 4.2: Pure higgsino-like χ̃0
2 χ̃

±
1 and χ̃0

2 χ̃
0
1 pair production cross sections

in p-p collisions at 13TeV for benchmark masspoints. The cross sections are
computed at NLO plus NLL precision in a limit of mass-degenerate higgsino
χ̃0
2 and χ̃±

1 , and χ̃0
1, with all the other sparticles assumed to be heavy and

decoupled [9].

task, given the huge number of free parameters (120) that the MSSM intro-
duces. However, by making a few simple assumptions, i.e. first and second-
generation universality, no flavor-changing NC and no new sources of CP
violation, the phenomenological MSSM (pMSSM) can be constructed [85],
which reduces the number of free parameters down to 19. On top of that, for
the Higgsino phenomenology, it turns out that only a small subset of those
free parameters have a significant effect. In particular, only µ, M1, M2 and
tan β have an important impact.

To approach the full theory, a pMSSM-inspired model with higgsino LSP
is also studied. In the higgsino pMSSM model, the masses of the physical
neutralino and chargino eigenstates are fully determined by the neutralino
and chargino mass matrices, respectively. All EWKino production modes
are allowed and the full cross section calculation is performed at NLO+NLL
precision for each model masspoint separately via prospino2 computational
package [86]. The tan β parameter is fixed to 10, since its residual depen-
dence is diminished for such large values. The gluino mass parameter M3 is
set to sufficiently high values to decouple from any physics observable, trilin-
ear couplings are removed and the GUT bino-wino mass parameter relation
is assumed, M1 = 0.5×M2, so that the parameter space is reduced to a µ-M1

two-dimensional (2D) scan. The parameter space scanned is delimited by the
relations: 100 < µ < 240GeV and 0.3 < M1 < 1.2TeV. The dependence of
fundamental quantities, such as the inclusive cross section (upper left), the
mχ̃0

1
(upper right), ∆m(χ̃0

2, χ̃
0
1) (lower left) and ∆m(χ̃±

1 , χ̃
0
1) (lower right), on
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the 2D parameter space variables are shown in Fig. 4.4. Specialized compu-
tational tools [87–91] were utilized for the calculation of the particle mass
spectrum and the decay rates.

Figure 4.4: The inclusive cross section (upper left), the mχ̃0
1

(upper right),
∆m(χ̃0

2, χ̃
0
1) (lower left) and ∆m(χ̃±

1 , χ̃
0
1) (lower right) for each masspoint of

the higgsino pMSSM model.

The realization of SUSY compressed mass spectra is also possible in the
case of stop pair production. In fact, the scenario of a light stop in combi-
nation with an almost mass-degenerate bino LSP is strongly motivated by
the fact that this mass configuration creates the proper conditions for t̃1-χ̃0

1

co-annihilation, making the χ̃0
1 LSP the dominant source of DM [92]. De-

pending on the exact mass configuration of the low mass particles (shown
on the upper left of Fig. 4.5), two different compressed stop SMS are stud-
ied: In the case where no intermediate particle exists with mass between the
stop and the LSP, the stop can only decay to the LSP directly. The stop
undergoes the four-body decay t̃1 → t∗χ̃0

1 → bW∗χ̃0
1 → bf̄f′χ̃0

1, via a virtual
top quark and a virtual W boson, as shown on the upper right of Fig. 4.5.
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This model is denoted as T2bffχ̃0
1. In the case where the χ̃±

1 is lighter than
the t̃1, then the chargino-mediated decay, t̃1 → bχ̃±

1 → bW∗χ̃0
1 → bf̄f′χ̃0

1,
is possible (lower of Fig. 4.5) and dominates in naturalness-inspired models.
For this second model, denoted as T2bW, the mass of the chargino is set
to mχ̃±

1
= 1

2
(mχ̃0

1
+mt̃1). For both models, the cross section of some bench-

mark masspoints is given in Table 4.3, the ∆m(̃t1, χ̃0
1) probed is between 10

and 80GeV and the branching fractions of the decays described above are
assumed to be 100%.
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−

1
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W−

χ̃
0
1

χ̃
0
1

W+

b

Figure 4.5: Upper left: Mass configuration of the non-decoupled particles
of the T2bW SMS model. In the case of the T2bffχ̃0

1 SMS model, the χ̃±
1

is omitted from the diagram and only the direct t̃1 → χ̃0
1 decay is possible.

Upper right: Diagram of the decay of SUSY particles in the case of T2bffχ̃0
1

SMS model. Lower: Diagram of the decay of SUSY particles in the case of
T2bW SMS model.

To ensure the most accurate theoretical description, a couple of signal
modelling refinements are applied to the analysis signal samples. The first
refinement concerns the invariant mass of the leptons originating from the
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NLO-NLL stop-antistop cross sections
mt̃1 [GeV] 300 400 500 600
σ [fb] 8516.15 1835.37 518.48 174.60

Table 4.3: Stop-antistop pair production cross sections in p-p collisions at
13TeV for benchmark masspoints. The cross sections are computed at NLO
plus NLL precision in the limit where all the sparticles, except for t̃1, χ̃0

1 and
χ̃±
1 , are assumed to be heavy and decoupled [9].

χ̃0
2 → χ̃0

1 decay. As it is explained in detail in Sec. 4.3, this variable plays
a central role in the analysis strategy, since it acts as a proxy to the ∆m
between the LSP and the NLSP in the EWK signal models. As a result,
it shows great sensitivity in discriminating the SUSY signal from the SM
backgrounds. Precisely reproducing its shape in simulation from the full
theory is of major importance. It is shown in Ref. [93] that the differential
decay rate of the χ̃0

2 → χ̃0
1 decay depends on the structure of the couplings

of the neutralinos to the Z boson:

dΓχ̃0
2→χ̃0

1ℓℓ̄

dM(ℓℓ)
∝ M(ℓℓ)

√
M(ℓℓ)4 −M(ℓℓ)2(µ2 +M2) + (µM)2

(M(ℓℓ)2 −m2
Z)

2

× [−2M(ℓℓ)4 +M(ℓℓ)2(2M2 − µ2) + (µM)2]

(4.1)

where µ = m̃χ̃0
2
− m̃χ̃0

1
and M = m̃χ̃0

2
+ m̃χ̃0

1
are constructed from the signed

eigenvalues of the diagonalized neutralino mass matrix (m̃). Even after the
values of the physical masses are set, the expression in Eq. 4.1 can still
depend on the relative sign of the mass matrix eigenvalues and that leads to
different dilepton invariant mass distributions, as shown in the left plot of
Fig. 4.6. In particular, the relative sign of m̃χ̃0

2
and m̃χ̃0

1
can be either positive

or negative in the wino-bino (TChiWZ) SMS, while it can only be negative
in the higgsino models.

In the default simulated samples, the decay of EWKinos is handled by
pythia [94], which performs the calculation of the differential decay rate
considering only the phase space component with a flat matrix element. To
account for this simplification that alters the dilepton invariant mass distri-
bution (Fig. 4.6, left), a reweighting procedure is applied. More specifically,
for each scenario of m̃χ̃0

2
×m̃χ̃0

1
sign, numerical factors are applied on the dilep-

ton invariant mass values computed by pythia to correct its distribution.
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The result of the reweighting procedure is shown in the right plot of Fig. 4.6,
where the comparison between the theoretical prediction and the pythia
reweighted distribution shows excellent agreement for both scenarios.

Figure 4.6: Left: Differential decay rate for the χ̃0
2 → χ̃0

1ℓℓ̄ process as a
function of the invariant mass of the daughter leptons. Lines correspond to
theoretical calculations, while points correspond to the result of MC simula-
tions, with statistical errors only shown. The differential decay rate is shown
under the simplified flat matrix element assumption of pythia (purple line)
and with the inclusion of the full matrix element in the case of m̃χ̃0

2
m̃χ̃0

1
> 0

(blue) and in the case of m̃χ̃0
2
m̃χ̃0

1
< 0 (red). Right: Comparison between

the simulation of the full theory (lines) and re-weighted simulation (points).
Both cases using the full matrix element are shown: m̃χ̃0

2
m̃χ̃0

1
< 0 (blue) and

m̃χ̃0
2
m̃χ̃0

1
< 0 (red).

As a result of the low mass difference of the lightest SUSY particles of
the signal models considered, the virtual Z∗ and W∗ vector bosons mediating
the decay of the NLSP to the LSP can be very off-shell. When their mass
is low, smaller than ∼ 20GeV, some of their decay modes can be heavily
suppressed due to the no-longer negligible mass of the decay products. In
order to include this effect in the signal modelling, a reweighting procedure of
the branching fraction of the Z∗ and W∗ boson decays has been implemented.
The correction factors to the default simulated samples have been extracted
by comparing the branching fractions, as computed in the TChiWZ sample,
with the branching fractions calculated in 3-body decays of χ̃0

2 and χ̃±
1 at
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tree-level with the SDecay module of SUSYHIT 1.5a [90]. The improvement
comes from the fact that the SUSYHIT calculation takes into account second
and third generation fermion masses. Loop-induced radiative decays of the
χ̃0
2 have been omitted. It is worth mentioning that nonpertubative QCD

effects of the χ̃±
1 → χ̃0

1qq′ decay become important starting at ∆m(χ̃±
1 , χ̃

0
1) ∼

1.5GeV, hence overestimating the branching fraction of W∗ → ℓν decays for
these mass differences [95]. However, assuming that the same effect is true
for the χ̃0

2 and given that the sensitivity of this analysis reaches down to
∆m(χ̃0

2, χ̃
0
1) = 3GeV (Sec. 4.6), this effect can be safely neglected. Fig. 4.7

shows the comparison between the SUSYHIT and TChiWZ SMS branching
fraction for the Z∗ (left) and W∗ (right) decays to quantify the magnitude of
the refinement in their branching fractions.

Figure 4.7: Left: Branching fraction of the χ̃0
2 → χ̃0

1Z∗ → χ̃0
1f̄f decay versus

∆m(χ̃0
2, χ̃

0
1) = mZ∗ . Right: Branching fraction of the χ̃±

1 → χ̃0
1W∗ → χ̃0

1fνf̄
decay versus ∆m(χ̃±

1 , χ̃
0
1) = mW∗ . Both: Comparison between the branching

fraction modulations computed with the SUSYHIT package (solid line) and
in the TChiWZ SMS (dashed line), in which the χ̃±

1 and χ̃0
2 decays are

computed by pythia.
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4.2 Data and Simulated Samples
The analysis relies on data and simulated samples produced centrally by CMS
to extract its final results. This section describes the computational packages
and configurations used for the production of the simulated samples (broken
down to individual processes), as well as the trigger algorithms applied to
record the data.

Starting from the signal samples, these have been generated with the
MadGraph5_amc@nlo [96, 97] event generator. The precision in pertur-
bative QCD used for these samples is at leading order (LO), while the consoli-
dation of additional partons from the event generator with parton shower gen-
erator is achieved with the MLM merging scheme [98]. The same setup has
been used for the production of the major background processes of the anal-
ysis, which include tt̄, DY, W+jets and Z+jets. The generation of the WZ
process, which is dominant in trilepton final states, is performed at NLO with
powheg v2.0 [99–104] event generator. The rest of diboson processes (WW,
ZZ and Wγ) are generated with MadGraph5_amc@nlo at NLO precision
but using the FxFx merging scheme [97]. Other background processes that do
not contribute significantly to the analysis yields, such as tt̄W, tt̄Z, WWW,
ZZZ, WZZ or WWZ, are also produced using MadGraph5_amc@nlo at
NLO precision. Exceptions to this are the background processes from sin-
gle top quarks in association with a W boson which are generated at NLO
precision with powheg v1.0 [105]. The MadGraph5_amc@nlo versions
used are the 2.2.2 (2.3.2 for tt̄Z) for 2016 and 2.4.2 (2.6.5 for tt̄Z) for 2017
and 2018.

Different LO and NLO (depending on the generation details of each sam-
ple) parton distribution functions (PDFs) have been used for samples of dif-
ferent years: The 2016 simulated samples use the NNPDF3.0 [106] PDF
set, while the NNPDF3.1 [107] PDF set is implemented for the 2017 and
2018 simulated samples. Similarly, the underlying event tune of the pythia
8.212 package utilized for showering, hadronization and the underlying event
description differs from year to year: The CUETP8M1 [108, 109] and the
CP5 [110] underlying event tune are applied for 2016 and 2017/2018 respec-
tively.

The simulation of the CMS detector is performed in the best precision
possible with the Geant4 [111] package. Whereas the full detector simu-
lation (FullSIM) is used for the majority of simulated samples, the T2bffχ̃0

1

SMS, the T2bW SMS and the pMSSM higgsino samples have been produced
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utilizing a fast detector simulation (FastSIM) [112, 113].
Three different trigger algorithms (paths) have been utilized for collecting

the data used in this search. The main trigger path relies exclusively on the
missing transverse energy (MET). To recover data events with moderate
p miss

T , a second trigger path has been designed specifically for this analysis.
In combination with p miss

T , this trigger path also requires a pair of soft muons.
As a consequence, the extra dimuon requirement permits the relaxation of
the p miss

T threshold to lower values. Finally, a complementary trigger path
relying only on a dimuon pair with higher pT threshold is used in the cases
where the analysis cuts require it. Table 4.4 lists the trigger paths used
in each year along with their corresponding luminosity. The luminosity is
reduced for some trigger paths, because of technical reasons that caused
their unavailability for short time periods. A discussion on the requirements
of each trigger path and on the corrections applied to each on of them due
to data-MC differences is included in the following subsection.

Year HLT path Luminosity

2016

HLT_DoubleMu3_PFMET50 33.2 fb−1

HLT_PFMETNoMu120_PFMHTNoMu120_IDTight 35.9 fb−1

HLT_Mu17_TrkIsoVVL_Mu8_TrkIsoVVL_DZ 35.9 fb−1

HLT_Mu17_TrkIsoVVL_TkMu8_TrkIsoVVL_DZ 35.9 fb−1

2017

HLT_DoubleMu3_DZ_PFMET50_PFMHT60 36.7 fb−1

HLT_PFMETNoMu120_PFMHTNoMu120_IDTight 41.5 fb−1

HLT_PFMETNoMu120_PFMHTNoMu120_IDTight_PFHT60 41.5 fb−1

HLT_Mu17_TrkIsoVVL_Mu8_TrkIsoVVL_DZ_Mass3p8 36.7 fb−1

2018

HLT_DoubleMu3_DZ_PFMET50_PFMHT60 59.2 fb−1

HLT_PFMETNoMu120_PFMHTNoMu120_IDTight 59.7 fb−1

HLT_PFMETNoMu120_PFMHTNoMu120_IDTight_PFHT60 59.7 fb−1

HLT_Mu17_TrkIsoVVL_Mu8_TrkIsoVVL_DZ_Mass3p8 59.7 fb−1

Table 4.4: List of HLT paths used in the analysis.

4.2.1 Triggers
As in the majority of SUSY analyses, the trigger strategy for this search
involves capturing events based on the amount on p miss

T . However, p⃗ miss
T is a

complicated object, calculated by the (vectorial) sum of all the other objects
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in the event, and measuring it at trigger level involves some subtleties. For
the L1T, the signals from different subdetectors are not combined. As a
result, the L1 MET is measured only from the calorimeters, without the
inclusion of the muons (which are, in general, only detected in the muon
chambers) in the calculation. The p⃗ miss

T , without the inclusions of the muons,
is denoted as p⃗ miss,corr

T and it is used through the analysis, even offline, since it
guarantees compatibility with the trigger variable. The term “MET” will be
used to denote p miss

T and/or p miss,corr
T , when there is no possibility of confusion

between the two terms.
Starting from the trigger paths relying solely on MET, only pure p miss,corr

T
trigger paths were chosen. This choice simplifies the offline selection and per-
mits full coverage of the p miss

T -p miss,corr
T phase space. The trigger paths with

the lowest threshold covering the full luminosity of each year were used,
backed up (in 2017 and 2018) with trigger paths with an extra HT require-
ment at 60GeV. The online p miss,corr

T threshold is, therefore, set at 120GeV
for all years.

For each trigger path, the efficiency for an offline selected event to also
be selected online is measured. The efficiency of a specific quantity (e.g.
p miss,corr

T ) of a trigger path is measured as a ratio of number of events: The
denominator includes the events with the full collection of the trigger path
requirements except for the one on the quantity measured, while the numera-
tor counts the events of the denominator that also fulfil the extra requirement
of having fired the trigger path. In all the cases, the efficiency is measured in
both data and simulated background events arising from a mixture of DY,
tt̄ and diboson processes.

For the pure p miss,corr
T trigger paths, due to the limited resolution, espe-

cially at the L1 trigger, an approximately stable efficiency plateau is reached
at the offline value of p miss,corr

T of ∼200GeV compared to the 125GeV online
threshold. This is what drives the offline p miss,corr

T requirements of the anal-
ysis (more details in Sec. 4.3.4). More details on the trigger efficiency of the
pure p miss,corr

T trigger paths are given in Appx. A.1.
As already mentioned, a particularity of this search is that the signal final

state can often produce only moderate amounts of MET. As a consequence,
there is sensitivity to be gained even at offline p miss,corr

T values lower than
200GeV. To retrieve the efficiency at those p miss,corr

T values, which is impos-
sible with the pure p miss,corr

T trigger paths, a custom double-µ+MET trigger
path was developed. The L1 seed of this trigger path requires two muons
with pT > 3GeV and online p miss,corr

T > 50GeV. The requirements were made

116



stricter for 2017 and 2018 by requiring one jet with pT > 60GeV or two jets
with pT > 30GeV, in order to reduce the online rate without any impact on
the offline analysis. The double-µ+MET HLT path features extra require-
ments to control the trigger rate: The muons are required to be of opposite
charge, to have a combined dimuon transverse momentum, pT(ℓℓ), greater
than 3GeV and an invariant dimuon mass in the range 4 < M(ℓℓ) < 56GeV.
The distance of closest approach (DCA) of the muon pair, which is equal to
the minimum three-dimensional (3D) distance between the two muon tracks,
is also set to be less than 0.5 cm. In 2017 and 2018, the DCA criterion was re-
placed by the requirement that the minimum distance along the z-axis (∆z)
between the two muon tracks is less than 0.2 cm, which was found to be more
efficient for triggering prompt muons. Finally, the HLT path sets the lower
online p miss

T threshold at 60GeV for all years, while a lower threshold of the
online p miss,corr

T at 60GeV is also required in 2017 and 2018, for compatibility
with the L1 seed.

The efficiency measurement is performed separately for the different as-
pects of the double-µ+MET trigger path: The efficiency of the requirements
pertaining the muons, primarily the pT, DCA or ∆z and M(ℓℓ) requirements,
is relatively low, around 50% for 3GeV muons in the endcap but quickly in-
creases to reach a plateau of ∼ 90% for muons with pT > 10GeV over the
whole η range. The hadronic part of the efficiency, which accounts for the
p miss

T and p miss,corr
T requirements, reaches a plateau of more than 90% up to

100% for p miss
T , p miss,corr

T > 125GeV. Appx. A.2 explains in greater detail the
specifics of the double-µ+MET trigger path efficiency measurement.

In all of the efficiency measurements above, potential small differences
between the data and the simulation performance are taken into account by
applying correcting scale factors (SFs) on the simulation offline. These SFs
are extracted as the ratio of the data efficiency over the simulation efficiency
for each year separately and are a function of the variables that the efficiency
measurements are performed on (Figs. A.1-A.11 in Appx. A). This is the
case for the FullSim samples, which include the emulation of the trigger. In
contrast, the trigger emulation is not applied on the FastSIM samples, so the
raw data efficiency of each measurement above is applied.

Finally, the complementary pure double-µ trigger paths were found to
have an efficiency close to unity for both data and MC. Given this and the
fact that they have extremely limited usage in the analysis, no SFs are applied
for these trigger paths.
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4.2.2 Data Quality Issues
During the data taking period of Run 2 (2016–2018), problems with the CMS
detector caused issues to the quality of the data. All of these issues have been
checked for their impact on the analysis yields. The issues along with the
checks performed are described below.

At the beginning of the 2018 data taking period, the timing of ECAL L1
trigger primitives was found to have gradually shifted towards early values
in the data of 2016 and 2017. This effect, called L1T prefire issue, caused a
significant portion of e/γ objects at |η| > 2.5 to be associated with a previous
bunch crossing. Corrections to account for the issue have been derived for
the 2016 and 2017 data, while no corrections are needed for the 2018 data
set, since the issue was fixed before 2018 data taking started.

Although this search does not use forward (η > 2.5) e/γ objects directly,
it can still be affected by the L1T prefire issue. This comes from the fact
that L1 rules do not allow for consecutive bunch crossings to fire. As a
consequence, if an event of interest for this analysis, that would normally be
selected by one of the L1 seeds described in the previous section, contains a
forward e/γ object with ET > 30GeV, then there is a chance that it is not
recorded, because the previous bunch crossing would have prefired and the
L1 rule would have skipped the bunch crossing of interest. Moreover, it is
possible that ECAL trigger towers associated to a high pT jet in the forward
region prefire and lead to an isolated ECAL deposit in bunch crossing −1,
leading to the same outcome as above.

To correct for the indirect effect of the L1T prefire issue on the analysis, a
set of prefire weights have been centrally computed by the CMS experiment
and have been applied on the simulation yields of this analysis. By comparing
the analysis yields pre- and post-applying the prefire weights, the impact of
the issue on the analysis was estimated: The yields of 2016 changed by 1–2%,
while the average change was slightly larger in general in 2017, reaching up
to ∼4% in a couple of cases.

In 2017, especially at the end of the data taking period, a large enhance-
ment of the instrumental MET tail was observed in the data. This translated
to large disagreements between data and simulation for p miss

T ≳ 100GeV.
The effect was visible both at the trigger level (L1 and HLT) and offline. Its
cause was tracked down to ECAL ageing at the endcap region, which lead to
increased noise in the 2.65 < |η| < 3.139 range.

All analyses exploiting MET for the extraction of their results were af-
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fected by the issue and this is particularly true for this search, since one
of its major prompt backgrounds, DY, mostly contains instrumental MET.
To mitigate the issue, a special recipe was devised centrally by CMS for
the computation of MET in 2017. More specifically, for 2017 only, MET
(both the uncorrected one and the JECs involved in its correction) does not
include jets and unclustered PF candidates with pT < 50GeV in the prob-
lematic η region. The resulting MET is referred to as EE fixed MET. The
data-simulation agreement was significantly improved after the application
of the EE fixed MET (plots on the data-MC agreement in control regions
in Sec. 4.4). In the following, the EE fixed MET is used in all of the 2017
analysis.

In the summer of the 2018, a power interruption, resulting from a false fire
alarm, caused a 40◦ section on one side of the endcap HCAL to permanently
lose power and to no longer be operable for the rest of the data taking
period. The incident is called HEM issue and a central recipe was designed
to be applied on the post-HEM data to reject spurious electron, photon
and jet objects that could arise in the affected area. The recipe involved
vetoing events with any electron with pT > 30GeV, −3.0 < η < −1.4 and
−1.57 < ϕ < −0.87. In addition to that, events were vetoed if they contained
a jet in the same detector region, enlarged by half the default jet cone, i.e.
if any jet with pT > 30GeV and ∆ϕ(jet, p miss

T ) < 0.5 is present in the region
−3.2 < η < −1.2 and −1.77 < ϕ < −0.67.

The impact of the HEM issue was evaluated on this search by check-
ing the distribution of forward (η > 2.4) jets for regions with abnormally
increased activity and by checking the yield difference when applying the
recipe prescribed above. To fully investigate the issue, the aforementioned
vetos were made specific to this analysis, which uses soft electrons, by loosen-
ing the electron veto pT threshold down to 5GeV. Only a very slight excess
of electrons was observed in the η-ϕ region affected by the issue, amounting
to percent level difference. The application of the vetos did not improved
the data-MC agreement and, as a result, the HEM issue was not applied on
the analysis, following the central recommendations.

4.3 Physics Objects and Event Selection
The analysis attempts to exploit the kinematical differences between the
SUSY signal and the background SM processes by applying a selection tai-
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lored to soft leptons, as explained in Secs. 4.3.1 and 4.3.2. Jets, b-tagged jets
and the MET (outlined in Sec. 4.3.3) are also utilized to increase the signal
and background separation. Finally, the signal-rich regions of the analy-
sis are designed, optimized for maximum sensitivity in the compressed ∆m
regime, requiring a set of selection criteria devised to specifically reject the
dominant, reducible backgrounds (Sec. 4.3.4).

4.3.1 Muons
The muons used in this analysis are either global or tracker muons (defined
in Sec. 3.4.4). Two muon collections are formed: The tight ID muons pass
kinematical requirements that muons coming from the SUSY signature are
expected to have. These muons are the ones used in all the regions of the
analysis, unless stated otherwise. A loose ID muon category is also designed.
As the name implies, this category contains muons that have, in general,
less strict kinematical requirements and they are utilized in the nonprompt
background estimation, as described in detail in Sec. 4.4.1.

To facilitate its optimization, the loose ID is factorized in two terms: A
muon is categorized as a loose muon if it passes the tight ID or the loose-
not-tight ID. The loose-not-tight ID is not a separate ID but rather a set of
extra requirements that a muon not passing the tight ID must fulfil for it to
be considered loose. In mathematical terms, the loose ID is defined as:

loose ID = tight ID || loose-not-tight ID (4.2)
For convenience, the selection criteria of the loose-not-tight ID are given.

These, along with the tight ID requirements are summarized in Table 4.5
and are explained below.

Given that this analysis targets soft leptons, the lower pT bound for muons
is set as low as 3.5GeV to maximize the acceptance of very compressed
signal masspoints, while maintaining sufficient trigger, reconstruction and
identification efficiency. Muon candidates must be located within the extent
of the inner tracking detectors and the muon chambers, i.e. |η| < 2.4.

The leptons originating from the SUSY signal are expected to be prompt
and isolated. As a result, tight requirements are set for 3D impact parameter,
IP3D, and its significance, SIP3D, as defined in Sec. 3.4.7. A combination
of absolute isolation (Isoabs), defined as the sum of energy deposited by PF
candidates, other than the muon, in a cone of ∆R = 0.3 around it, and of
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Variable Loose-not-tight ID Tight ID
pT ≥ 3.5GeV
|η| ≤ 2.4
IP3D < 0.0175 cm < 0.01 cm
SIP3D < 2.5 < 2.0

Isoabs < 20.0GeV + 300.0GeV2

pT
< 5GeV

Isorel < 1.0 < 0.5
DeepCSV veto - custom loose WP
Loose muon ID ✓
Soft muon ID ✓

Table 4.5: List of all identification criteria imposed to muon candidates for
the loose-not-tight and tight ID selections. Though the criteria are the same
for all years, the DeepCSV has different WPs and training depending on the
year.

relative isolation (Isorel), defined as the Isoabs divided by the muon pT, is
used to ensure maximal performance in the whole pT of the analysis. More
specifically, the Isorel requirement provides high efficiency for soft muons
(pT ≤ 10GeV), while the Isoabs requirement ensures that even higher pT
muons remain isolated. Since leptons from the nonprompt background are
expected to potentially be produced at larger displacements and may orig-
inate from within jets and, hence, be less isolated, the impact parameter
and isolation criteria are relaxed for the loose-not-tight ID. The complicated
expression of the Isoabs is discussed in Sec. 4.4.1.

Even though nonprompt leptons tend to come from decays of heavy flavor
quarks, this is not the case for the leptons of the signal. As a consequence,
a veto on the DeepCSV variable (Sec. 3.4.7) is set to reject leptons that are
associated with a b-tagged jet. The loose b tagging DeepCSV working point
(WP) is used to this end, corresponding to 10% misidentification probability.
However, for the 2016 DeepCSV training, this WP causes an efficiency drop
for leptons selected by the analysis with pT between 10 and 25GeV, as shown
in Fig. 4.8, left. Because maintaining high efficiency is extremely important
for the soft leptons of this analysis, the 2016 b tagging DeepCSV WP was
modified to approximately match the efficiency of the other years. The orig-
inal 2016 loose b tagging DeepCSV WP, set at 0.22, provides an average
efficiency of 94.3%, while the same WP of 2017(2018), set at 0.1522(0.1241)
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has an efficiency of ∼ 99%. To mitigate the inefficiency, the 2016 b tagging
DeepCSV WP used for the rejection of leptons coming from b-tagged jets was
moved to the value 0.4, achieving an average efficiency of 99.1%, comparable
with the other years (Fig. 4.8, right).

Figure 4.8: Loose b tagging DeepCSV WP efficiency as a function of the
muon pT, after all the tight ID requirements have been applied. Left: Com-
parison of the centrally provided loose WP for 2016 and 2018. Right: Com-
parison of the centrally provided loose WP for 2018 and the retuned values
of the WP for 2016. The 0.40 value is chosen for the analysis.

Finally, the centrally provided loose and soft muon IDs are applied to
both tight and loose-not-tight muon selections [49]. The loose muon ID is
designed to identify prompt muons with high efficiency, while maintaining a
low rate of the misidentification of charged hadrons as muons. The soft muon
ID is optimized for low pT muons, ensuring high purity for tracker muons by
imposing tight track segment matching requirements [49].

The muon reconstruction and identification efficiencies are measured in
both data and simulation for each year separately, taking advantage of
the total integrated luminosity, i.e. 35.9 fb−1 in 2016, 41.4 fb−1 in 2017
and 59.7 fb−1 in 2018. To better account for geometric effects, the mea-
surements are performed independently for barrel (|η| < 1.2) and endcap
(1.2 < |η| < 2.4). The muon efficiency is factorized in three components:

ϵ(µ) = ϵ(µ)Tracking ∗ ϵ(µ)Loose µ ID|Tracking ∗ ϵ(µ)Tight ID|Loose µ ID (4.3)

where ϵ(µ)Tracking is the efficiency to reconstruct a track in the inner track-
ing detectors, ϵ(µ)Loose µ ID|Tracking is the efficiency to identify that track as
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a loose muon candidate, after an inner track has been reconstructed, and
ϵ(µ)Tight ID|Loose µ ID is the efficiency of all the remaining selection criteria
associated to the tight muon selection of the analysis (identification, isola-
tion, and impact parameter requirements), after a muon has passed the loose
muon ID. The data over simulation efficiency ratio is applied as SF on the
simulation for each individual muon selected by the analysis.

The tracking and the loose muon ID efficiencies are provided centrally by
CMS, since they apply to the vast majority of analyses that involve muons.
The tracking efficiency is very close to unity (> 99.5%) and its effect is
considered negligible, so no correction SF is taken into account for it. The
loose muon ID efficiency is ∼ 1 as well. However, as shown in Fig. 4.9,
the correction SFs can be a few percent different from unity, especially for
muons that pose reconstruction difficulties, e.g. muons with pT = 3.5GeV
in the barrel region that barely reach the muon chambers, due to their track
curvature by the magnetic field. The loose muon ID efficiencies and SFs have
been measured using muons from the J/ψ peak for pT < 20GeV and from
the Z peak for higher pT.

Figure 4.9: The 2016 (upper left), 2017 (upper right) and 2018 (bottom)
loose muon ID SFs for 3.5 < pT(µ) < 30GeV, measured on muons from the
J/ψ peak using the full integrated luminosity of each year.
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The tight ID efficiency for the muons is measured with the tag-and-probe
method [114], using muons from Z boson decays. After the tag muon has
been identified with strict requirements to ensure that it is originating from
the Z boson, the probe muon is tested against passing the requirements of the
tight ID of the analysis. The efficiency is calculated by dividing the probe
muons from Z passing the tight ID by the total number of probe muons
from Z. These values are extracted using a double Voigtian function for the
signal distribution and an exponential function multiplied by an error func-
tion “turn-on” for the background distribution. The systematic uncertainty
on the efficiency is estimated by taking into account the efficiency variation
when using an alternate signal fit, in this case a double Gaussian function,
as well as an alternate background fit, in this case an exponential function.
The statistical uncertainty is found to be negligible.

In general, muons coming from J/Ψ decays could in principle be used
for low pT muons and could provide accurate efficiency measurements in
regions where the statistical and systematic uncertainties of muons from the
Z boson are relatively large. However, the tight ID criteria contain strict
requirements on the muon impact parameters and isolation. Because muons
from J/Ψ production are expected to be isolated and slightly displaced, they
provide a low purity sample compared to the muons from Z in this case.

The usage of double peak functions for the signal distribution is due to a
secondary bump appearing at M(ℓℓ) < mZ. Probe muons emitting photons
as final state radiation tend to give rising to mass bumps at masses lower than
that of the Z boson, depending on the amount of energy they radiate away.
This effect is more striking for probe muons failing the tight ID, since the
extra photon makes those muon to no longer be isolated. The phenomenon
is present for electrons as well and it is even more prominent in their case,
due to the higher final state radiation probability of electrons. An example
of the secondary bump and the relevant signal fit is shown in Fig. 4.14 for
electrons in simulation.

The efficiency measurement is exceptionally challenging in the low pT
range especially for the probe muons failing the tight ID. There, the back-
ground, originating mainly from W+jet events, is extremely large, leading to
large systematic uncertainties from its modelling. An example of the passing
and failing probe distributions of the dimuon invariant mass for probe muons
with 3.5 < pT < 10GeV is given in Fig. 4.10 and showcases the effect.

In general, the tight ID muon efficiency starts off at ∼ 70% for muons
with pT ∼ 3.5GeV 4.11. The SFs obtained are in the range of 0.9–1.1. A
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Figure 4.10: The dimuon mass distribution in data for the passing and failing
probes with 3.5 < pT < 10GeV in the endcap, used for the tight ID efficiency
and scale factor measurement.

small gap in the SFs is observed at pT = 10GeV due to the the fact that this
pT value is the one when the Isoabs requirement becomes stricter than the
Isorel one.

Similar procedure has been followed for the calculation of the leptonic
efficiency on FastSIM samples as well. The result is divided the FullSIM
leptonic efficiency to give the “leptonic FastSIM SFs”. These are applied,
on top of the leptonic FullSIM SFs, to FastSIM samples only to correct
the imperfect modeling of lepton quantities in the FastSIM. The leptonic
FastSIM SFs are shown for muons in barrel and endcap, as a function of pT,
in Fig. 4.12.

4.3.2 Electrons
Electron candidates used in this analysis are formed by associating ECAL
clusters to GSF tracks, as described in Sec. 3.4.5, and are selected according
to the criteria summarized in Table 4.6.

Similarly to the muons, the lower pT threshold for electrons is set to the
lowest GSF electron value, at 5GeV, while the maximum |η| threshold is
2.5 to match the ECAL acceptance. The impact parameter, isolation and
DeepCSV criteria are common between muons and electrons, backed up by
the reasoning outlined in Sec. 4.3.1. As in the case of muons, electrons must
be identified according to the relevant centrally provided ID. The electron
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Figure 4.11: The 2016 (upper row), 2017 (middle row) and 2018 (lower row)
muon efficiencies of the tight ID of the analysis in data and MC, obtained
with the full integrated luminosity of each year, as function of pT in the barrel
(left) and the endcap (right). The uncertainty shown is both statistical and
systematic for the data and the same for the MC. The data over MC scale
factors are shown at the bottom of each plot.
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Figure 4.12: The 2016 (upper row), 2017 (middle row) and 2018 (lower row)
leptonic FastSIM SFs, obtained with the full integrated luminosity of each
year, as function of pT in the barrel (left) and the endcap (right).
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Variable Loose-not-tight ID Tight ID
pT ≥ 5GeV
|η| ≤ 2.5
IP3D < 0.0175 cm < 0.01 cm
SIP3D < 2.5 < 2.0

Isoabs < 20.0GeV + 300.0GeV2

pT
< 5GeV

Isorel < 1.0 < 0.5
DeepCSV veto - custom loose WP
Electron MVA ID custom ID tight WP
No missing pixel hits ✓
No conversion vertex ✓

Table 4.6: List of all identification criteria imposed to electron candidates
for the loose-not-tight and tight ID selections. Though the criteria are the
same for all the years, the electron MVA ID and the DeepCSV have different
WPs and trainings depending on the year.

MVA ID, mentioned in Sec. 3.4.5, is used with a WP that provides approx-
imately 90% of efficiency inclusively for the tight ID. On the other hand,
the electron MVA ID WP for the loose-not-tight ID was specifically created
to minimize the flavor dependency of jets misreconstructed as electrons for
the nonprompt background estimation, as discussed in Sec. 4.4.1. Finally,
electrons selected by the analysis are required to be built from tracks that
lack no pixel hits and to not be associated with a conversion vertex. The
latter two requirements suppress backgrounds arising from misreconstructed
electrons or photon conversion processes.

The strategy for measuring the electron reconstruction and identification
efficiencies is similar to the one described for muons: They are evaluated
per year, per detector region (barrel, |η| < 1.5, and endcap, 1.5 < |η| < 2.5
and are factorized in separate components. The electron efficiency is broken
down to ϵ(e)Reco, which takes into account the efficiency for reconstructing a
GSF electron from the association of a GSF track and a calorimeter cluster,
and to ϵ(e)Tight ID|Reco, which quantifies the efficiency for a GSF electron to
be identified with the tight ID of the analysis:

ϵ(e) = ϵ(e)Reco ∗ ϵ(e)Tight ID|Reco (4.4)
The ratio ϵ(e)data/ϵ(e)MC is applied to the simulated events of the analysis in
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Figure 4.13: The 2016 (upper row), 2017 (middle row) and 2018 (bottom
row) electron reconstruction SFs for 3.5 < pT(µ) < 500GeV, measured on
electrons from the Z peak using the full integrated luminosity of each year.

order to harmonize the electron selection efficiency in data and simulation.
The electron reconstruction efficiency is measured centrally by CMS for all

interested analyses and is higher than 95% in the whole pT range, reaching up
to ∼100% for electrons above 100GeV. The extracted data-to-simulation SFs
are very close to unity for all years and detector regions, with the exception of
the region 1.444 < |η| ∼ 1.566, where there is the crack between the ECAL
barrel and endcap and the detector modeling is challenging. The electron
reconstruction SF are shown in Fig. 4.13 for 10 < pT < 500GeV. The SFs
for the range 5 < pT < 10GeV are not explicitly measured. However, given
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their mild pT dependence, the SF values of the pT range 10−20GeV are used
down to pT = 5GeV as a function of |η|.

The electron tight ID efficiencies are measured using the same tag-and-
probe method as used for the muons, facing similar challenges due to the
huge W+jets background at low pT and the emission of final state photons
that create a secondary mass bump. Fig. 4.14 shows an example of the latter
effect.

Figure 4.14: The dielectron mass distribution in simulation for the passing
and failing probes with 20 < pT < 30GeV in the endcap, used for the tight
ID efficiency and scale factor measurement.

Fig. 4.15 demonstrates the electron tight ID values along with the respec-
tive SFs for all years and regions. Due to the difficulty of identifying isolated
soft electrons with high purity, the efficiency starts at ∼ 40% and grows to
reach a plateau of ∼50% for the endcap and ∼60% for the barrel. The SFs
correct deviations from unity up to 20%, with the SF gap at pT = 10GeV
being observed also in this case.

As in the case of muons, the leptonic FastSIM SFs are computed and
applied for the electrons using the methods mentioned above. The leptonic
FastSIM SFs are shown for electrons in barrel and endcap, as a function of
pT, in Fig. 4.16.

4.3.3 Jets and Missing Transverse Energy
Apart from leptons, jets are also utilized in the search strategy. The jets used
in the analysis are AK4 jets, as defined in Sec. 3.4.7, and the PU particles

130



Figure 4.15: The 2016 (upper row), 2017 (middle row) and 2018 (lower row)
electron efficiencies of the tight ID of the analysis in data and MC, obtained
with the full integrated luminosity of each year, as function of pT in the barrel
(left) and the endcap (right). The uncertainty shown is both statistical and
systematic for the data and the same for the MC. The data over MC scale
factors are shown at the bottom of each plot.
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Figure 4.16: The 2016 (upper row), 2017 (middle row) and 2018 (lower row)
leptonic FastSIM SFs, obtained with the full integrated luminosity of each
year, as function of pT in the barrel (left) and the endcap (right).
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are removed with CHS method. Each jet must have pT of at least 25GeV
and be located within the tracker acceptance (|η| < 2.4). The leading jet
is also required to satisfy the tight lepton veto ID requirement, as defined
in Ref. [115], which is effective in rejecting the background originating from
misreconstructed muons and electrons. In order to resolve the ambiguity
between lepton candidates and jets and to avoid potential double counting
of objects, a procedure, called jet cleaning, is implemented: The jet closest
to a lepton identified with the loose ID of the analysis is removed if they
share a common PF candidate component. The standard L1 and L2L3 JECs
(described in Sec. 3.4.7) are also applied.

Jets originating from the b quarks are tagged using the medium WP of
the DeepCSV discriminant, mentioned in Sec. 3.4.7. The threshold value of
the WP is extracted separately for the data set of each year, so that the
mistag rate for light-flavor jets is of the order 1%. This WP corresponds
to an approximate efficiency of 68%. Differences of b tagging efficiencies
between data and simulation are corrected with SFs measured in dedicated
data samples [23].

The p miss
T or p miss,corr

T objects (specified in Sec. 4.2.1) are reconstructed
using the standard algorithm based on particle flow reconstructed objects
with the JECs propagated, discussed in Sec. 3.4.9. Event filters are designed
to remove data events with anomalously high values of p miss

T . These can arise
from multiple sources, such as detector noise, reconstruction inefficiencies or
beam related effects (e.g. beam halos). The recommended event filters, listed
and explained in Ref. [70], are applied on the events selected by the search.
Finally, the distribution of PU interactions is corrected with dedicated SFs,
extracted by the method described in Ref. [116].

Since the requirement of an ISR jet is of central importance for the anal-
ysis strategy, the modeling of the ISR pT distribution is validated by com-
paring the simulation with data. Events that contain exactly one pair of
OS, same-flavor leptons with 80 < M(ℓℓ) < 100GeV and at least one jet are
selected. In 2016, deviations up to 20% are observed, which are corrected
by applying pT-dependent weights on the EWK signal samples. To keep the
overall normalization of the signal sample constant after the ISR reweighting
procedure, an extra, masspoint-dependent weight is applied. For the stop
signal samples of 2016 and all of the signal samples (EWK and stop) of 2017
and 2018, studies showed that the data-simulation disagreement is of the or-
der of 1%, so no dedicated weights are used. For all the EWK signal samples,
a systematic uncertainty is implemented to account for the modeling of the
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ISR jet.
Finally, corrections for the use of the fast detector simulation are also

applied to the top squark pair production and the pMSSM higgsino signal
samples. More specifically, the FastSIM p miss

T resolution is improved by using
the average of the p miss

T calculated from the reconstructed objects and the
p miss

T calculated with the generator objects:

p miss
T =

1

2

(
p miss

T (Reconstructed) + p miss
T (Generator)

)
(4.5)

Any potential additional mismodeling is covered by an extra systematic un-
certainty, dedicated to account for this effect.

4.3.4 Baseline Event Selection and Categorization
The signal events that this analysis targets include two or three leptons with
moderate to large amount of MET, induced by the presence of an ISR jet.
Since the final states differ slightly between the EWK and the stop signal
models and on the number of final state leptons, separate signal regions (SRs)
are designed in each case: The 2ℓ-EWK and 3ℓ-EWK SRs are optimized for
the EWK models with two and three leptons, respectively, while 2ℓ-Stop SRs
target the signature produced by the stop models. A detailed discussion on
the selection requirements of each SR and the differences between them is
presented below.

Regarding the MET requirements, these are driven by the trigger re-
quirements mentioned in Sec. 4.2.1. The pure p miss,corr

T trigger paths reach
an efficiency plateau at approximately p miss,corr

T = 200GeV, setting the lower
boundary for the higher MET bins of the analysis. Depending on the SR, the
p miss,corr

T > 200GeV phase space is split further into bins in order to maximize
the sensitivity of the search to low mass differences (∆m < 10GeV). The
medium, high and ultra MET bins are defined for the 2ℓ SRs, with sightly
different values for the EWK and Stop SRs, as shown in Table 4.7. The 3ℓ-
EWK SR is not split any further because of the low event yield it contains.
To recover events with lower values of MET, the double-µ+MET trigger
path is utilized to extend the acceptance down to p miss,corr

T = 125GeV. The
125 < p miss,corr

T < 200GeV range defines the low MET bin of the analysis.
Due to the online requirement also on p miss

T for the double-µ+MET trigger
path, an extra offline criterion of p miss

T > 125GeV is set only for the low MET
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bin. The complete definition of the MET binning strategy of the search is
given in Table 4.7.

SR Low-MET Medium-MET High-MET Ultra-MET
p miss

T p miss,corr
T p miss,corr

T p miss,corr
T p miss,corr

T
2ℓ-EWK > 125 (125, 200] (200, 240] (240, 290] > 290
3ℓ-EWK > 125 (125, 200] — > 200 —
2ℓ-Stop > 125 (125, 200] (200, 290] (290, 340] > 340

Table 4.7: Definition of the MET bins of the SRs. The boundaries of p miss
T

and p miss,corr
T (in GeV) of every bin are described.

Events are further categorized based on the most discriminating variable
of each final state. For the 2ℓ-EWK SRs, which are designed to be sensitive to
the processes on the right diagrams of Figs. 4.2 and 4.3, the invariant mass of
the lepton (muon or electron) pair is used. Since selected leptons are required
to have the same flavor (SF) and OS, they are bound to originate from the off-
shell Z boson produced in the χ̃0

2 → χ̃0
1 decay in the aforementioned processes.

This leads to the relation M(ℓℓ) ∼ MZ∗ ∼ ∆m(χ̃0
2, χ̃

0
1), meaning that the

M(ℓℓ) signal distribution exhibits an endpoint at the mass differences value
of each signal masspoint, as shown in Fig. 4.17. No such feature is present
for the SM background processes. The M(ℓℓ) distribution bins used for the
categorization of the events, optimized to enhance sensitivity for masspoints
with ∆m between 5 and 10GeV, are [1, 4, 10, 20, 30, 50]GeV for the higher
MET bins. The binning of the low-MET bin is the same with the omission
of the [1, 4]GeV M(ℓℓ) bin. This is due to the intrinsic lower bound of the
dilepton invariant mass at 4GeV in the double-µ+MET trigger path, used
to collect the data in this specific low-MET bin. To add to that, the double-
µ+MET trigger path selects only dimuon events, therefore the low-MET bins
in all the SRs contains only events with at least one muon pair.

Low mass resonances are also taken into account in the analysis event
selection: A Υ-meson veto is applied in all the MET bins by rejecting events
with 9 < M(ℓℓ) < 10.5GeV. Apart from that, in the higher MET bins,
where the M(ℓℓ) goes below 4GeV and, due to that, leptons can be close
together, a J/ψ veto and an overlapping-lepton veto are applied by rejecting
events with 3 < M(ℓℓ) < 3.2GeV and ∆R(ℓℓ) < 0.3, respectively.

In case of the 3ℓ-EWK SRs, the invariant mass of the leptons coming from
the Z boson is again a probe for mass difference of the signal masspoints.
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Figure 4.17: Example graphical representation of the endpoint exhibited in
the dilepton invariant mass signal distribution for different signal masspoints.

However, the presence of a third lepton, coming from the leptonic decay of
the W boson from the other decay leg of the process on the right diagram
of Fig. 4.2, leads to the creation of another SFOS lepton pair in the final
state. Due to the fact that this analysis targets compressed mass models,
the ambiguity is resolved by selecting the M(ℓℓ) of the SFOS lepton pair
with the smallest value, denoted as Mmin

SFOS(ℓℓ). To be in accordance with the
upper M(ℓℓ) bound in the double-µ+MET, the maximum invariant mass of
the SF and any (charge) sign (AS) lepton pairs, Mmax

SFAS(ℓℓ), is required to be
less than 60GeV in the trilepton low-MET bin.

In all the SRs, the leptons are selected to have low pT, up to 30GeV.
Moreover, for the 2ℓ-Stop SRs, which target the stop production models,
shown in upper right and lower diagrams of Fig. 4.5, the leading lepton pT
is used to categorize the events in lieu of the dilepton invariant mass. The
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leptons in the case of stop models come from different decay legs, hence
their invariant mass has no physical meaning, while the pT of the leading
lepton still provides some discrimination between the SUSY signal and the
SM background processes. The binning used is [3.5, 5, 12, 16, 20, 25, 30]GeV
for the higher MET bins, with the omission of the lowest pT bin in the low-
MET bin, where such low lepton pT values are still on the double-µ+MET
trigger efficiency turn-on. The fact that the leptons in these models do not
share a common production vertex also lifts the requirement for them to be
of the same flavor in the 2ℓ-Stop SRs. However, this selection criterion is
not lifted in the low-MET bin, where the intrinsic trigger path requirement
for a dimuon pair still remains. In the 2ℓ SRs only, the pT of the lepton
pair is required to be greater than 3GeV. The SR event categorization is
graphically depicted in Fig. 4.18.

Figure 4.18: Graphical representation of the event categorization in the dif-
ferent SRs of the analysis.

An HT > 100GeV requirement is applied to all of the SRs as a con-
sequence of the event selection at the trigger level. This requirement also
suppresses background process with low hadronic activity. Furthermore, for
the signal processes, no final state radiation can be produced with high mo-
mentum: In fact, photons or gluons cannot be radiated from the LSPs, which
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are neutral and not strongly interacting, while the intermediate SM particles
produced have low available energy in their decay to begin with. As a re-
sult, only initial state radiation can be responsible for large amounts of HT
required in the event selection. Imposing the requirement of “tight lepton
veto” [115] identification criteria for the leading jet, which removes jets from
calorimetric noise and from misreconstructed leptons, in combination with
the HT requirement, becomes equivalent with the requirement of an ISR jet,
which boosts the final state objects and induces large enough amounts of
MET to capture events by the trigger paths available. The tight identifica-
tion criterion for the leading jet is only applied in the 2ℓ SRs of the analysis,
while it is removed in the 3ℓ SRs to enhance the low event yield of those
regions. In the dilepton SR selection, the relation 2/3 < p miss

T /HT < 1.4
is additionally required, since it retains the ISR boosted events from signal
processes, while significantly reduces the contribution from QCD multijet
events.

The event selection is also tailored to reject the main reducible back-
ground processes of the analysis: To reject the majority of the tt̄ background,
a veto for b-tagged jets with pT > 25GeV, identified by the DeepCSV al-
gorithm, is applied. It is worth mentioning that the low pT bound of this
veto still allows for processes with soft bottom quarks in the final state, such
as the ones of the stop production models of Fig. 4.5. The contribution of
the tt̄ process along with that of other diboson processes, most importantly
the WW process, are reduced by imposing an upper bound on the transverse
mass of the each of the leptons and the p miss

T of the event at the scale of
the mass of the W boson, i.e. MT(ℓ, p

miss
T ) < 70GeV. However, this specific

requirement is removed for the 2ℓ-Stop SRs in order to maintain a high sig-
nal acceptance, as well as for the 3ℓ-EWK SRs, where the aforementioned
process are negligible.

The suppression of the DY process is achieved by the approximate recon-
struction of the mass of the intermediate Z boson [117]. The Z boson decays
to electrons or muons produce no invisible particles. Therefore, DY events
with leptonic final states via these decay modes contain only instrumental
p miss

T , which is rarely enough to pass the MET thresholds of the analysis
event selection. As a result, the Z boson decay mode that mostly contributes
to the background of this analysis is the Z → ττ → eeνeνe/µµνµνµ ντντ ,
which contains real p miss

T due to the presence of the neutrinos. Moreover, the
ISR jet boosts the Z boson, causing the momentum directions of the neu-
trinos to be approximately the same as the ones of the final leptons. Under
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this assumption and the assumption that the p miss
T of the event is predom-

inantly due to the neutrinos, the momenta of the final leptons are rescaled
against the hadronic recoil of the Z boson and then combined with the com-
ponents of the p miss

T along their directions to estimate the momentum of the
τ leptons. The momenta of the two τ leptons are subsequently added to ap-
proximate the momentum of the initial Z boson and the mass of the latter,
Mττ , is computed. Due to long tails in the Mττ distribution, the large range
0 < Mττ < 160GeV usually signifies a DY event and it is vetoed from the SR
event selection. The invalidity of either of the aforementioned assumptions,
which is typically an evidence against the presence of a DY process, leads
to unphysical values of the Mττ , either very large ones, > 160GeV, or even
negative ones, which are a consequence of the final leptons changing direction
during the momentum rescaling procedure. Since the DY process leads to
dilepton final states, the Mττ veto is not applied in the 3ℓ-EWK SRs.

The event selection of the analysis is summarized in Table 4.8.

Variable 2ℓ-EWK 2ℓ-Stop 3ℓ-EWK
Low-MET Higher-MET Low-MET Higher-MET Low-MET Higher-MET

Tight ID Nlep 2 2 3
1 lepton pair OSµµ OSSF OSµµ OS OSµµ OSSF
p miss,corr

T [GeV] > 125 > 125 > 125
p miss

T [GeV] > 125 — > 125 — > 125 —
Mmin

SFOS(ℓℓ) [GeV] (4, 50) (1, 50) (4, 50) (1, 50) (4, 50) (1, 50)
Mmin

SFOS(ℓℓ) veto [GeV] (3, 3.2) and (9, 10.5) (3, 3.2) and (9, 10.5) (3, 3.2) and (9, 10.5)
Mmax

SFAS(ℓℓ) [GeV] — — < 60 —
∆R(ℓℓ) — > 0.3 — > 0.3 — > 0.3
pT (ℓ1) [GeV] for e(µ) (5, 30) (5(3.5), 30) (5, 30) (5(3.5), 30) (5, 30) (5(3.5), 30)
pT (ℓ2) [GeV] for e(µ) (5, 30) (5(3.5), 30) (5, 30) (5(3.5), 30) (5, 30) (5(3.5), 30)
pT (ℓ3) [GeV] for e(µ) — — (5, 30) (5(3.5), 30)
pT(ℓℓ) [GeV] > 3 > 3 —
HT [GeV] > 100 > 100 > 100
p miss

T /HT (2/3, 1.4) (2/3, 1.4) —
Leading jet “tight lepton veto” ✓ ✓ —
Nb(pT > 25GeV) = 0 = 0 = 0
MT(ℓ, p

miss
T ) [GeV] < 70 — —

Mττ [GeV] veto (0, 160) veto (0, 160) —

Table 4.8: List of all the event selection criteria of the analysis SRs. The
label “Low-MET” refers to the low-MET bin, while the label “Higher-MET”
refers collectively to the med-, high- and ultra-MET bins.
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4.4 Background Estimation
The SM processes that contribute to the background of this analysis can be
split into two major categories:

• The nonprompt background collectively includes SM processes that
contain at least one lepton coming from a jet misidentified as a lepton
or from a semileptonic decay of a heavy flavor quark. It is the most
important background of the analysis. The dominant SM processes
that contribute to it are the W+jets process in the 2ℓ SRs, where at
least one of the jets is misidentified as a lepton, and the tt̄ process
for the 3ℓ SRs, where at least one of the bottom quarks decays into a
lepton.

• The prompt background processes include all the SM processes leading
to final states with two genuine leptons. The most dominant prompt
backgrounds are the dileptonic tt̄ and DY processes in the 2ℓ SRs and
the fully leptonic final state of the WZ process in the 3ℓ SRs. Other
diboson processes, i.e. the WW, the ZZ and the partially leptonic WZ
ones, comprise the VV background of the analysis. Finally, there is a
small contribution of SM processes with very low cross section, such as
triboson processes or W, Z or H boson production in association with
top quarks. These minor contributions are referred to as “Rare”.

The general strategy for the background estimation is different depending
on the nature of the background process and the significance of its contribu-
tion. The non-prompt background is typically not well-modeled in the simu-
lation and, therefore, is estimated by a data-driven (DD) method, described
in Sec. 4.4.1. The distribution shape of the major prompt SM processes, i.e.
tt̄, DY and fully leptonic WZ, is taken from simulation, while their normal-
ization is corrected with DD scale factors. The details for the estimation of
each process are given in Secs. 4.4.2, 4.4.3 and 4.4.4, respectively. Finally,
the minor contributions from VV and Rare processes are taken purely from
simulation and are discussed in Secs. 4.4.5 and 4.4.6, respectively.

The evaluation of the modeling of each of the major background processes
is performed in specially designed control regions (CRs). These control re-
gions are orthogonal to the SR selection with the inversion of at least one SR
requirement and are enriched in the SM process under study. The same-sign
(SS) CR is designed for the nonprompt background, the tt̄ CR for the tt̄
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process, the DY CR for the DY process and the WZ enriched region (ER) for
the fully leptonic WZ process. One more region, denoted as VV validation
region (VR), is used for checking the data and simulation agreement and is
enriched in processes with dibosons in the final state.

The event categorization in the CRs follows the one of the EWK SRs.
Events are split into two MET bins:

• Low-MET bin: p miss
T > 125GeV and 125 < p miss,corr

T ≤ 200GeV

• High-MET bin: p miss,corr
T > 200GeV.

Depending on the number of leptons in the final state (3 for the WZ ER, 2
otherwise), the CR events are also divided in bins of Mmin

SFOS(ℓℓ) or M(ℓℓ),
respectively, with the exactly the same binning as the SRs. The event se-
lection for each CR is similar with the one presented in Table 4.8 with the
modifications mentioned in Table 4.9 and discussed further in the following
subsections.

Region Modified selection criteria

SS(2ℓ) CR SS lepton pair
No requirement on MT(ℓ, p

miss
T )

tt̄(2ℓ) CR
Nb(pT > 25GeV) > 0

No requirement on MT(ℓ, p
miss

T )
No upper bound on pT(ℓ)

DY(2ℓ) CR 0 < Mττ < 160GeV
No upper bound on pT(ℓ)

WZ(3ℓ) ER

No upper bound on Mmin
SFOS(ℓℓ)

No Mmax
SFAS(ℓℓ) requirement
pT(ℓ1) > 30GeV

pT(ℓ2,3) > 10(15)GeV (for e in high-MET bin)
At least one µ with pT > 20GeV in low-MET bin

VV(2ℓ) VR
MT(ℓi, p

miss
T ) > 90GeV

No MT(ℓ, p
miss

T ) requirement
No upper bound on pT(ℓ)

Table 4.9: Summary of the modifications to the SR event selection criteria
for the control, enriched and validation regions of the analysis.
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4.4.1 Nonprompt Background
The nonprompt background, which is the dominant background of the anal-
ysis, is estimated with the “tight-to-loose” method, introduced in Ref. [118].
The method, along with modifications designed especially for this search, is
explained in the following paragraphs.

The goal of the method is to estimate the number of events with both
leptons passing the tight ID of the analysis, while, in reality, at least one of
the leptons is nonprompt. To this end, the probability of a prompt lepton
and of a nonprompt lepton to pass the tight ID of the analysis given that
they have passed the analysis loose ID, called prompt rate (PR) and fake
rate (FR) respectively, are computed. In the following, we denote as NTT,
NTL, NLT and NLL the number of events with two tight ID leptons, with
one tight ID lepton and one loose-not-tight ID lepton (two cases depending
on whether it is the leading or the subleading lepton the tight one) and
with two loose-not-tight ID leptons respectively. We also denote as NPP,
NPN, NNP and NNN the number of events with two prompt leptons, with one
prompt lepton and one nonprompt lepton (two cases as above) and with two
nonprompt leptons respectively. With these definitions, the following system
of equations is formed, relating the ID of the leptons with their promptness:


NTT

NTL

NLT

NLL

 =


PR1PR2 PR1FR2 FR1PR2 FR1FR2

PR1(1− PR2) PR1(1− FR2) FR1(1− PR2) FR1(1− FR2)
(1− PR1)PR2 (1− PR1)FR2 (1− FR1)PR2 (1− FR1)FR2

(1− PR1)(1− PR2) (1− PR1)(1− FR2) (1− FR1)(1− PR2) (1− FR1)(1− FR2)



NPP

NPN

NNP

NNN


(4.6)

Eq. 4.6 and the discussion below target the case of two leptons in the
final state. The logic can be naturally extended to the case of three final
state leptons. Nevertheless, the solution becomes arduously complicated and
its detailed presentation is beyond the scope of this thesis.

The first of equations 4.14 yields the number of events with two tight
ID leptons in SR, NTT = f(NPP , NPN , NNP , NNN). However, the number of
events with two prompt leptons, NPP , is taken into account in the prompt
background processes of the analysis, so they are removed from the non-
prompt background estimation. Hence:

Nnonprompt
TT = PR1FR2NPN + FR1PR2NNP + FR1FR2NNN (4.7)

However, the promptness of the leptons in the data cannot be known, so
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NTT must be expressed in terms of whether the leptons pass or fail the tight
ID of the analysis, i.e. NTT = f(NTL, NLT , NLL). This is achieved by solving
the rest of equations 4.14 to yield NPN , NNP and NNN as a function of NTT ,
NTL, NLT and NLL. The final result is:

Nnonprompt
TT = WTT ∗NTT +WTL ∗NTL +WLT ∗NLT +WLL ∗NLL (4.8)

WTT =
−PR1FR2(1− FR1)(1− PR2)− FR1PR2(1− PR1)(1− FR2) + (1− PR1)(1− PR2)FR1FR2

(PR1− FR1)(PR2 − FR2)

WTL =
PR1FR2PR2(1− FR1)

(PR1 − FR1)(PR2 − FR2)

WLT =
PR1FR1PR2(1− FR2)

(PR1 − FR1)(PR2 − FR2)

WLL =
−PR1PR2FR1FR2

(PR1 − FR1)(PR2 − FR2)

(4.9)
This and the next paragraphs are dedicated to the explanation of the

measurement of the PR, the FR and the number of events with at least one
loose-not-tight lepton. The PR is defined as the number of prompt leptons
passing the analysis tight ID divided by the total number of prompt leptons
that have passed the loose ID of the analysis. It is computed from simulation
in a mixture of events with prompt leptons originating from Z or W bosons
or from τ leptons, as the prompt background processes of the analysis. The
measurement is performed separately for muons and electrons in bins of pT
and η. While the pT binning is common for all leptons, the η bins are different
for muons ([0, 1.2] for the barrel bin and [1.2, 2.4] for the endcap bin) and
electrons ([0, 1.5] for the barrel bin and [1.5, 2.5] the endcap bin). Fig. 4.19
the PR separately for the η bins of muons and electrons and for different
years overlaid.

The FR is measured as a function of the lepton pT and η in a region
enriched in nonprompt leptons, called measurement region (MR). For the
FR measurement of muons, single muon trigger paths are used. The mea-
surement for pT greater than 10GeV is performed with a trigger path cap-
turing events with at least, one not necessarily isolated, muon with online
pT > 8GeV (HLT_Mu8), while the measurement below 10GeV uses events
with at least one, not necessarily isolated, muon in combination with a jet
with online pT > 40GeV, so that the muon online pT threshold is reduced to
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Figure 4.19: The PR of muons (upper row) and electrons (lower row) in the
barrel (left) and endcap (right) for 2016 (black line), 2017 (red line) and 2018
(blue line), as a function of the lepton pT.

3GeV (HLT_Mu3_PFJet40). The MR for electrons utilizes a combination of
trigger paths requiring at least one jet with variable pT threshold for differ-
ent years (HLT_PFJet25 for 2018 and HLT_PFJet40 for 2016 and 2017). On
account of the trigger selections, the MR is defined with slight differences for
muons and electrons. Event of the MR are selected if they contain exactly
one jet with pT greater than 50GeV for muons and 30(40)GeV for electrons
in 2018(2016 and 2017). The enrichment in nonprompt leptons is achieved
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by requiring exactly one of loose-not-tight ID lepton, which is separated by
the jet with a ∆R > 0.7.

As a result of the MR selection, the MRs for both muons and electrons are
dominated by QCD events, in which the FR should be measured. However,
there is also a nonnegligible contamination from events with prompt leptons,
such as W+jets and, to lower extent, Z+jets, that need to be subtracted.
A useful handle to discriminate the QCD from the EW processes is the
MT(ℓ, p

miss
T ) variable:

MT(ℓ, p
miss

T ) =
√
2× pT(ℓ)p

miss
T (1− cos∆ϕ(ℓ, p miss

T )) (4.10)

However, the MT(ℓ, p
miss

T ) is correlated with the lepton pT. At the same
time, the FR is also a function of the lepton pT. To reduce the correlation
between the MT(ℓ, p

miss
T ) selection for subtracting the EW processes and the

FR, which could introduce nontrivial bias in the measurement of the latter,
a modified definition of MT(ℓ, p

miss
T ). The modified variable, Mfix

T (ℓ, p miss
T ),

removes the explicit dependence on pT(ℓ) by using the most probable pT
value of a lepton coming from a W boson decay:

Mfix
T (ℓ, p miss

T ) =
√

2× 35× p miss
T (1− cos∆ϕ(ℓ, p miss

T )) (4.11)

The Mfix
T (ℓ, p miss

T ) distributions for the different processes contributing to
the MR for muons in 2018 is shown in Fig. 4.20.

Three different methods are used for the subtraction of EW processes
and the FR measurement in data.The first method (“cut & sub”) involves
selecting only the events with Mfix

T (ℓ, p miss
T ) < 20GeV. This phase space has

a very high purity in QCD events (> 90%) and the residual EW processes are
subtracted using the estimation from simulation. The FR is then calculated
with the formula:

FR(pT, η) =
Events with nonprompt lepton passing the analysis tight ID
Events with nonprompt lepton passing the analysis loose ID

(4.12)
The second method (“unfolded”) exploits both the low and high range of

Mfix
T (ℓ, p miss

T ). The range of small (S) values, 0 < Mfix
T (ℓ, p miss

T ) < 20GeV,
drives the calculation of the FR, contributing to it a term FRS. However,
the subtraction of the EW contribution is now performed by utilizing the
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Figure 4.20: Overlaid Mfix
T (ℓ, p miss

T ) distributions for the different processes
of the MR for muons in 2018.

range of large (L) values, 70 < Mfix
T (ℓ, p miss

T ) < 120GeV, which is rich in EW
processes. The FR in this range, denoted as FRL, is subtracted from FRS,
after it has been weighted with the relative S to L EW simulation yields
(Nprompt MC), corrected by the data (Ndata

S ). Putting everything together,
the FR in this method is calculated by the formula:

FR(pT, η) =
FRS − FRL × r

1− r
, with r =

Nprompt MC
S /Nprompt MC

L

Ndata
S /Ndata

L

(4.13)

The third method (“sim. fit”) takes into account the Mfix
T (ℓ, p miss

T ) distri-
bution as a whole. The measurement of the FR is achieved by simultaneously
fitting the Mfix

T (ℓ, p miss
T ) distribution of events with leptons passing the anal-

ysis tight ID (numerator of Eq. 4.12) and failing the analysis tight ID but
passing the loose ID (denominator of Eq. 4.12 excluding the numerator).
This method takes advantage of the QCD and EW templates from simu-
lation. The fits are performed in bins of lepton pT and η and the FR is
calculated after the fits with Eq. 4.12.

The three different methods yield similar FR results within their uncer-
tainties, as shown in Figs. B.1-B.3 of Appx. B. The final FR used in the
analysis is the weighted average of the FR calculated on data with the meth-
ods mentioned above, while its uncertainty is given by the envelope of the FR
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uncertainties of the three methods. The results of the FR measurement for
muons and electrons in the different η bins is shown as a function of the lep-
ton pT in Figs. 4.21–4.23. The MC simulation FR measurements are shown
as a reference and only the DD FR measurements are used in the analysis.

As already mentioned, the main sources of nonprompt background in the
SRs are the W+jets and the tt̄ processes. The FR measured in the MR can
depend on the flavor composition of the QCD events selected. Consequently,
flavor-dependent differences in the measurement of the FR can potentially
bias the nonprompt estimation of the different processes in the SRs. To
minimize this effect, the analysis loose-not-tight ID, introduced in Secs. 4.3.1
and 4.3.2 for muons and electrons respectively, has been specifically tuned
to harmonize the behavior of the FR for leptons originating from different
flavor quarks. The results of this minimization are presented in Figs. B.4-B.6
and show good agreement between leptons coming from different quark flavor
decays.

Another potential source of bias in the nonprompt background estima-
tion method is dependence on the pT of the mother quark of the lepton. The
reason for this is that the mother quark pT spectrum can be different in the
QCD events of the MR and the nonprompt W+jets and tt̄ events of the SRs.
To reduce the mother quark pT dependence, the hyperbolic Isoabs require-
ment, mentioned in Table 4.5 and 4.6 for muons and electrons respectively,
was found to be the optimal choice, since it ensures approximately constant
energy in the lepton isolation cones.

The final ingredient for the tight-to-loose is the number of events with at
least one loose-not-tight lepton. These events are taken from regions, called
application regions (ARs), with the same selection as the SRs, but with the
requirement of at least one loose-not-tight lepton replacing the requirement
of 2(3) tight ID leptons applied to the 2ℓ(3ℓ) SRs. This change enriches
the ARs in nonprompt background. More specifically, the numbers for NTL,
NLT and NLL are taken from mutually exclusively subsets of data events that
comprise the ARs, called AR sidebands, with only the leading lepton passing
the loose-not-tight ID, only the subleading lepton passing the loose-not-tight
ID and both leptons passing the loose-not-tight ID respectively. The NTT is
taken from the data events of the SRs. To this end, the ARs follow the same
binning strategy as the SRs of the analysis. The DD tight-to-loose method
takes all of the inputs described above and uses Eqs. 4.8 and 4.9 to estimate
the nonprompt background in the SRs, separately for each year.

Even though the nonprompt background estimation is performed for each
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Figure 4.21: The FR of muons (upper row) and electrons (lower row) in the
barrel (left) and endcap (right) for 2016, as a function of the lepton pT.
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Figure 4.22: The FR of muons (upper row) and electrons (lower row) in the
barrel (left) and endcap (right) for 2017, as a function of the lepton pT.
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Figure 4.23: The FR of muons (upper row) and electrons (lower row) in the
barrel (left) and endcap (right) for 2018, as a function of the lepton pT.
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year separately, Figs. 4.24, 4.25 and 4.26 show the year-inclusive ARs cor-
responding to the 2ℓ-EWK, the 3ℓ-EWK and the 2ℓ-Stop SRs respectively,
in order to showcase their general features. A first observation is that a
data-simulation disagreement is evident in the low-MET bin of the 2ℓ ARs.
This disagreement, which progressively vanishes in the higher-MET bins, is
attributed to the the absence of QCD simulation. The reason for the omis-
sion of the QCD simulation in the ARs is that it would require an extremely
large number, O(109), of QCD simulation events to get the necessary yield
in the phase space that this analysis probes. However, such a computational
investment is not essential, since the DD tight-to-loose method only uses the
data of the ARs and does not rely at all on information from the simulation.

The higher-MET bins of the 2ℓ SRs show good agreement between data
and simulation, since the requirement for p miss,corr

T > 200GeV significantly
reduces the QCD contribution. However, especially in the high- and ultra-
MET bins, the yield in the ARs is small and becomes even smaller when each
AR is split in its sidebands for the application of the tight-to-loose method.
As a consequence, the purely DD nonprompt background estimation becomes
sensitive to statistical fluctuations in the data. To add to that, Eq. 4.9 implies
that upward fluctuations in NLL, alone or in combination with downward
fluctuations in NTL and NLT , could lead to a negative yield estimation, since
WLL has a negative contribution.

To resolve the low-yield issue in the higher-MET SRs of the analysis,
a modification of the tight-to-loose method is implemented. Since a good
agreement between data and simulation is observed in those AR MET bins,
information from the simulation can be exploited. More specifically, the
modified tight-to-loose method, called semi-DD method, makes the most out
of the simulation, which has better statistical accuracy than the data in those
regions, by employing it to model the nonprompt background shape. The
data are still used to fix the nonprompt background normalization and for
the calculation of the FR. As a result, the semi-DD method combines the
robustness and reliability of the data in essential parts of the nonprompt
background estimation, while taking advantage of the simulation to reduce
statistical fluctuations.

In the case of the semi-DD method, the extra information that is present
in the simulation is utilized to simplify the Eq. 4.6 and, consequently, also
Eqs. 4.8 and 4.9. The simulation provides details about the promptness of
the leptons, hence the PR of the leptons can be set to unity, yielding:
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Figure 4.24: The uncorrected MC distribution of the M(ℓℓ) variable is shown
for the ARs corresponding to the 2ℓ-EWK SRs with the full Run 2 yields
combined in the low-MET (upper left), medium-MET (upper right), high-
MET (lower left) and ultra-MET (lower right) bin. The uncertainty band
includes only the statistical component.
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Figure 4.25: The uncorrected MC distribution of the Mmin
SFOS(ℓℓ) variable is

shown for the ARs corresponding to the 3ℓ-EWK SRs with the full Run
2 yields combined in the low-MET (left) and high-MET (right) bin. The
uncertainty band includes only the statistical component.
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Figure 4.26: The uncorrected MC distribution of the pT(ℓ1) variable is shown
for the ARs corresponding to the 2ℓ-Stop SRs with the full Run 2 yields
combined in the low-MET (upper left), medium-MET (upper right), high-
MET (lower left) and ultra-MET (lower right) bin. The uncertainty band
includes only the statistical component.
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
NTT

NTL

NLT

NLL

 =


1 FR2 FR1 FR1FR2

0 (1− FR2) 0 FR1(1− FR2)
0 0 (1− FR1) (1− FR1)FR2

0 0 0 (1− FR1)(1− FR2)



NPP

NPN

NNP

NNN


(4.14)

Eq. 4.8 still holds with:

WTT = 0

WTL =
FR2

(1− FR2)

WLT =
FR1

(1− FR1)

WLL =
−FR1FR2

(1− FR1)(1− FR2)

(4.15)

As in the case of the DD tight-to-loose method, NTL, NLT and NLL are
computed from the AR sidebands. However, in the semi-DD method, the
MC templates of the processes with nonprompt leptons of each AR sideband
(1 loose-not-tight, 2 loose-not-tight or 3 loose-not-tight, in the 3ℓ case) are
first normalized to the AR data with SFs, called “semi-DD SFs”, that are
computed as follows:

Semi-DD SF =
AR Data − AR Prompt MC

AR Nonprompt MC (4.16)

The events of normalized-to-data MC templates are then weighted with
the proper FR combinations, as dictated by the weights of Eq. 4.15. The
resulting nonprompt background estimation is free of large scale statistical
fluctuations in most MET bins. Extra systematic uncertainties are applied
to account potential mismodeling in the simulation shape.

Nevertheless, a low simulation yield is still observed for the medium-,
high- and ultra-MET bins of the 2ℓ-EWK ARs. To mitigate this effect, for
those regions only, the shape of the addition of the yields of those MET bins
is used. After the MC shape of the merged medium+high+ultra MET bins
has been extracted, the template is normalized to the yields of each respective
MET bin, before the FR weights are applied. This is done by the so-called
“semi-DD rate factors (RF)”, which are calculated by:
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Semi-DD RF =
AR Nonprompt MC in individual MET bin

AR Nonprompt MC in merged MET bin (4.17)

With this supplementary step, the statistical uncertainties in all three
of medium-, high- and ultra-MET bins shrink significantly. Any possible
differences in the MC shape among the different MET bins is considered by
an additional systematic uncertainty for those bins.

To summarize, the DD tight-to-loose method is utilized for the nonprompt
background estimation in the low-MET 2ℓ SRs and all of the CRs, except the
SS CR, of the analysis. The semi-DD method, a modification to the original
method, exploiting information from the simulation, is implemented in the
3ℓ and the higher-MET bins of 2ℓ SRs, as well as the SS CR.

As a check for the compatibility of the FR measured in the MR with the
expected SR estimation of nonprompt events, a “closure test” is performed.
For this test, the dominant sources of the nonprompt background in the
SRs, W+jets and tt̄, are taken from simulation and are compared to the FR
weighted W+jets and tt̄ simulation events of the ARs. The outcome of the
closure is shown in Fig. 4.27, where the nonprompt simulation events of the
SRs are labeled as “Fakes”, while the FR weighted simulation events of the
ARs are labeled as “FR QCD MC Fakes”. The two estimates agree within
their statistical uncertainties. Potential differences are taken into account in
the systematic uncertainties of the analysis.

A specially designed CR is also used to evaluate the nonprompt back-
ground modeling. The SS CR follows the event selection of the 2ℓ-Stop SRs
but requires that the two leptons are of the same charge, instead of opposite.
Given that processes leading to dilepton final states with same-sign leptons
are very rare in the SM, the SS CR is enriched in nonprompt background.
It is defined only for p miss,corr

T > 200GeV, due to the double-µ+MET trigger
path requirement for opposite-sign muons. The uncorrected M(ℓℓ) distribu-
tion of the SS CR, taken purely from simulation, is shown in Fig. 4.28. DD
SF are extracted to correct the SS CR simulation through a simultaneous
maximum likelihood fit of multiple regions of the analysis, which is described
in great detail in Sec. 4.6.
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Figure 4.27: The result of the nonprompt background estimation method
closure test in 2016 (left), 2017 (middle) and 2018 (right). The comparison
between the nonprompt simulation events of the SRs (“Fakes”) and the FR
weighted simulation events of the ARs (“FR QCD MC Fakes”) is shown, as
a function of the M(ℓℓ) variable.

4.4.2 tt̄ Process
The tt̄ events where the two W bosons, coming from t → bW process, decay
leptonically can lead to final states that are very similar to those of the SUSY
signal models probed in this search. However, due to the presence of two bot-
tom quarks in the final state, the contribution of the tt̄ process in the SRs is
effectively reduced by the b jet veto applied there. The MT(ℓ, p

miss
T ) upper

bound also helps towards this direction. As a result of the SR selection, an
orthogonal CR dominated by tt̄ events, denoted as “tt̄ CR”, can be con-
structed by inverting the b jet veto, hence requiring Nb(pT > 25GeV) ≥ 1.
The tt̄ CR is further enriched by removing the MT(ℓ, p

miss
T ) requirement and

the upper bound on lepton pT. This selection leads to a high purity of tt̄
events in the tt̄ CR, reaching ∼ 90% and ∼ 78% in the low-MET and high-
MET bin, respectively, for each year. The uncorrected M(ℓℓ) distributions
of the tt̄ CR, taken purely from simulation, is shown in Fig. 4.29 for the
different MET bins. The normalization of the distribution in each MET bin
and each year of the tt̄ CR is separately corrected by DD SF determined by
the simultaneous maximum likelihood fit. These SFs range from 0.9–1.1 and
0.8–1.2 in the low- and high-MET bins for different years.
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Figure 4.28: The uncorrected MC distribution of the M(ℓℓ) variable is shown
for the SS CR with the full Run 2 yields combined. The uncertainty band
includes only the statistical component.

4.4.3 DY Process
The main handle for suppressing the DY process contributing to the analysis
SM background via the Z → ττ decay is the Mττ variable, defined and
explained in Sec. 4.3.4. The inversion of this SR requirement of this variable,
imposing 0 < Mττ < 160GeV, is sufficient to construct an orthogonal to the
SRs and DY enriched region, denoted as “DY CR”. To allow for more yields
in the DY CRs, the upper bound on lepton pT is also removed. The purity
in DY events in these regions is ∼ 70% in both low- and high-MET bins
for each year. The uncorrected M(ℓℓ) distributions of the DY CR, taken
purely from simulation, is shown in Fig. 4.30 for the different MET bins.
The DD normalization SFs for the DY CRs, computed in the same way as
the ones for the tt̄ CRs, are in the range 1.2–1.7 and 1.2–1.4 in the low- and
high-MET bins for different years. The high SFs of the DY CR, especially in
the low-MET bin, originate from the fact that the instrumental MET, which
plays an important role in DY events, is not well-modeled in simulation and,
hence, a more significant correction is needed to harmonize it with the data.
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Figure 4.29: The uncorrected MC distribution of the M(ℓℓ) variable is shown
for the low-MET (left) and high-MET (right) bins of the tt̄ CR with the full
Run 2 yields combined. The uncertainty band includes only the statistical
component.

4.4.4 Fully Leptonic WZ Process
Given that the WZ process with a fully leptonic final state is the dominant
prompt background for the 3ℓ SRs, it is critical that its contribution is kept
under control by the exclusion of the Z boson mass window from the MSF(ℓℓ)
distribution. By removing the upper bounds on Mmin

SFOS(ℓℓ) and Mmax
SFAS(ℓℓ),

a region enriched in fully leptonic WZ events can be obtained, denoted as
“WZ ER”. The orthogonality with the SRs is ensured by inverting the upper
bound of pT(ℓ1), requiring it to be greater than 30GeV. The lepton bounds
for the subleading and trailing leptons are also modified to increase the purity
of the WZ ER, achieving purities as high as ∼ 80% and ∼ 90% in the low-
MET and high-MET bins respectively. Due to the online requirement of the
double-µ+MET trigger path for MSF(ℓℓ) < 56GeV, the complimentary pure
double-µ trigger paths, for which such a selection is not applied, are used in
the low-MET bin of the WZ ER.

Due to the presence of nonnegligible signal yield in the low Mmin
SFOS(ℓℓ) bins
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Figure 4.30: The uncorrected MC distribution of the M(ℓℓ) variable is shown
for the low-MET (left) and high-MET (right) bins of the DY CR with the full
Run 2 yields combined. The uncertainty band includes only the statistical
component.

of the WZ ER, especially for masspoints with ∆m > 30GeV, the WZ ER
is divided in two subregions: The “WZ-like selection SR”, for Mmin

SFOS(ℓℓ) <
30GeV and the “WZ CR” for Mmin

SFOS(ℓℓ) > 30GeV. The uncorrected M(ℓℓ)
distributions of the WZ ER, which are taken purely from simulation and are
presented in Fig. 4.31 for the different MET bins, are corrected with DD
SFs, similarly to the other prompt CRs. These SFs generally vary from 0.6
to 0.8, depending on the MET bin and the year, and are lower than unity
due to overestimation of the WZ normalization by the simulation using the
powheg generator with the Mmin

SFOS(ℓℓ) variable reaching down to 0.1GeV.

4.4.5 Other Diboson Processes
As already mentioned, diboson processes other than the fully leptonic WZ
one, that is the WW, the ZZ and the partially leptonic WZ processes, are
collectively labeled as VV. These processes constitute a subleading prompt
background for the analysis and their contribution is estimated from simu-
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Figure 4.31: The uncorrected MC distribution of the M(ℓℓ) variable is shown
for the low-MET (left) and high-MET (right) bins of the fully leptonic WZ
ER with the full Run 2 yields combined. The uncertainty band includes only
the statistical component.

lation. To validate the proper modeling of the VV processes in the simu-
lation, a specially designed VR, denoted as “VV VR”, is used. This region
is constructed orthogonal to the SRs by the inverting the leading lepton
pT and the MT(ℓ, p

miss
T ) requirements, i.e. imposing pT(ℓ1) > 30GeV and

MT(ℓ, p
miss

T ) > 90GeV respectively. The purely simulated M(ℓℓ) distribu-
tions of the VV VR are given in Fig. 4.32 for the different MET bins. As
expected, the VV VR is dominated by the tt̄ process, due to the presence of
two W bosons in its final state, and the VV processes. A very good agreement
is observed between the data and the MC simulation.

4.4.6 Rare Processes
A small percentage of the background of the analysis is due SM processes with
low production cross sections, leading to dilepton or trilepton final states. Ex-
amples of such processes are the tV, the ttV or the VVV processes, which are
grouped together as a single background category, referred to as “Rare”. Due
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Figure 4.32: The uncorrected MC distribution of the M(ℓℓ) variable is shown
for the low-MET (left) and high-MET (right) bins of the VV VR with the full
Run 2 yields combined. The uncertainty band includes only the statistical
component.

to their minor contribution, the yield for these processes are taken directly
from simulation.

4.5 Systematic Uncertainties
Every measurement performed and used in this search is accompanied by
its respective uncertainty. These uncertainties are split into two compo-
nents: The component related to the statistical precision of a measurement
is referred to as “statistical uncertainty”. The component associated to the
experimental nature of the measurements, e.g. to detector effects, or to the
precision of the signal and background simulation is denoted as “systematic
uncertainty”. Even though the statistical uncertainty is usually the most
significant component in this analysis, due to the low yield in the majority
of the SRs, systematic uncertainties need to be carefully taken into account,
as they can also have an important impact on the final result in some cases.
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This section is dedicated to explaining how the systematic uncertainties are
estimated and to presenting their effect on each process, after they have
been refined by the simultaneous maximum likelihood fit (post-fit effect),
described in Sec. 4.6.

Possible mismodeling of the online selection in the simulation is taken
into account by assigning a dedicated trigger uncertainty on the MC sam-
ples. This is done separately for the regions with different number of leptons
(2ℓ or 3ℓ) and for each year, since the lepton reconstruction at the HLT as well
as the PU profile that drive the trigger performance are different in different
years. The uncertainty is also different for the FullSIM and FastSIM MC
samples, because the former include the trigger emulation, while the latter
do not. The trigger uncertainty arises from the statistical precision of sim-
ulated samples and the choice of functions used for the measurement of the
trigger efficiencies. More specifically, the systematic uncertainty assigned for
each muon in the low-MET bins of the analysis, where the double-µ+MET
trigger path is used, is 2%. The low-MET bin of the WZ ER region is ex-
cluded from this per-muon trigger uncertainty, since it uses the pure double-µ
trigger paths that have a negligible muon uncertainty. The online require-
ment on the MET is applied in all the MET bins of the analysis. In the
range of p miss,corr

T where the efficiency of each trigger path has reached its
plateau, i.e. 150 < p miss,corr

T < 200GeV for the double-µ+MET trigger path
and p miss,corr

T > 250GeV for the pure p miss,corr
T trigger paths, a 2% trigger

uncertainty is assigned. Before reaching the plateau, the trigger efficiency
is more susceptible to fluctuations of the background MC samples and the
shape of the turn-on, therefore a higher uncertainty, 5%, is set for the ranges
125 < p miss,corr

T < 150GeV and 200 < p miss,corr
T < 250GeV. After the simul-

taneous maximum likelihood fit, the trigger uncertainty has an effect on the
final yield of the simulated samples that varies from 2% to 9%. The higher
percentage affects the regions of the analysis on the MET trigger turn-on.

A systematic uncertainty, denoted as “leptonic”, is used to consider data-
to-simulation differences in the tight ID selection requirements for leptons.
The leptonic uncertainties are applied to each lepton separately, as a function
of lepton flavor (µ or electron), pT and η (barrel or endcap). They are
measured simultaneously with the lepton efficiencies presented in Secs. 4.3.1
and 4.3.2 and correspond to the error bars in Figs. 4.9, 4.11, 4.13 and 4.15. As
in the case of the trigger uncertainties, the source of the leptonic uncertainties
are the statistical uncertainty and the modeling functions of the simulated
samples used in the lepton efficiency measurements. The post-fit effect of
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the leptonic uncertainties is as low as 2% for high pT leptons and reaching
up 9% for low pT leptons.

The JECs (Sec. 3.4.7) applied in the analysis come with their own sys-
tematic uncertainties that can classified in four general categories [65]: PU
offset uncertainties are associated with the mismodeling of the PU in the
simulation. The calibration uncertainties vs. pT and η account for potential
data-to-simulation differences of the JECs in different regions of the energy
spectrum and different regions of the detector respectively. The jet-flavor
response uncertainties are estimated in simulation to consider the dissimi-
larity between the samples that are used to compute the JECs and those
that the JECs are applied on. All the JEC-related uncertainties are grouped
together, considered correlated across the years and are applied to the simu-
lated samples of the analysis, separately for FullSIM and FastSIM ones. The
post-fit effect of the JEC uncertainty is between 1 and 10%.

The presence of either a b tag requirement or a b tag veto in all regions of
the analysis introduces uncertainties connected to the b tagging efficiencies of
the DeepCSV algorithm (Sec. 3.4.7). These uncertainties are related to the
composition of the light-flavor rich and heavy-flavor rich regions used for the
evaluation of the b tagging performance. The contamination of a region from
jets of other flavors and the statistical fluctuations of those regions are taken
into account. The uncertainties introduced in the b tagging efficiency due
to the JEC uncertainties are also considered. These b tagging systematic
uncertainties are applied separately for each source and, for FullSIM and
FastSIM samples and, are taken to be correlated across the years. Their
collective impact on the post-fit yields varies in the range 1–4%.

As already mentioned in Sec. 4.3.3, the simulated PU distribution is cor-
rected with DD weights, calculated by using the measured total inelastic cross
section. The uncertainty of this cross section is 4.6% [116] and it is propa-
gated to the PU weights applied to the analysis MC samples. This results
in a shape variation of the PU distribution, which is taken as a systematic
uncertainty. The post-fit effect of this uncertainty amounts to 1–2%.

The luminosity value for each Run 2 data set is measured centrally by
the CMS experiment, along with its associated uncertainty. The luminosity
systematic uncertainty for the 2016 [119], 2017 [120] and 2018 [121] data sets
are found to be 2.5%, 2.3% and 2.5% respectively and remain at these values
also after the simultaneous maximum likelihood fit.

Each dominant prompt background process (tt̄, DY, fully leptonic WZ)
is associated to a CR, which drives the calculation of the DD SFs, used to
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correct the normalization of each one of these processes, as mentioned in
Secs. 4.4.2, 4.4.3 and 4.4.4. Each SF is calculated separately for different
years and different CR MET bins, along with an uncertainty which is de-
termined by the simultaneous maximum likelihood fit and is related to the
data-to-simulation shape agreement and the statistical power of each CR.
The post-fit values of these uncertainties are ∼ 15% for the tt̄ process and
range between 15–35% for the DY process and between 12–27% for the fully
leptonic WZ process.

Each subleading prompt processes, i.e. the VV and the Rare processes,
which are estimated from simulation, are each assigned a single systematic
uncertainty correlated across all years and MET bins. Their systematic un-
certainty is set to 50% and remains at the same level post-fit, because there
is no high-purity and high-yield CR that can be constructed to further con-
strain the uncertainty of these processes.

There are multiple systematic uncertainties related to nonprompt back-
ground estimation. An overall normalization uncertainty, correlated across
the years, is applied to the nonprompt background. Its pre-fit value is esti-
mated by the maximum data-to-simulation disagreement seen in the closure
tests for the separate years (Fig. 4.27) and is set to 40%. The inclusion of the
nonprompt background-rich SS CR in the simultaneous maximum likelihood
fit constrains this uncertainty post-fit down to ∼5%.

As a result of the usage of the MC information in the semi-DD tight-to-
loose method, additional systematic uncertainties are considered. To account
for potential mismodeling in the shape of the MC distribution used in the
method, a shape uncertainty is applied to the pT(ℓ1) distribution for the 2ℓ-
Stop, separately for each year. In the case of the pT(ℓ1) distribution, the
pre-fit uncertainty is modeled as:

Unc (pT(ℓ1)) =

{
1.4

pT(ℓ1)−15

15 pT(ℓ1) ≤ 15GeV
max

(
1.4

pT(ℓ1)−15

15 , 1.2
)

pT(ℓ1) > 15GeV
(4.18)

for 2016 and 2017, while no such uncertainty is applied for 2018, since the
shape disagreements between data and simulation were found to be negli-
gible, i.e. within the statistical uncertainty. The functional form and the
parameters were chosen such that this uncertainty is interpreted as a linear
variation of the pT(ℓ1) distribution with a maximum value of 40% by the
simultaneous maximum likelihood fit. The max function is used to ensure
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a continuous dependency on the pT(ℓ1) while also constraining the maxi-
mum uncertainty value in the higher pT(ℓ1), where the shape discrepancies
are milder. The post-fit effect of this systematic uncertainty ends up being
∼8%.

The M(ℓℓ) or Mmin
SFOS(ℓℓ) shape agreement is better for the 2ℓ- and 3ℓ-

EWK SRs, generally dominated by statistical uncertainties, especially in the
latter regions. However, a systematic uncertainty is used in this case to
consider the M(ℓℓ) shape differences between the 2ℓ-EWK MET bins when
these are merged in the AR sidebands. This uncertainty is estimated as
follows: The M(ℓℓ) distribution in the medium-MET bin of the AR, which
has the most yields, is divided by the average distribution of the high- and
ultra-MET bins of the AR. The ratio is shown in Fig. 4.33 and is fitted with
a linear function of the form:

f(M(ℓℓ)) = p0 + p1(M(ℓℓ)−M(ℓℓ)) (4.19)
where p0 and p1 are the fit parameters and M(ℓℓ) is the weighted average
of the distribution, equal to 18.1GeV. This linear function parametrization
was specifically chosen to remove correlations between the fit parameters.

Figure 4.33: The ratio of the AR M(ℓℓ) distribution of the medium-MET
bin over the average of the high and ultra MET bins and a linear fit to the
points, modeled as described in the main text.

The fit results in a constant term c0 = p0 + p1M(ℓℓ) = 1.01 ± 0.15 and
a slope c1 = p1 = −0.004 ± 0.007. The compatibility of the constant term
with unity and of the slope with zero imply the compatibility of the M(ℓℓ)
shape across the different MET bins. The uncertainty on the slope is used
to estimate the maximum value of the uncertainty, which is found at the
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edge of the distribution and amounts to ∼ 20%. Similarly to Eq. 4.18, the
uncertainty:

Unc (M(ℓℓ)) = 1.2
M(ℓℓ)−25

25 (4.20)
is applied to the nonprompt background high- and ultra-MET bins of the
EWK SRs, separately for each year. The value of this systematic uncertainty
is reduced to ∼5% post-fit.

Additional uncertainties are applied on the signal samples: The uncer-
tainty with which the parton density functions have been calculated affect
the signal cross section and, as a result, the post-fit signal yields by 3.5–8.5%.
The effect of the variation of the renormalization and factorization scales on
the signal acceptance is also considered. These scales are varied up (×2) and
down (×0.5) their original value and the change in the shape of the signal
distributions leads to a post-fit uncertainty of ∼1%.

Furthermore, potential differences of the ISR modeling between data and
simulation can have a nonnegligible impact on the signal distributions. Due
to this, a dedicated set of pT-dependent correction factors is derived for 2016
to harmonize the data with the simulation shapes. The data-to-simulation
correction factors have been extracted from a region enriched with DY and
tt̄ events, captured with single muon and electron trigger paths. At least
two isolated leptons are required with pT(ℓ1) > 40GeV and 80 < M(ℓℓ) <
100GeV. At least one ISR jet tagged with the loose jet ID, as defined in [115],
is selected with pT > 30GeV. A jet cleaning procedure is implemented as
well. These correction factors, with values up to 20%, are used to vary the
signal distributions. This variation results in a post-fit uncertainty of 1–5%.
For 2017 and 2018, the data to simulation differences were found to be within
the statistical uncertainties. Therefore, a flat 1% uncertainty is set for those
years, which remains at the same level after of the simultaneous maximum
likelihood fit.

Normally, the FastSIM simulation agrees with the FullSIM simulation up
to ∼1% in the phase space probed by this analysis. To account for potential
mismodeling, even after the correction of Eq. 4.5, the quantity

Unc =
1

2

(
p miss

T (Reconstructed) − p miss
T (Generator)

)
(4.21)

is used as a shape systematic uncertainty on FastSIM samples, applied for
each year separately. The post-fit effect on this uncertainty on the yields of
FastSIM samples varies between 1% and 10%.
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Finally, the weights that are used to correct the L1T prefire issue, ex-
plained in Sec. 4.2.2, come with their own uncertainties. These uncertainties
are propagated to the final yields of the analysis and have a post-fit effect of
∼1% in 2016 and 2017, where they are applied.

4.6 Results and Interpretations
For the extraction of the final results, a simultaneous maximum likelihood fit
of the signal and background simulation yields to the data is performed. More
precisely, the likelihood function L includes a single, positive, unconstrained
parameter of interest, denoted as r, which scales the signal yields linearly,
and incorporates the systematic uncertainties as nuisance parameters, the
full set of which is denoted as θ⃗ = (θ1, θ2, . . . , θi, . . .). It is parametrized as
follows:

L(r, θ⃗ | ndata) =
∏
bins

Poisson

ndata, r × nsignal(θ⃗) +
∑
bkg

nbkg(θ⃗)


×
∏
i

Pθi (θi, σθi)

] (4.22)

The likelihood function expresses the probability of finding a rate r ×
nsignal +

∑
bkg nbkg, where nsignal and nbkg are the MC expectations for the

signal and background yields of a specific process, respectively, given the
data. The sum over all the background yields is performed to compute the
total background yield, while the outer product takes into account each one of
the analysis bins. These are comprised by the bins of the M(ℓℓ) distribution
of the 2ℓ-EWK SRs and 2ℓ CRs, the bins of the Mmin

SFOS(ℓℓ) distribution of
the 3ℓ-EWK SRs and 3ℓ CRs and the bins of the pT(ℓ1) distribution of the
2ℓ-Stop SRs. The specific bins of these distribution are described in Sec. 4.3.4
and are illustrated explicitly in Fig. 4.18. The 2ℓ and 3ℓ CR binning exactly
follows the 2ℓ- and 3ℓ-EWK SR binning. All the bins are included separately
for each year.

The last term of the likelihood function is the product of the distributions
of all the nuisance parameters, each one of which is related to a systematic
uncertainty of the analysis. The distribution used for each systematic un-
certainty depends on the nature of the uncertainty: The prompt background
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normalization uncertainties are modeled with log-uniform distributions, so
that each normalization can freely float, with no initial input to their pre-fit
values. The rest of the uncertainties are modeled with log-normal distribu-
tions with its mean and standard deviation being set to the pre-fit estimations
of the uncertainty, the full set of which is denoted as σ⃗θ in Eq. 4.22 and is
described in detail in Sec. 4.5.

The likelihood function is used to determine the best value of r given the
data, with the construction of the test statistic

q̃r = −2 ln

L(r, ˆ⃗θr | ndata)

L(r̂,
ˆ⃗
θ | ndata)

 (4.23)

The hat over some parameters signifies that these have been set to the values
that maximize the likelihood function 4.22. The maximization is performed
over all parameters, except those in the subscript. For example, θ̂r refers to
the values of θ⃗ that maximize L as a function of r, while θ̂ refers to the values
of θ⃗ that maximize L globally.

The test statistic q̃r, combined with the observed values from data, is used
to define the probability distribution functions of the signal+background hy-
pothesis, f

(
q̃r | r,

ˆ⃗
θobs
r

)
, and the background-only hypothesis, f

(
q̃r | 0,

ˆ⃗
θobs
0

)
.

These hypotheses establish the respective p-values, pr and p0, that eventually
determine the upper limit on r at 95% confidence level, exploiting asymptotic
formulae to extract the final result, which utilizes the CLs criterion. An ex-
tensive discussion of the methods outlined above is presented in Refs. [122–
125].

The background-only, post-fit distributions of the CR variables used as
input in the simultaneous maximum likelihood fit are shown in Figs. 4.34–
4.37. In contrast with the respective distributions in Secs. 4.4.1–4.4.4, these
include the full set of DD corrections for all processes. The uncertainty bands
represents the quadratic sum of statistical and systematic uncertainties, as
determined by the fit to the data. An excellent agreement between simulation
and data is observed in all of them.

Similarly, the same distributions, as determined by the background-only
simultaneous maximum likelihood fit, are presented in Figs. 4.38–4.40 for the
SRs. In the 2ℓ- and 3ℓ-EWK SRs (Fig. 4.38 and 4.39 respectively), the pre-
fit distributions from the TChiWZ and the simplified higgsino models are
overlaid in the scenario where the m̃χ̃0

2
m̃χ̃0

1
is positive and negative respec-
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tively. The numbers after the model name in the legend indicate the mass
of the NLSP and the mass splitting between the NLSP and LSP, in GeV.
In the 2ℓ-Stop SRs, the pre-fit distributions from the T2bffχ̃0

1 and T2bW
models are overlaid. The significance of the numbers after the model name
in the legend is the same as above, with the mass of the top squark replacing
the mass of the NLSP. Generally, a good agreement between the background
simulated processes and the data is observed.

The background-only, post-fit yields of all the SRs of the analysis are
quoted in detail in Tables 4.10–4.13.
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Figure 4.34: The post-fit distribution of the M(ℓℓ) variable is shown for the
SS CR with the full Run 2 yields combined. The uncertainty band includes
both the statistical and systematic components.
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Figure 4.35: The post-fit distribution of the M(ℓℓ) variable is shown for the
low-MET (left) and high-MET (right) bins of the tt̄ CR with the full Run
2 yields combined. The uncertainty band includes both the statistical and
systematic components.
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Figure 4.36: The post-fit distribution of the M(ℓℓ) variable is shown for the
low-MET (left) and high-MET (right) bins of the DY CR with the full Run
2 yields combined. The uncertainty band includes both the statistical and
systematic components.
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Figure 4.37: The post-fit distribution of the M(ℓℓ) variable is shown for the
low-MET (left) and high-MET (right) bins of the fully leptonic WZ ER with
the full Run 2 yields combined. The uncertainty band includes both the
statistical and systematic components.
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Figure 4.38: The post-fit distribution of the M(ℓℓ) variable is shown for the
low-MET (upper left), medium-MET (upper right), high-MET (lower left)
and ultra-MET (lower right) bins of 2ℓ-EWK SR with the full Run 2 yields
combined. The uncertainty band includes both the statistical and systematic
components. More details are given in the main text.
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Figure 4.39: The post-fit distribution of the Mmin
SFOS(ℓℓ) variable is shown

for the low-MET (left) and high-MET (right) bins of the 3ℓ-EWK SR with
the full Run 2 yields combined. The uncertainty band includes both the
statistical and systematic components. More details are given in the main
text.
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Figure 4.40: The post-fit distribution of the leading lepton pT variable is
shown for the low-MET (upper left), medium-MET (upper right), high-MET
(lower left) and ultra-MET (lower right) bins of the 2ℓ-Stop SR with the full
Run 2 yields combined. The uncertainty band includes both the statistical
and systematic components. More details are given in the main text.
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MET Bin M(ℓℓ) [GeV] tt̄ DY VV WZ Rare Nonprompt Total bkg Data

Low

4–10 4.0± 2.0 20.6± 5.2 3.7± 2.4 8.3± 2.6 0.28+0.72
−0.27 31.9± 5.6 68.7± 8.7 73

10–20 16.5± 4.2 28.0± 6.2 6.2± 3.2 6.5± 2.3 2.8± 2.1 90.1± 9.3 151± 13 165

20–30 18.0± 4.4 36.3± 7.1 7.8± 3.5 3.5± 1.7 2.9± 2.1 82.1± 8.9 151± 13 156

30–50 22.4± 4.9 10.2± 3.7 7.4± 3.5 1.3± 1.0 2.1± 1.8 39.6± 6.2 82.9± 9.6 80

Medium

1–4 0.11+0.33
−0.10 0.37+0.72

−0.36 0.7+1.1
−0.7 1.3± 1.0 0.04+0.23

−0.03 3.0± 2.0 5.5± 2.5 2

4–10 0.75+0.90
−0.74 0.15+0.50

−0.14 1.4+1.5
−1.4 3.5± 1.7 0.14+0.39

−0.13 11.9± 3.6 17.8± 4.4 19

10–20 2.9± 1.7 7.9± 3.4 2.9± 2.2 2.5± 1.4 1.2± 1.2 42.8± 6.8 60.1± 8.3 59

20–30 4.3± 2.1 4.7± 2.6 2.6± 2.0 1.1± 1.0 0.27+0.54
−0.26 31.3± 5.8 44.3± 7.1 47

30–50 5.7± 2.4 0.6+1.0
−0.6 2.8± 2.1 0.63+0.70

−0.62 0.35+0.65
−0.34 17.6± 4.4 27.7± 5.6 24

High

1–4 < 0.02 < 0.1 0.43+0.88
−0.42 0.8± 0.8 < 0.07 1.5± 1.3 2.7± 1.9 2

4–10 0.9+1.2
−0.9 0.57+0.97

−0.56 0.8+1.1
−0.8 1.5± 1.1 0.3+2.6

−0.3 3.7± 2.0 7.7± 3.9 11

10–20 2.4± 1.6 3.4± 2.3 1.6± 1.6 1.2± 0.9 0.3+1.3
−0.3 14.9± 4.0 23.8± 5.4 19

20–30 2.0± 1.5 2.4± 1.9 1.9± 1.7 0.61+0.67
−0.60 0.03+0.45

−0.02 10.1± 3.3 17.0± 4.5 13

30–50 2.3± 1.7 0.32+0.73
−0.31 1.2+1.4

−1.1 0.40+0.53
−0.39 0.8+4.6

−0.7 6.6± 2.7 11.6± 5.8 10

Ultra

1–4 < 0.02 < 0.1 0.18+0.65
−0.17 0.57+0.65

−0.56 < 0.01 0.70+0.88
−0.69 1.5± 1.3 1

4–10 0.38+0.64
−0.37 0.8+1.1

−0.8 0.9+1.2
−0.9 1.3± 1.0 0.12+0.44

−0.11 1.7± 1.3 5.2± 2.5 3

10–20 1.3± 1.2 0.8+1.2
−0.8 1.6± 1.6 1.05± 0.89 0.9+1.4

−0.9 7.8± 2.9 13.5± 4.1 15

20–30 0.9+1.0
−0.9 0.06+0.28

−0.05 1.5+1.6
−1.5 0.3+0.50

−0.34 < 0.09 5.9± 2.5 8.8± 3.2 13

30–50 1.2± 1.1 < 0.1 1.3+1.5
−1.3 0.09+0.24

−0.08 0.7+1.2
−0.7 3.6± 2.0 6.8± 3.0 9

Table 4.10: Observed and predicted yields as extracted from the background-
only maximum likelihood fit, in the 2ℓ-EWK SRs. Uncertainties include both
the statistical and systematic components.

MET Bin Mmin
SFOS(ℓℓ) [GeV] VV WZ Rare Nonprompt Total bkg Data

Low

4–10 0.18+0.54
−0.17 4.8± 1.9 0.08+0.38

−0.07 0.61+0.83
−0.60 5.7± 2.2 3

10–20 0.08+0.35
−0.07 2.3± 1.3 0.5+1.0

−0.5 1.9± 1.4 4.9± 2.2 7

20–30 0.03+0.23
−0.02 1.0± 1.0 0.07+0.35

−0.06 1.3± 1.2 2.4± 1.5 4

30–50 0.01+0.13
−0.01 0.39+0.55

−0.38 0.08+0.37
−0.07 1.4± 1.2 1.8± 1.4 1

High

1–4 0.01+0.18
−0.01 1.5± 1.0 0.03+0.20

−0.02 0.18+0.44
−0.17 1.7± 1.2 3

4–10 0.05+0.34
−0.04 2.9± 1.4 0.16+0.47

−0.15 0.85+0.99
−0.84 4.0± 1.8 1

10–20 0.06+0.32
−0.05 2.0± 1.2 0.05+0.26

−0.04 2.1± 1.5 4.2± 2.0 5

20–30 < 0.002 0.52+0.60
−0.51 0.06+0.29

−0.05 1.1± 1.1 1.7± 1.3 2

30–50 < 0.002 0.31+0.46
−0.30 0.03+0.23

−0.02 1.0± 1.0 1.3± 1.1 1

Table 4.11: Observed and predicted yields as extracted from the background-
only maximum likelihood fit, in the 3ℓ-EWK SRs. Uncertainties include both
the statistical and systematic components.
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MET Bin Mmin
SFOS(ℓℓ) [GeV] VV WZ Rare Nonprompt Total bkg Data

Low
4–10 0.13+0.47

−0.12 2.6± 1.4 0.31+0.67
−0.30 0.49+0.70

−0.48 3.5± 1.8 4

10–20 0.14+0.47
−0.13 4.3± 1.8 0.47+0.83

−0.46 1.2± 1.1 6.1± 2.3 11

20–30 0.17+0.51
−0.16 5.0± 2.0 0.50+0.85

−0.49 2.1± 1.5 7.8± 2.6 9

High

1–4 0.16+0.56
−0.15 0.11+0.29

−0.10 0.06+0.33
−0.05 0.44+0.66

−0.43 0.78+0.97
−0.77 0

4–10 0.22+0.60
−0.21 2.6± 1.4 0.10+0.38

−0.09 0.24+0.59
−0.23 3.1± 1.6 3

10–20 0.7+1.1
−0.7 10.6± 2.8 0.9+1.1

−0.9 1.9± 1.4 14.0± 3.4 19

20–30 0.7+1.0
−0.7 15.2± 3.3 1.2+1.3

−1.2 4.0± 2.0 21.0± 4.2 23

Table 4.12: Observed and predicted yields as extracted from the background-
only maximum likelihood fit, in the WZ-like selection SRs. Uncertainties
include both the statistical and systematic components.

MET Bin pT(ℓ1) [GeV] tt̄ DY VV WZ Rare Nonprompt Total bkg Data

Low

3.5–8 1.2± 1.2 5.2± 3.1 1.0+1.2
−1.0 1.4± 1.1 0.06+0.27

−0.05 41.0± 6.3 49.9± 7.2 52

8–12 15.0± 4.0 22.9± 5.9 6.6± 3.1 6.0± 2.1 0.96+0.99
−0.95 93.1± 9.4 144± 12 156

12–16 31.8± 5.9 24.0± 6.1 13.7± 4.5 7.2± 2.4 2.8± 1.7 101.3± 9.9 180± 14 196

16–20 59.9± 8.0 36.9± 7.5 19.8± 5.5 7.9± 2.5 4.2± 2.1 100.2± 9.8 229± 16 238

20–25 103± 11 27.2± 6.5 33.2± 7.1 7.7± 2.5 7.5± 2.8 95.0± 9.5 273± 18 285

25–30 114± 11 21.4± 5.7 35.5± 7.3 5.1± 2.0 8.0± 2.8 71.5± 8.3 256± 17 246

Medium

3.5–8 1.1± 1.0 1.7± 1.5 2.8± 2.1 2.9± 1.4 0.04+0.20
−0.03 41.3± 6.6 49.9± 7.3 53

8–12 11.0± 3.3 1.6± 1.5 7.3± 3.3 5.6± 2.0 0.43+0.65
−0.42 103± 10 129± 12 130

12–16 24.1± 4.9 5.0± 2.6 17.1± 5.0 5.5± 2.0 2.9± 1.7 102± 10 156± 13 153

16–20 40.3± 6.3 11.7± 4.2 24.7± 6.1 5.6± 2.0 2.4± 1.6 92.0± 9.8 177± 14 163

20–25 69.9± 8.3 7.6± 3.4 41.9± 7.9 6.7± 2.2 5.0± 2.2 89.3± 9.7 220± 16 220

25–30 69.0± 8.3 11.8± 4.1 47.3± 8.4 5.9± 2.0 9.6± 3.1 74.2± 8.9 218± 16 219

High

3.5–8 0.15+0.35
−0.14 0.67+0.90

−0.66 0.34+0.72
−0.33 0.29+0.44

−0.28 < 0.05 2.7± 1.7 4.1± 2.1 4

8–12 1.9± 1.4 0.8+1.1
−0.8 1.9± 1.7 0.64+0.67

−0.63 0.01+0.11
−0.01 9.9± 3.2 15.0± 4.1 15

12–16 3.4± 1.8 0.33+0.61
−0.32 3.4± 2.3 0.69± 0.69 0.64+0.85

−0.63 6.4± 2.6 14.8± 4.1 16

16–20 5.5± 2.3 0.8+1.1
−0.8 4.5± 2.6 0.91± 0.80 1.0± 1.0 11.8± 3.5 24.6± 5.2 23

20–25 8.1± 2.8 0.9+1.2
−0.9 7.6± 3.4 1.24± 0.93 0.82+0.89

−0.81 10.1± 3.2 28.8± 5.8 30

25–30 8.8± 2.9 0.58+0.97
−0.57 8.6± 3.6 0.96± 0.81 1.7± 1.3 10.8± 3.4 31.5± 6.0 38

Ultra

3.5–8 0.12+0.37
−0.11 0.14+0.51

−0.13 0.48+0.86
−0.47 0.29+0.46

−0.28 < 0.03 3.7± 2.0 4.7± 2.3 7

8–12 1.8± 1.3 0.22+0.59
−0.21 1.5± 1.5 0.78± 0.75 0.02+0.12

−0.01 7.8± 2.9 12.2± 3.6 11

12–16 2.4± 1.5 0.31+0.63
−0.30 3.5± 2.3 0.87± 0.78 0.60+0.79

−0.59 4.0± 2.0 11.6± 3.6 14

16–20 4.0± 2.0 0.64+0.89
−0.63 4.9± 2.7 0.80± 0.75 0.90+0.93

−0.89 5.5± 2.5 16.7± 4.4 11

20–25 5.8± 2.3 0.62+0.95
−0.61 8.6± 3.6 1.22± 0.93 0.84+0.92

−0.83 8.6± 3.0 25.7± 5.5 26

25–30 6.5± 2.5 0.7+1.0
−0.7 9.3± 3.7 1.12± 0.88 2.6± 1.6 7.7± 2.9 27.9± 5.7 25

Table 4.13: Observed and predicted yields as extracted from the background-
only maximum likelihood fit, in the 2ℓ-Stop SRs. Uncertainties include both
the statistical and systematic components.
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The search results are interpreted in terms of all the signal models that
were elaborated on in Sec. 4.2. Due to small differences in the final state
between EWKino and stop pair production models, different SR regions are
included in the simultaneous maximum likelihood fit in each case. For the
EWK signal models (TChiWZ, higgsino SMS and pMSSM), the 2ℓ-EWK
SRs and the 3ℓ-EWK SRs are included, totalling 28 bins in each year. Only
the 2ℓ-Stop SRs are utilized in stop pair production signal models (T2bffχ̃0

1,
T2bW), contributing 24 bins for each year. In both cases, the full suite of
CRs (SS, tt̄, DY) and WZ ER are exploited, corresponding to 32 bins in each
year, in total.

The value of r resulting from the maximum likelihood fit is determined
separately for each masspoint of each signal model. Each value is subse-
quently multiplied by the corresponding cross section to extract the 95% CL
upper limits on the SUSY production cross section of the specific masspoint
of the the specific signal model. The results are plotted as points in the
masspoint space of each model and intermediate values between them are in-
terpolated using the Delauney triangulation method [126]. The uncertainty
lines drawn correspond to the 68% CL cross section upper limits for the ex-
pected limit and to the uncertainty of the signal cross section, due to the
variation of the parton density functions (mentioned in Sec. 4.5) for the ob-
served limit. To iron out potential crude interpolations between masspoints,
an extra smoothing procedure is applied, where the value of each masspoint
is corrected by the values of the neighbouring masspoints, using the kernel:

Smoothing kernel =

0 1 0
1 2 1
0 1 0

 (4.24)

The procedure described above results in the limit plots for each signal
model, shown in Fig. 4.41 for the TChiWZ model. In this case, the M(ℓℓ)
spectrum and the W/Z boson branching fraction corrections have been ap-
plied, as described at the end of Sec. 4.1. Due to the fact that both M(ℓℓ)
reweighting scenarios are viable for the TChiWZ model, two versions of the
limit plot have been produced, one with the hypothesis m̃χ̃0

2
m̃χ̃0

1
> 0 (upper)

and one with the hypothesis m̃χ̃0
2
m̃χ̃0

1
< 0 (lower). The different reweighting

scenarios affect the M(ℓℓ) distribution and that directly impacts the limit
plots: The expected limit line is generally better for the positive reweighting
hypothesis, since, according to Fig. 4.6, it leads to a more narrow M(ℓℓ)
bump for the signal, resulting in better signal and background separation.
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This is especially true for higher masspoints, ∆m ≳ 15GeV. For lower mass-
points, the shift of the negatively reweighted M(ℓℓ) distribution balances the
absence of a more pronounced bump and the expected sensitivity is compa-
rable for the two reweighting scenarios. For both scenarios, the sensitivity
reaches up to 290GeV for ∆m ≈ 10GeV.

There is a noticeable mismatch between the expected and the observed
limit lines for masspoints with ∆m ≳ 20GeV, where the observed limit is
more than 1σ weaker. The effect is more prominent in the negative reweight-
ing scenario, owing to the shift of M(ℓℓ) shape in that case. This mismatch
is explained by higher than expected data yields in specific SR bins:

• In the 20 < M(ℓℓ) ≤ 30GeV bin of the 2ℓ-Ewk SR ultra-MET bin (Ta-
ble 4.10),

• In the 10 < Mmin
SFOS(ℓℓ) ≤ 30GeV bin of the 3ℓ-Ewk SR low-MET bin

(Table 4.11),

• In the 10 < Mmin
SFOS(ℓℓ) ≤ 20GeV of the WZ-like selection SR low- and

high-MET bin (Table 4.12).

The signal yields of intermediate and high ∆m masspoints mostly populate
these bins, resulting in a higher cross section upper limit for them. Quan-
tifying a hypothetical excess, the maximum local significance reached is 2.4
for the masspoint with mχ̃0

2
= 125GeV and ∆m = 40GeV.

Fig. 4.42 shows the limit plots for the higgsino models, the higgsino SMS
model (upper) and the higgsino pMSSM model (lower). Since the m̃χ̃0

2
m̃χ̃0

1

product can only be negative in the case where the LSP is mostly higgsino,
only one version of the limit plots is given. The higgsino models use the same
fitting strategy as the TChiWZ model, with exactly the same bins included.
As a result, the data excesses summarized above also affect the higgsino
models in a similar way. This is evident in the upper plot of Fig. 4.42 which
exhibits the same difference between the observed and expected limit lines
for intermediate and high ∆m masspoints. The maximum excluded mχ̃0

2
for

this model is 205GeV for a χ̃0
2-χ̃0

1 mass difference of ∼ 7.5GeV, while χ̃0
2

masses are excluded up to 150GeV down to mass difference of 3GeV.
The connection of the pMSSM parameters, as plotted in the lower plot of

Fig. 4.42, with the physical measurable quantities, such as the masses of the
particles and the mass difference between them, is slightly more complicated.
Up to first order corrections, the µ parameter is equal to the mass of the χ̃0

1,
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which is close to the χ̃0
2 mass in the compressed mass spectrum that this

search probes. Consequently, the horizontal axis of the higgsino pMSSM
model roughly corresponds to the horizontal axis of the higgsino SMS model,
i.e. mχ̃0

2
. The mass difference between the LSP and the NLSP approximately

scales as m2
W

M1
in this case, therefore the lower part of the vertical axis of the

higgsino pMSSM model corresponds to the upper part of vertical axis of
the higgsino SMS model and vice versa. Moreover, low values of ∆m are
mapped on a greater range of M1 compared to high values. With these
considerations, it is concluded that the higgsino pMSSM limit plot is very
similar to the higgsino SMS limit plot, plotted on a different parameter space.
Signal masspoints with µ up to 180GeV are excluded for M1 values of ∼
800GeV.

Finally, the T2bffχ̃0
1 and T2bW limit plots are shown in the upper and

lower plots of Fig. 4.43 respectively. For these models, the M(ℓℓ) reweighting
procedure is no longer relevant, however the W boson branching fraction
reweighting still applies. The maximum sensitivity is found in the ∆m range
20–30GeV, since the acceptance for masspoints with ∆m ≲ 20GeV rapidly
decreases due to the lower bound pT requirements of the analysis. For a
mass difference between the t̃1 and the χ̃0

1 of 30GeV, mt̃1 is excluded up to
540GeV for the T2bffχ̃0

1 model and up to 480GeV for the T2bW model.
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Figure 4.41: The observed 95% CL exclusion contours (black curves) assum-
ing the NLO+NLL cross sections, with the variations (thin lines) correspond-
ing to the uncertainty in the cross section for the TChiWZ model. The red
curves present the 95% CL expected limits with the band (thin lines) cover-
ing 68% of the limits in the absence of signal. The results are reported for
the m̃χ̃0

2
m̃χ̃0

1
> 0 (< 0) M(ℓℓ) spectrum reweighting scenario in the upper

(lower) plot. The range of luminosities of the analysis regions included in
the fit is indicated on the plot.
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Figure 4.42: The observed 95% CL exclusion contours (black curves) assum-
ing the NLO+NLL cross sections, with the variations (thin lines) correspond-
ing to the uncertainty in the cross section for the simplified (upper) and the
pMSSM (lower) higgsino models. The red curves present the 95% CL ex-
pected limits with the band (thin lines) covering 68% of the limits in the
absence of signal. The results are reported for the m̃χ̃0

2
m̃χ̃0

1
< 0 M(ℓℓ) spec-

trum reweighting scenario. The range of luminosities of the analysis regions
included in the fit is indicated on the plot.
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Figure 4.43: The observed 95% CL exclusion contours (black curves) as-
suming the NLO+NLL cross sections, with the variations (thin lines) cor-
responding to the uncertainty in the cross section for the T2bffχ̃0

1 (upper)
and T2bW (lower) simplified models. The red curves present the 95% CL
expected limits with the band (thin lines) covering 68% of the limits in the
absence of signal. The range of luminosities of the analysis regions included
in the fit is indicated on the plot.
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Chapter 5

The CMS Phase 2 Trigger
Upgrade

5.1 The High Luminosity LHC
The LHC is the largest accelerator complex in the world. Given the huge
amount of work, infrastructure and, consequently, time for a next-generation
project with similar goals and extended reach, the LHC will remain the
central hub for the experimental high energy community in many years to
come. As a result, there is a global effort to exploit its capabilities at the
fullest. The direction of such an exploitation is given in physical terms by the
fact that the timescale needed for the reduction the statistical uncertainty
of a measurement after 2020 is approximately ten years. This leads to the
conclusion that a significant enhancement of the LHC luminosity is required
for its continuing utility. In 2016, a proposal towards this end was made by
the CERN management: An upgrade to the LHC machine to increase its
design luminosity by five times, producing, in the long run, ten times the
design integrated luminosity. The High Luminosity LHC (HL-LHC) project,
as it was called, was officially approved by the CERN Council on 16–17
June 2016, twenty years since the final approval of the original LHC. The
LHC/HL-LHC baseline program, as it was shaped in 2015, while the HL-
LHC was initially conceived is shown in Fig. 5.1. Note that this program is
constantly under reconsideration, especially after the delays incurred by the
COVID-19 pandemic.

The target of ten times the integrated Run 1 and Run 2 luminosity cor-
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Figure 5.1: The (HL-)LHC program, as it was defined in 2015. Currently,
the schedule has been shifted by one year later, due to the COVID-19 reper-
cussions [127].

responds to a HL-LHC integrated luminosity of 3000 fb−1. Due to the phe-
nomenon of luminosity burn-off, according to which the decrease of luminos-
ity as a function of time is larger for higher luminosity values, the HL-LHC
integrated luminosity target would require very high peak luminosity values
(> 1035 cm−2s−1). However, such peak luminosity values prove problematic
when taking into account the energy deposition from debris of the collisions
and the amount of PU produced in the experimental detectors. A proposed
solution to this is the “luminosity levelling”, i.e. the limitation of the peak
luminosity to a value lower than the maximum one but for longer time, in
such a way that the average luminosity is almost equal to that without lev-
elling (Fig. 5.2). One method to achieve luminosity levelling is by varying
the beta-star function but other possibilities are explored as well.

There are multiple modules of the current LHC machine that must be re-
placed or upgraded in order to attain the HL-LHC luminosity goals. Charac-
teristic examples of such systems are: The inner triplet magnets, at 300 fb−1,
will have received a dose of 30 MGy, increasing significantly the possibility
of serious radiation damage and need to be replaced proactively. The cryo-
genic system can be improved by making independent different parts of the
magnet cooling system, so that, in case of intervention, only specific, small
parts of the magnet system need to warm-up, instead of entire sectors. The
machine protection system needs to be upgraded to better account for the
increase beam intensities; improvements to this system implies upgrades to
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Figure 5.2: The luminosity profile with luminosity levelling (blue line) and
without (red line), compared to the nominal LHC design profile (black
line) [127].

hardware modules such as the collimation or the quench protection system.
The electronic board system is radiation-sensitive and needs to be changed
with radiation-hard cards or even be moved to underground locations where
they receive small radiation doses.

The HL-LHC upgrade aims at the modification of key beam parame-
ters that allow reaching the integrated luminosity target. The entirety of the
hardware upgrades will enable to arrive at the beam current value needed for
the HL-LHC performance, which exceeds the LHC nominal value by 30%.
The increase in beam brightness is achieved by the raising the number of
protons per bunch, while maintaining or even decreasing the emittance. A
method of principal importance for increasing the instantaneous luminosity
consists in minimizing the beta-star function with the use of the upgraded
magnet triples. However, a small β∗ usually comes with a large bunch cross-
ing angle (θc). This reduces the geometric factor, therefore limiting the ben-
efit of such a configuration. The curve on Fig. 5.3 shows the change in the
geometric factor, here denoted as R, as a function of β∗. An efficient and also
elegant solution to this issue is the usage of superconducting crab cavities
(CC). Their purpose would be to rotate the incoming bunches by θc/2, hence
setting up the bunch for a head-on collision, as shown in the lower right cor-
ner of Fig. 5.3. The gain in the geometric factor induced by the utilization of
CC for the same β∗ value is also shown in the same figure. In addition to the
above, the CC can be exploited to facilitate luminosity leveling, providing
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another means to control the peak luminosity, and PU distribution. A list
of parameters updated to achieve the HL-LHC configuration are summarized
in Table 5.1.

Figure 5.3: The geometric factor R as a function of β∗. The machine configu-
ration without CC is shown as a curve and the scenarios with 4 CC (full CC)
and 2 CC (half CC) per IP are also marked for β∗ = 0.2 m. The function of
a CC is also shown in the bottom right of the figure [127].

Parameter Symbol Nominal Value
Center-of-mass energy

√
s 14TeV

Peak instantaneous luminosity (w/ CC) Linst 12.6× 1034cm−2s−1

Number of protons per bunch Np 2.2× 1011

Number of bunches per beam nb 2748
Transverse normalized emittance ϵn 2.50 µm rad
Beta-star function (at the CMS IP) β∗ 0.2 m
Geometric factor at min. β∗ (w/o CC) F0 0.369

Table 5.1: The updated values of crucial HL-LHC parameters in p-p colli-
sions [127].
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5.2 The CMS Phase-2 Level-1 Trigger
The HL-LHC machine upgrade is accompanied by plans from the LHC ex-
periments to consolidate and improve their detectors. The CMS experiment
has envisaged, sketched out and start realizing an ambitious Phase-2 upgrade
strategy for benefiting from the HL-LHC running period with the maximum
physics performance [128]. More specifically, the following major upgrades
are planned:

• Complete replacement of the strip and pixel silicon trackers with brand
new sensors. As part of this upgrade, the tracker acceptance will be
extended up to |η| = 3.8, while also providing enhanced longitudinal
and transverse resolution [129].

• Complete replacement of the barrel calorimeter readout electronics that
permit capturing data with finer granularity as well as with timing
information [130].

• Complete replacement of the endcap calorimeter with a brand new high
granularity calorimeter (HGCal). The HGCal is a sampling calorime-
ter, composed of silicon sensors and scintillator tiles, that is designed
to withstand the huge radiation doses sustained during the HL-LHC
operation. It provides unprecedented longitudinal and transverse gran-
ularity for electromagnetic and hadronic showers, along with precise
timing information [131].

• Complete replacement of the muon system electronics and extension of
acceptance up to |η| = 2.8 with the addition of improved RPC (iRPC)
and GEM detectors [132, 133].

• Installation of a new minimum ionizing particle (MIP) timing detector
(MTD) at the inner surface of the barrel and endcap calorimeters with
the aim of precising measuring the timing of charged tracks [134].

• Upgrade of the totality of the L1, HLT and data acquisition (DAQ)
systems to accommodate the higher collision rate and PU of the HL-
LHC operation conditions [135, 136]. The upgraded Phase-2 L1 system
is the subject of the rest of this section.
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Apart from the CMS detector upgrades described above, commercial tech-
nological developments also played an important role in allowing for a major
expansion of the CMS L1 system capabilities. The availability of field pro-
grammable gate arrays (FPGAs) capable of housing data input/output (I/O)
and logic operations of increasing speed, complexity and volume open up the
possibility of implementing complex algorithms and machine learning tech-
niques at the L1 system. To complement this, high-speed optical links are
used that can transfer information between different detectors in the tight
time limits of the L1 trigger, hence enabling the combination of data and
giving a global view of the whole detector. The above components are in-
corporated in a modular architecture that allows for flexibility depending on
the running conditions and extended redundancy and contingency.

Figure 5.4: Functional diagram of the CMS Phase-2 L1 Trigger (blue box),
displaying the different subdetectors and subsystems and the connections be-
tween them. Dashed lines represent other potential connections. The gray
column on the right designates different levels of processing: Trigger primi-
tives (TP), local and global reconstruction of standalone trigger subsystems,
PF reconstruction and global trigger (GT) decision [135].
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Fig. 5.4 shows an overview of the CMS Phase-2 L1 trigger system. The
main changes with respect to the Phase-1 design is the presence of the new
track trigger (L1TT) and correlator trigger (L1CorT), while the muon trigger
(L1MT), the calorimeter trigger (L1CT) and the global trigger (L1GT) have
been also consolidated. 12.5 µs latency, 750 kHz output rate.

One of the novelties of the new CMS L1 trigger and one of the main
drivers of its significantly improved performance is the inclusion of tracks with
pT > 2GeV and |η| < 2.4. This is possible by exploiting the architecture of
the upgraded outer tracker: The closely-spaced silicon modules of each layer
allow for an approximate measurement of the bending of each track. The
bending is a proxy for the pT of the tracks and, hence, hits from low-pT
tracks can be discarded early on, reducing the computational complexity of
the track building algorithm. This leads to a manageable rate of tracks for
the L1 system (∼103 tracks per PU 200 event). The on-detector electronics
of each outer tracker layer generate “stubs” out of the hits that pass the pT
threshold and these stubs are later propagated to the trigger finder system.
As a baseline, a Kalman filter fit with beamspot constraint is performed on
associated stubs and the resulting track contains information on the full set
of fitted parameters (pT, η, ϕ, d0, z0 and track quality). As a extension to
this, studies are ongoing for the inclusion of an “extended L1 tracking” that
could reconstruct displaced tracks with high efficiency by utilizing different
seeds for the track building. The efficiency for reconstructing tracks at the
L1 trigger system as a function of η is shown in the left plot Fig. 5.5, while
preliminary results on the benefits of the use of the extended L1 tracking is
showcased in the right plot of the same figure.

The main upgrades of the barrel calorimeter L1 system comes from the
replacement of the EB and HB electronics. The new electronics enable the
transmission of single crystal information in the EB and depth and timing
information in the HB, resulting in a 25- and 4-fold increase of granularity
respectively. As mentioned above, the endcap calorimeter will be entirely
replaced with the new HGCal detector, consisting of 28 electromagnetic and
22 hadronic layers and more than 6× 106 channels in total, As a result, the
granularity of the endcap calorimeter is improved by a factor of 500 with
respect to the Phase-1 system. To fully exploit both the transverse and
longitudinal information, a 3D clustering algorithm is implemented. The
created clusters can potentially carry a large variety of information for the
subsequent classification of their origin as electromagnetic, hadronic or PU.
An algorithm for this purpose is discussed in Sec. 5.4.1 in the context of
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Figure 5.5: Left: Efficiency of L1 tracks as a function of η in a tt̄ sample
at PU 200. The black(red) markers indicate the efficiency of tracks with
pT > 2(8)GeV. Right: The L1 tracking efficiency as a function of d0 in a
displaced muon sample at PU 0. The black points correspond to the baseline
track building algorithm with beamspot constraint (d0 = 0), the green points
to the same algorithm but without beamspot constraint, while the the red
points to the extended tracking algorithm, i.e. without beamspot constraint
and with alternative seeds [135].

the L1CorT. The number of clusters for different ET thresholds is shown in
Fig. 5.6 for the barrel (left) and the endcap (right) at PU 200. The very large
number of clusters produced in the HGCal, even in the case of a moderate
ET threshold, is a major motivation for development of cluster ID algorithms
in the downstream L1 systems (Sec. 5.4.1).

The replacement of the DT and RPC electronics result in finer spacial
and timing granularity (1.5 µs), as well as better bunch crossing assignment
for the barrel L1MT. In the endcap L1MT, the new CSC electronics can tol-
erate higher rates, anticipated in the HL-LHC running conditions. With the
installation of the GEM detectors, an enhancement of the muon bending di-
rection is also achieved for 1.6 < |η| < 2.8. Finally, the addition of the iRPC
completes the redundancy of the the muon system, which very important,
especially at the L1 trigger system, in case of accidental or ageing-induced
failure of one of the subdetectors.

The L1 trigger system is responsible for capturing all the data that are
used in CMS analyses. A large scale failure in this system would deem
the CMS detector largely inoperational and, as a result, its redundancy is
of paramount importance. Apart from the redundancy in the L1 trigger
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Figure 5.6: Distribution of the number of 3 × 5 clusters in the barrel (left)
and HGCal clusters (right) at PU 200 for different ET thresholds [135].

subsystems, mentioned above, the robustness of the L1 trigger algorithms
is also provisioned. To this end, four different paths for data processing are
planned, each one independent from the others, in order to provide maximum
flexibility: The tracker, the calorimeter, the muon and the PF paths.

Starting off with the tracker path, tracker-only jets and p miss
T can be

produced. Moreover, the tracker data processing path is responsible for the
reconstruction of the primary vertex (one even multiple candidates of it)
for use within the path and for its propagation to downstream subsystems.
The calorimeter path uses information only from the EB, HB and HGCal
subdetectors to create high-resolution clusters. These are used to either
reconstruct calorimeter-only e/γ, hadronic τ , jet and energy sum objects or
to be propagated downstream. The muon path involves the reconstruction
of muon tracks in three separate regions, as in Phase-1: barrel, overlap and
endcap. These muon tracks are subsequently passed on to the global muon
trigger (GMT) for clearing duplicate and misreconstructed tracks. At the
GMT, apart from the standalone muon tracks, track-matched and tracks
matched to muon stubs (“tracks+µ-stubs”) objects are formed, and all of
them are sent to downstream subsystems. The PF data processing path takes
place in the L1CorT. The L1CorT is a new L1 subsystem which operates as a
hub of information from all upstream systems mentioned above and its goal is
to perform global event reconstruction, producing higher-level trigger objects.
For this purpose, simplified versions of the PF and the PUPPI algorithms
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have been developed. A significant proportion of the work described in this
thesis has been carried out on this subsystem and, hence, Sec. 5.4 is dedicated
to a more detailed discussion on it.

The outputs from the L1TT, the L1CT, the L1MT and the L1CorT
are transferred to the L1GT, where a set of selection algorithms, collectively
called “L1 trigger menu”, determines whether an event will be kept for offline
processing or be discarded. Information from external triggers, such as the
precision proton spectrometer (PPS), beam position and timing monitors
(BPTX) and the luminosity and beam monitoring (BRIL) detectors, is also
included. A positive decision by the L1GT initiates a full readout by the
detector backend systems to the DAQ. A second, parallel readout system is
also envisaged. This system constitutes a triggerless data capturing chain,
which allows the acquisition of data at the (HL-)LHC clock frequency, i.e.
at 40 MHz, albeit with lower resolution compared to the offline events. The
system, called the “40 MHz scouting” system, is described in greater detail
in Sec. 5.3, where emphasis is given on its demonstrator which has been
implemented during the Run 2 running period.

Finally, a significant amount of flexibility is planned to be implemented in
the architectural design of the L1 trigger system. More specifically, the choice
of commercially available, general purpose processors, instead of custom-
designed ones, allows the same set of boards to be used for any function
in any subsystem, according to needs. In addition to that, regional and
time-multiplexing (TMUX) techniques [137] are being employed to minimize
the number of processing boards and interconnection links, while achieving
low latency and increased system redundancy. The current L1 trigger archi-
tecture takes into account latency and bandwidth requirements of potential
additions or improvements of the system, for example the inclusion of timing
information from the MTD, that are up till now not in the baseline design.

With the set of upgrades summarized in the previous paragraphs, the
physics reach of the CMS L1 trigger system is not only preserved with respect
to Phase-1, despite the much harsher running condition, but it is extended as
well. One of the main targets of the HL-LHC is the precision measurements
on the characteristics of the Higgs Boson with the ultimate goal of measuring
its self-coupling, mainly via the Higgs boson pair production. This effort is
facilitated with the improvements of Phase-2 L1 trigger system regarding
final states with leptons (HW/Z → leptons, HH → τℓ/hτhbb - Fig. 5.7),
photons (H → γγ, HH → γγbb - Fig. 5.8, left), multiple jets (HH → bbbb -
Fig. 5.8, right) or p miss

T (HH → ννbb - Fig 5.9). SM precision measurements,
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such as single top and top pair production (Fig 5.7, left), and BSM searches,
such as SUSY models with compressed mass spectrum (Fig. 5.9) are also
going to be benefited. The access to tracking information allows for the
efficient selection of processes with light mesons, e.g. B → ϕϕ → 4K, or of
lepton flavor violating processes, most importantly τ → µµµ. The extended
|η| coverage significantly increases the acceptance for analyses measuring
the SM processes, such as the tt̄ differential cross section or double parton
scattering. The enhanced capabilities of the L1 trigger system now include
the reconstruction of displaced objects (muons or jets), probing exotic physics
signatures, and the implementation of machine learning techniques that can
potentially improve the selection efficiency of L1 trigger algorithms.

Figure 5.7: Left: The pT distribution of electrons and muons in a HH →
τℓτhbb (orange), a semileptonic tt̄ (blue) and a single top production (cyan)
simulated sample at PU 200. The solid(dashed) vertical lines indicate the L1
trigger threshold (95% efficiency) for single lepton L1 seeds with(without)
the use of L1 tracks. The rate is fixed at 28 kHz for electrons and at 42 kHz
for muons. Right: The pT distribution of the lowest-pT τh in a HH → τhτhbb
simulated sample at PU 200. The solid(dashed) vertical lines indicate the
L1 trigger threshold (50% efficiency) for single τh L1 seed with(without) the
use of L1 tracks and L1 PF inputs. The rate is fixed at 6.6 kHz [135].
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Figure 5.8: Left: The pT distribution of the lowest-pT photon in a H →
γγ (red) and a HH → γγbb (orange) simulated sample at PU 200. The
solid(dashed) vertical lines indicate the L1 trigger threshold (95% efficiency)
for single photon L1 seed with(without) the use of L1 tracks. The rate is fixed
at 50 kHz. Right: The expected loss of signal significance, compared to the
one at 30GeV, as a function of minimum jet pT threshold in a HH → bbbb
simulated sample at PU 200. The solid(dashed) vertical lines indicate the L1
trigger threshold for a multi-jet L1 seed with(without) the use of L1 tracks
and L1 PF inputs for a rate of 9(98) kHz [135].

5.3 40 MHz Muon Scouting
The implementation of the 40 MHz scouting system, a second, independent
readout chain that is capable of capturing data from every HL-LHC collision,
can have important benefits, both for physics studies and system validation.
Starting from the physics potential, there is a number of rare Higgs rare de-
cays, such as H → J/ψγ, H → ϕγ or H → ργ, that exhibit limited acceptance
due to the threshold of the single photon L1 seeds. The 40 MHz scouting
could help in increasing the acceptance of a physics analysis targeting these
decays by providing data with a very low or even no threshold on the photon
pT, nonetheless with the complication of lower resolution. Possibly affected
less by the decreased resolution but substantially benefited by the high statis-
tics that the 40 MHz scouting can provide, lepton flavor violating analyses
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Figure 5.9: The p miss
T distribution in a ZH → ννbb (red) and a χ̃±

1 χ̃
0
2 →

W∗Z∗χ̃0
1χ̃

0
1 (m(χ̃±

1 ) = m(χ̃0
2) = 300GeV and m(χ̃0

1) = 292.5GeV) simulated
sample at PU 200. The solid(dashed) vertical lines indicate the L1 trigger
threshold (95% efficiency) for p miss

T L1 seed with(without) the use of L1 PF
inputs. The rate is fixed at 18 kHz [135].

can take advantage of the scouted data. This is especially true for signal
processes with τ leptons in the final state that are also generally limited
by the threshold of the single object L1 seeds. Furthermore, the 40 MHz
scouting opens up the possibility of extensive displaced muon studies, even
at low pT, and allows for studying longlived signals by exploiting cross-bunch
crossing correlations. Finally, QCD measurements with very high statistics
in regions of the phase inaccessible to the standard L1 trigger seeds due to
intolerable rate could be possible with the data captured with the 40 MHz
scouting system.

Data collected by 40 MHz scouting system can have applications in mon-
itoring and testing critical detector systems. Given that it is going to receive
the output of all L1 trigger subsystems, hence the full input and output of
the L1GT, the 40 MHz scouting can verify the correct L1GT operation and
also help test and prototype its algorithms, without actually affecting the
main readout chain of CMS. The continuous, real-time acquisition of data
can be used for for promptly identifying potential subdetector issues by cre-
ating live heat maps of their I/O data flow during runtime. Since this data
will be stored as well, the 40 MHz scouting allows for the offline examination
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of problematic incidents with the goal of designing improved solutions and
precautions. Finally, an application of the 40 MHz scouting system that was
even showcased in its the Run 2 demonstrator is that it provides an alterna-
tive to standard luminosity measurements. Fig. 5.10 shows how the number
of muons captured by the Run 2 40 MHz scouting demonstrator follows an
emittance scan, in agreement with other luminometers.

Figure 5.10: The distribution of the number of muons as a function of the
number of orbit during an LHC emittance scan. The distribution follows the
distribution of luminosity, as measured by other luminometers (not shown in
the plot) [135].

The inclusion of the 40 MHz scouting system does not modify the Phase-2
L1 trigger system architecture. Instead, the data from the different subsys-
tem will be transmitted to the 40 MHz scouting system with spare links
from each subsystem processing board. However, dedicated boards receiving
the input, firmware and software development for its preprocessing and a
S/T storage for saving the data will be needed. Fig. 5.11 shows the Phase-2
L1 trigger design on the left side with the addition of the 40 MHz scouting
system on the left, along with the links connecting them. Beginning from
bottom to top, the scouting decision system (sDS) receives the output of the
L1GT system, along with other information it contains, such the information
of the prescales of L1 seeds and the inputs of external triggers, to which the
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40 MHz scouting system is not connected. Moving further up, the scouting
global system (sGS) captures with output of the L1CT, L1CorT, L1TT and
L1MT. This output is the same as the input to the L1GT, hence the 40 MHz
scouting system gets the full I/O data flow of the L1GT. For each subde-
tector, there is also a corresponding scouting local system (sLS): sLS(mu)
for the L1 BMTF, the OMTF and the EMTF output and sLS(calo) for the
regional barrel calorimeter trigger (RCT), the HGCal and HF output. The
sLS receiving the track finder outputs is called scouting track system (sTS).
Another scouting system capturing the primitives from the calorimeter back-
ends (sPS) has been considered and is included in dashed lines in Fig. 5.11,
however further studies are required for the feasibility and the usefulness of
its implementation. The sDS and the sGS are collectively referred to as the
stage1 scouting system, while all the SLSs together form the stage2 scouting
system.

Figure 5.11: Overview of the architecture of the CMS Phase-2 L1 trigger sys-
tem with the inclusion of the 40 MHz scouting system. Dashed lines(boxes)
indicate potential connections(subsystems) that are not in the current base-
line [135].
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The stage1 and stage2 scouting systems input boards perform zero-sup-
pression and possibly a rudimentary selection, correction and/or calibration
of the data, with the aim of reducing the huge amount of data by discarding
useful information. These boards are then connected to an HPC interconnect
(I/C) that distributes the data for storing: A S/T, local storage is envisaged
as a buffer to collect the preprocessed scouting data until it is organized into
higher-level structures. Following that, the data is saved in a medium-term,
distributed-processing storage, from where they can be retrieved for offline
analysis.

The different scouting stages have different hardware requirements, de-
pending on their complexity. All the input links to the 40 MHz scouting
system are assumed to be of 16 or 20 Gbps speed, TMUXed according to the
TMUX factor of the subsystem connected to. For this reason, for the proper
combination of events from different subdetectors, each input frame needs to
carry information about the orbit number and each one of the bunch cross-
ings. The zero-suppression performed in the input boards can then remove
empty bunch crossings or even empty input objects, leading to a variable-size
format.

For stage1, a readily-available board, like the Xilinx KCU1500 FPGA
Acceleration Development Kit, is needed in terms of processing resources
but supporting at least 8 25 Gbps links. Such devices exist, so the stage1
scouting system can be built with present day technology. For stage2, where
the data will mostly be transferred via 16 Gbps links, boards with 16 or
even 24 links would be optimal, so that the resources of each board are
exploited to the fullest. Such devices could become commercially-available
within the timescale of Run 4 but could be custom-designed, if needed. For
some systems, e.g. the sLS(mu), the input links are under-utilized, so the
existence of intermediate, “concentrator” boards could help in making the
most out of the hardware used.

Table 5.2 summarizes the hardware resources (boards, links and storage)
for the different stages of the 40 MHz scouting system, broken down to sepa-
rate contributions from each subsystem. The requirements are small for the
stage1 scouting system but get progressively larger for stage2 and sPS. As a
result, the 40 MHz scouting system design goes as follows: Stage1 is included
in the baseline. Stage2 is planned to be implemented with limited resources,
so that only one of its subsystems can be supported at any time. For exam-
ple, when the output of the sTS needs to be captured, then the data of any
other sLS are discarded. This design is subject to change, so that data from
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multiple sLS can be captured, if a compelling physics study case is found.
Finally, the sPS requires an order of magnitude higher resources, so its even
its partial implementation is still under discussion.

System Links [Gb/s] I/O boards S/T Storage [TB] Links to I/C
sDS(GT+TCDS) 3+1 (25/10) 1 small 1

sGS(GMT) 8 (25) 1 0.75 1
sGS(GCT) 8 (25) 1 0.75 1
sGS(GTT) 16 (25) 2 1.5 2
sGS(PF) 32 (25) 4 3 4

Total stage1 67(25)+1(10) 9 6 9
sLS(RCT+HF) 144+36 (16) 22 43 15

sLS(HGCal) 432 (16) 54 50 34
sLS(xMTF) 18+6+12 (16) 6 2.5 3

sTS 324 (25) 41 120 21
Total stage2 648(16)+324(25) 123 230 73

sPS O (103) O (102) 2–5 k O (102)

Table 5.2: Summary of hardware requirements of the 40 MHz scouting sys-
tem: Number of links from L1 subsystems to the I/O boards, number of I/O
boards, S/T storage capacity and number of 200 Gbps links from the I/O
boards to the HPC I/C [135].

The feasibility of the 40 MHz scouting system was demonstrated in Run
2 by a scaled-down version of the full system. This demonstrator system cap-
tured data only from the muon subsystems and, as a result, is called “40 MHz
muon scouting system”. The implementation of this system was possible due
to the presence of eight spare output links from the Phase-1 global muon trig-
ger (uGMT). These 10 Gbps optical links were used to transfer up to eight
highest-ranking final muon candidates (the same as what the GT receives)
and up to eight intermediate muon candidates (only used for the uGMT
internal debugging purposes) to Xilinx KCU1500 FPGA Acceleration Devel-
opment Kit, serving as the scouting board. The incoming muon candidates
were zero-suppressed by removing empty bunch crossings and counters for
data synchronization, e.g. the LHC orbit number, were added. Other auxil-
iary information, such as the link ID, were also included.

The muon candidates were received by the scouting board, where they
underwent a more sophisticated zero-suppression that removed empty muon
objects, resulting in a variable-sized format. A 10 GbE connection was used
to transfer the data to a 8 TB RAID storage, where they were compressed.
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A control machine was also connected to the scouting board with the pur-
pose of automating the data capture procedure to a significant degree, by
automatically initiating data-taking or recovery routines when needed.

The 40 MHz muon scouting system was ready for deployment at the end
of Run 2 and functioned for the last two weeks of p-p collisions and for the
whole HI run of 2018. After compression, the collected data amounted to
1.1 TB/24 h for the p-p run and to 25 MB/µb−1 for the HI run. The overall
efficiency in capturing the data was approximately 50%, mainly because of
the debugging of some system components, such as the link alignment, which
had to be done online. It is worth mentioning that the traditional data-taking
procedures of the L1 trigger were completely unaffected by the operation of
the 40 MHz muon scouting system.

The next step in demonstrating the ability to implement a full-scale
40 MHz scouting system during Phase-2 operation is to capture data from
multiple L1 subsystems. For Run 3, it is envisaged that the output of the
Layer 2 Calorimeter Trigger will be captured as well. Hence, the entirety of
the GT inputs will recorded, similarly to the Phase 2 system. Fig. 5.12 shows
a schematic of the Run 2 and Run 3 40 MHz scouting system implementation.

The Run 2 40 MHz muon scouting system was useful not only as a proof-
of-concept for the hardware implementation of the Phase 2 40 MHz scouting
system but also as a testing ground for the usefulness of scouting data and
ways to make the most of them. As previously mentioned, the L1 data
captured by the scouting system have very limited resolution, especially dur-
ing Phase 1. Ideally, corrections and calibrations are to be applied during
the preprocessing of the scouting data, in order to improve their quality.
Promising avenues to be explored in this respect include the application of
multivariate and machine learning techniques that become more and more
available at the L1 trigger with the increasing capabilities of hardware de-
vices.

More concretely, in terms of the 40 MHz muon scouting system, there are
two possible scouted muon attributes that could benefit from improving their
resolution, by applying data-driven calibrations: The muon pT scale and the
muon ϕ angle extrapolation. The calibration factors can be extracted by
using the offline reconstructed data of a “ZeroBias” sample, i.e. a sample
that consists of random events, even if they have not been selected by any
L1 seed. The offline reconstruction greatly improves the resolution of the
muon attributes and, consequently, the offline data can be used as a reference
for the calibration. The choice of the ZeroBias sample is made, so that the
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Figure 5.12: Overview of the architecture of the CMS Phase-1 L1 trigger
system with the inclusion of the 40 MHz scouting system for Run 2 (solid
red lines) and Run 3 (dashed red lines). The 40 MHz scouting system is
indicated in the lower left part of the figure [135].

reference sample has the same composition as the scouted data, which are
essentially events without any selection. The ZeroBias sample of 2017 is used
to extract the corrections, while the ZeroBias sample of 2018 is used to test
their performance. The “Charmonium” sample of 2017, mainly consisting
of events that have been selected with HLT paths targeting heavy flavor
resonances, is also employed for testing the calibrations, in the case that
trigger biases are present.

The muon pT scale is generally shifted towards higher pT values. The logic
is as follows: Due to the L1 pT resolution, the pT value measured by the L1
trigger is approximately half the times greater than the true value and half
the times less than that, given an approximately symmetrical distribution.
Therefore, if this L1 trigger pT measurement is used as the L1 seed threshold,
then the efficiency at the threshold value is ∼50%. However, considering that
the events discarded by the L1 trigger are irretrievable, it is preferable that
a higher efficiency is achieved at the L1 trigger threshold. As a result, the
L1 trigger pT is artificial increased, so that setting the L1 trigger threshold
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at a specific value keeps ∼90% of the muons with the given true pT value.
The L1 muon pT can be calibrated back to its nominal scale by correcting

with respect to the offline value. To this end, the average ratio of the pT value
measured at the L1 trigger (pT(L1)) over the pT value after the reconstruction
(pT(reco)) is measured in the ZeroBias 2017 sample in pT bins, separately for
each muon track finder. The choice of the binning is driven by the number
of yields in different pT ranges. Because the falling pT spectrum of muons,
the binning is finer at low pT and gets progressively coarser at higher values.
The pT(L1)/pT(reco) value at the highest pT bin available is extended all
to higher pT values, where there are no yields. Fig. 5.13 shows the pT scale
correction factors, as they were extracted for the different muon track finders.
Although the features of distributions are very complicated, owing to the
many and intricate factors that play a role in determining them, the general
conclusion confirms the principle of increased L1 muon pT. For some very
low pT cases, the correction factors are below unity, in contrast with the
logic outlined above. However, this usually happens for pT values so low
that the muons barely reach the muon subdetectors, hence the probability
of a mismeasurement is much more significant than the resolution effects.

Figure 5.13: Distribution of the average pT(L1)/pT(reco) as a function of
pT(L1), measured in the ZeroBias sample of 2017 for the BMTF (upper left),
the OMTF (upper right) and the EMTF (lower).
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The correction factors, defined as α =
(

pT(L1)
pT(reco)

)
are applied as a function

of pT(L1) on the L1 muons following the formula:

pT(L1)corr =
pT(L1)
α

(5.1)

As mentioned above, the correction is applied on the ZeroBias sample of
2018 and the Charmonium sample of 2017 to cross check its performance.
Fig. 5.14 shows the resolution of the L1 muon pT before the corrections (red
line) and its improvement after the corrections (blue line). The results show
not only the removal of the bias in the mean value, now centred very close
to zero, but also an improvement of the width of the distribution. Table 5.3
summarizes the changes in the mean and the width of the resolution.

Figure 5.14: Resolution of the L1 pT, defined as pT(L1)−pT(reco)
pT(reco) , applied in the

ZeroBias sample of 2018 (left) and the Charmonium sample of 2017 (right).
The red line shows the resolutions before any correction, while the blue line
shows the resolution after the pT scale correction.

ZeroBias2018 Charmonium2017
Mean Width Mean Width

Before corrections 0.219 0.436 0.214 0.425
After pT correction 0.012 0.303 -0.094 0.245

Table 5.3: Summary of the resolution of the L1 pT muons in the two testing
samples before and after the application of the pT scale corrections
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A small bump can be noticed at pT(L1)−pT(reco)
pT(reco) ≈ −0.5, especially in the

Charmonium sample. Studies on the origin of this bump show that it is
formed by muons that have pT(L1) ≈ 3GeV and pT(L1) ≈ 5GeV. In gen-
eral, muons of low pT tend to lose a significant portion of their energy before
reaching the muon chambers, for reasons like multiple scattering in the de-
tector material. At the same time, due to the L1 pT binning, the pT values
measured as 3GeV or below are all assigned to the first L1 pT bin, leading to
a saturation at that bin. Since the offline reconstruction and identification
performance reaches its maximum at ∼5GeV, the misreconstructed muons
of lower pT have a higher probability to be reconstructed with this pT value,
leading to the configuration above, hence the bump.

The ϕ coordinate extrapolation is another aspect of the L1 trigger recon-
struction that can be improved. The measurement of the ϕ variable at the L1
trigger is performed at the second muon station. However, the muon track
is bent due to the CMS magnetic field, primarily in the ϕ direction. As a
result, the measured ϕ value is not the same as the one at the primary vertex,
which is the useful physics quantity. Generally, the limited L1 capabilities do
not allow for a precise extrapolation of the muon track back to the primary
vertex to recover the ϕ variable at the muon production point. Because of
this, the scouted L1 data can profit by a correction of the ϕ coordinate. It is
worth noting that the inaccurate track extrapolation has minimal effect on
the η variable and, hence, no correction is applied for that.

As a consequence of the above, a complication arises to the matching
of the reconstructed objects to the L1 objects. The procedure is imple-
mented by matching each reconstructed muon to the closest, in terms of
∆R =

√
(∆ϕ)2 + (∆η)2, L1 muon, where the variables are calculated at the

primary vertex. The inaccurate L1 extrapolation back to the primary leads
to a nonnegligible number of wrongly matched reconstructed-L1 pairs and,
consequently, wrong correction factors. To mitigate this issue, instead of cal-
culating the distance between muons at the primary vertex, the distance was
calculated by using the ϕ variable at the second muon station. At that point,
no track extrapolation is required at the L1 trigger, while the extrapolation of
the reconstructed track can be performed with much better accuracy. In all
of the cases where the ϕ variable is mentioned in the context of the scouted
data corrections, the ϕ variable as measured at the second muon station is
used.

For the correction of the ϕ coordinate of the scouted data, a regression
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multivariate algorithm, more specifically a Multilayer Perceptron (MLP),
was chosen. An MLP is a artificial neural network in which the “neurons”,
i.e. the points in the information flow where a mathematical operation takes
place, is organized in multiple layers. The first layer is the input layer, where
the variables, as available from physics processes, are inserted in the MLP
and following layers, called hidden layers, include neurons with, in principle,
nonlinear response. The last layer is the output layer, whose results are the
target of the MLP. The MLP outputs are compared to the desired values
with the aim of minimizing the mean square error. The results are also back-
propagated through the network and the neuron responses are optimized to
achieve the above minimization via this iterative procedure. Fig. 5.15 shows
the diagram of an MLP with 4 input variables, one hidden layer with 5
neurons and 1 output variable.

Figure 5.15: Schematic of a simple MLP with one hidden layer. The MLP has
4 input variables and 1 output variable. The connections between neurons
are also shown [138].

The MLP training is done on the data of the ZeroBias sample of 2017.
The data set is split into the different muon tracker finders and the training
is done separately for each one of them. Even though the scouted data
contain explicit information on the muon tracker the muon was detected by,
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the η variable is exploited for the splitting, as it was giving better results
(Fig. 5.16).

Figure 5.16: Difference between the ϕ coordinate as calculated at the L1
trigger (black line) and by the MLP when it uses the η variable (blue line)
and the muon track finder index (red line) for the data set splitting.

Almost every variable available in the scouted data is included as an input
variable in the MLP. These are:

• Corrected (with the method described above) pT

• η

• ϕ (calculated at the second muon station)

• Charge

Before the MLP training, the range of all input variables is linearly scaled
to [−1, 1]. This is done so that direct comparison between all the different
variable weights is possible, irrespective of the variable range. At the same
weight, the minimization of weights in the constrained range can be more
effective. Additional information on the technical implementation of the
MLP are given in Appx. C.

The target of the MLP is the correction factor that needs to be added to
the ϕ variable, so that it is calibrated to the offline reconstructed value:
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∆ϕMLP = ϕ− ϕreco (5.2)
The input variables, as well as the MLP target, are shown in Fig. 5.17

for the different muon track finders. The correlation of the input variables is
also given in the same figure.

According to Eq. 5.2, the corrected ϕ coordinate is given by:

ϕcorr = ϕ−∆ϕMLP (5.3)
The correction derived above are applied to the ZeroBias sample of 2018

and the Charmonium sample of 2017 to evaluate their performance. Fig. 5.18
shows the difference between the ϕ variable at the L1 trigger and the ϕ after
offline reconstruction, which is a proxy for the ϕ resolution. The different
lines on the plots indicate whether corrections have been applied (blue line)
or not (red line). The plots are given for the different muon track finders
separately and showcase the distinct behavior in each one of them, which
motivates splitting the training data set. Focusing on the red lines, which use
the ϕ variable as calculated by the L1 trigger extrapolation, the ϕ resolution
deteriorates going from the BMTF to EMTF. This is expected, as the CMS
magnetic field gets more and more nonuniform with increasing η, makes the
extrapolation of the muon track back to the primary vertex harder. To add
to that, the occupancy of the muon chambers is higher in the more forward
regions, hence the probability of misreconstructed L1 muons is higher. The
blue lines, which use the ϕ variable after the MLP correction, display a much
improved resolution, which is of similar shape for all the muon track finder.
The improvement is more evident in the ZeroBias sample of 2018 (upper set
of plots), which tends to include muons of potentially lower pT and quality,
since they are not selected by any algorithm. The resolution enhancement
is marginal for the BMTF and OMTF muons of the Charmonium sample of
2017 but it is still substantial for the EMTF muons.

Another test that can be performed to exhibit the improvement brought
about by the pT and ϕ calibration is the calculation of the dimuon invariant
mass and the resolution of specific dimuon resonances, such as the J/ψ. The
left plots of Fig. 5.19 show the dimuon mass spectrum in the ZeroBias and
Charmonium samples of 2018 and 2017 respectively. The green line repre-
sents the dimuon invariant mass using the offline reconstructed variables. As
a result, the different resonances are shown clearly: In the ZeroBias sample,
the ω, ρ and ϕ resonances are visible at M(ℓℓ) ≈ 1GeV and there is the huge
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and very narrow J/ψ peak at M(ℓℓ) ≈ 3.1GeV. In the Charmonium sam-
ple, which includes triggers tuned to select the c and b quark mesons with
high efficiency, the J/ψ and its excitations are evident. Even though the B
mesons are not separated, due to their low branching fraction to muons, the
range in which they are found in the dimuon mass spectrum is also selected.
The blue and red lines correspond to the dimuon invariant mass calculated
with the L1 trigger variables with and without the corrections derived above,
respectively. The resolution of the red line is not exceptionally good, leading
to the smearing out of the peaks and bumps present in the reconstructed
spectrum. On the other hand, the blue line shows signs of the underlying
dimuon mass spectrum, both in the ZeroBias sample, where the resonances
seen in the offline distribution are formed as small peaks or bumps, and in
the Charmonium sample, where the J/ψ peak and the B meson range be-
come evident. The right plots of Fig. 5.19 show the resolution of the J/ψ
peak (M(ℓℓ)−M(J/ψ)

M(J/ψ) ) with the corrected (blue line) and uncorrected (red line)
dimuon invariant mass. As expected, both the mean and most importantly
the width of the distributions are improved. A small underestimation of the
J/ψ mass is seen in the Charmonium sample.

The studies presented above are a first demonstration that the scouted
data, with the proper corrections, can prove useful of offline analysis of spe-
cific physics cases, which are not affected by the lower resolution of the
measured quantities but benefit a lot by huge yields. The corrections de-
scribed above and additional, such as the calibration of the η variable, are
continuously studied and more advanced tools, such as deep NNs, are being
utilized. These further improvements are beyond the scope of this thesis.
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Figure 5.17: The input variables of the MLP (pT: upper left, η: upper center,
ϕ: upper right, charge: lower left), the MLP target (lower center) and the
input variable correlation matrix (lower right). The BMTF, the OMTF and
the EMTF is shown in the upper, middle and lower set of plots respectively.
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Figure 5.18: Distributions of the difference between the ϕ, as measured at
the L1 trigger (red line), or the ϕcorr, as defined in Eq. 5.3 (blue line), and
the reconstructed ϕ value. The BMTF, the OMTF and the EMTF is shown
in the upper left, upper right and lower plot respectively. The evaluation
was performed in the ZeroBias(Charmonium) sample of 2018(2017) in the
upper(lower) set of plots.
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Figure 5.19: Left: The dimuon mass spectrum calculated with the recon-
structed variables (green line) and the L1 trigger variables before (red line)
and after the corrections mentioned in this section (blue line). Right: The
resolution of the J/ψ peak, defined as M(ℓℓ)−M(J/ψ)

M(J/ψ) , with the same color code
as above. The results are shown for the ZeroBias(Charmonium) sample of
2018(2017) in the upper(lower) set of plots.
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5.4 The Level-1 Correlator Trigger
The PF algorithm has been applied to the offline and HLT reconstruction
of the CMS data since Run 1 and has proven extremely valuable for the
enhancement of the resolution of physics objects. Given its success in the
higher levels of CMS reconstruction, it follows that the L1 trigger could also
benefit from the implementation of such an algorithm. There are multiple
Phase-2 upgrades in the CMS L1 trigger system that make this possible: The
increased latency of the L1 trigger system and the advances in the capabili-
ties of the hardware boards provide the time and the resources to run more
complicated algorithms, such as the PF. Apart from that, the availability of
tracks at L1 trigger and the high granularity of the upgraded CMS calorime-
ters allow for the fine separation of (charged) objects, which is very crucial
for the efficiency of the algorithm.

As the running conditions of Phase-2 will be much harsher than those
of Phase-1 in terms of PU, there is significant gain from the application of
PU mitigation techniques, even at the L1 trigger. With the creation of PF
candidates at the L1 trigger, the PUPPI algorithm can be applied, taking
them as inputs, in order to reduce the L1 trigger rate by removing a large
proportion of the PU early on. Following that, the PUPPI candidates can
be used for the production of higher level objects, such as jets or hadronic
tau leptons, with more sophisticated algorithms.

The implementation of the algorithms mentioned above is performed in
the new Phase-2 L1CorT subsystem. The L1CorT is split in two layers, i.e.
distinct groups of processing boards, to achieve an efficient management of
the hardware resources and data flow. The L1CorT Layer-1 is responsible
for hosting the PF and PUPPI algorithms. Its output is streamed to the
L1CorT Layer-2, where the higher-level object algorithms are run. The rest
of this section will focus on the specifics of the PF and PUPPI implementa-
tion at the L1 trigger as well as the input and output for these algorithms.
Secs. 5.4.1–5.4.3 are dedicated to the detailed discussion of particular parts
of the implementation, developed in the context of this thesis.

The PF Algorithm at the L1 Trigger The full PF algorithm applied
to the higher levels of CMS reconstruction is very complex, making its im-
plementation at the L1 trigger impossible as is. The L1 trigger PF algorithm
is streamlined to be run at a short, fixed latency and is optimized for par-
allel processing of all the input objects. This is possible thanks to the CMS
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detector geometry, which can be split in 7 η-regions for the purposes of the
L1 trigger system, as shown in the upper plot of Fig. 5.20:

1. The negative endcap with tracker region: −2.5 < η < 1.5

2. The negative barrel region: −1.5 < η < −0.5

3. The central barrel region: −0.5 < η < 0.5

4. The positive barrel region: 0.5 < η < 1.5

5. The positive endcap with tracker region: 1.5 < η < 2.5

6. The endcap without tracker region: 2.5 < |η| < 3.0

7. The forward region: 3.0 < |η| < 5.0

Given its inherent local nature, the PF algorithm can be executed in small
η−ϕ subregions, processing only the objects in their vicinity. The subregions
are supplemented by an extra, small overlap region around them to account
for input objects that must be linked to an object within the subregion but
have ended up marginally out of it. The lower plot of Fig. 5.20 shows some
examples of the PF subregions (in solid black) and their corresponding over-
lap region (in dashed black). The rest of the colored boxes represent the PF
input-regions that are described below. The PF subregions can be processed
in parallel. The choice of their sizes has been made with the aim of truncating
less than 5% of the events in a tt̄ sample at 200 PU, which is considered as a
typical, reference process for studies, while keeping a relatively small number
of objects (“input capacity”) in each one of them to reduce the algorithmic
complexity. Table 5.4 summarizes the number and size of the PF subregions.

Region Number of subregions Subregion size
(η × ϕ) (η × ϕ)

Barrel (Regions 2–4) 3× 9 = 27 1.5× 1.2
Endcap w/ tracker (Regions 1, 5) 2× 9 = 18 1.5× 1.2
Endcap w/o tracker (Region 6) 2× 9 = 18 1.0× 1.2
Forward (Region 7) 4× 9 = 36 1.5× 1.2

Table 5.4: Summary of the number and size of PF subregions. Each subregion
size includes additional 0.25 in each side for the overlap region [135].
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Figure 5.20: Upper: The PF η-regions. Lower: The PF subregions (in black)
and PF input-regions from the different subdetectors (in color, as indicated
in the legend) [135].

216



Starting with the calorimeter input objects for the PF algorithm, these
are handled differently, depending on which subdetector they originate from.
In the barrel, input ECAL clusters come already calibrated and are used in
the PF algorithm as long as they have pT > 0.5GeV. The energy in the
HCAL is combined with the ECAL energy not used in the ECAL clusters
to form the input calorimeter towers. Local maxima of tower energy are
then used as seeds to create 3 × 3 tower clusters. These tower clusters are
subsequently linked to the ECAL clusters, creating composite ECAL+HCAL
clusters. The composite clusters are calibrated as a function of their pT, η
and EEM/Ecluster using π± mesons and are considered in the PF algorithm if
they have pT > 1GeV. The input capacity for the ECAL and HCAL clusters
is set to 15 and 19 respectively.

In the endcaps, the input HGCal clusters contain both the electromag-
netic and hadronic energy and are calibrated by π± and π0 mesons as a
function of pT, η and EEM/Ecluster. The threshold for the inclusion of an
HGCal cluster in the PF algorithm is set to 1GeV. The input capacity for
the HGCal is 15 clusters for the 1.5 < |η| < 2.5 subregions and 10 for the
2.5 < |η| < 3.0 subregions. It is worth noting that this low input capacity
is only achieved after the application of a machine learning identification al-
gorithm, which is described in detail in Sec. 5.4.1. Finally, the HF clusters
are calibrated in a similar way but not as a function of EEM/Ecluster, since
there is no electromagnetic and hadronic energy separation in the HF. Due
to the high occupancy of the very forward region and the absence of addi-
tional information, an acceptable input capacity of 14 clusters for the HF
can only be realized by rejecting HF clusters of pT < 15GeV as inputs to the
PF algorithm.

The L1 tracks are accepted as input in the PF algorithm if they fulfill
a loose preselection: pT > 2GeV, |η| < 2.5 and Nstubs > 4 with χ2 < 15.
This is looser than the preselection applied for the creation of the tracker-
only objects, since the linking of objects from different subdetectors provides
an inherent rejection of non-genuine tracks. For similar reasons, only the
pT and |η| restrictions mentioned above are used for the preselection of the
input standalone muons.

The first step in the execution of the PF algorithm is the linking between
muons and tracks. Given that the muons are generally easily identified ob-
jects, their linking to tracks can be done without ambiguity in most cases.
It is important that this is performed at the start of the algorithm, so that,
after their association to muons, the L1 tracks used in this step can be dis-
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carded from following computation, hence reducing the complexity for the
rest of the algorithm. This is exceptionally important in the case of muons
within jets, the wrong identification of which could result in the underes-
timation of the energy of jets. The association of a standalone muon to a
track is successful if the track is contained in a η-ϕ square with sides of 0.2.
The max-over-min pT ratio, defined as max(pT(µ),pT(track))

min(pT(µ),pT(track)) , also needs to be less
than 4. Any ambiguities are resolved by requiring that the max-over-min pT
ratio is closer to unity. The PF muon, produced by this linking, acquires the
four momentum of the track, which typically has better resolution.

Even though the general logic of the linking of calorimeter clusters to
tracks is similar across the whole tracker acceptance, differences exist between
the barrel and endcap implementation. In the barrel, all tracks within a ∆R
cone of radius 0.04 around an EM cluster are linked to it and their scalar
sum of pT, ptracks

T , is computed. After this linking, there are four possibilities
for the associated objects:

• If an EM cluster is not linked to a track, then the EM cluster is pro-
moted to a photon object.

• If an EM cluster is linked to tracks and its energy fulfils the relation
pcluster

T < ptracks
T − 2σ, then the EM cluster is no longer considered,

as it probably arises from a hadronic shower that happened to begin
developing in the ECAL.

• If an EM cluster is linked to tracks and its energy fulfils the relation
ptracks

T − 2σ ≤ pcluster
T < ptracks

T + σ, then the tracks are promoted to an
electron object.

• If an EM cluster is linked to tracks and its energy fulfils the relation
pcluster

T ≥ ptracks
T +σ, then the tracks are promoted to an electron object

with pe
T = ptracks

T and the EM cluster is promoted to a photon object
with pγT = pcluster

T − ptracks
T .

where the resolution σ = max(σcluster, σtracks).
The next step of the calorimeter cluster linking involves the association

of EM clusters with hadronic clusters. This is needed, since, as mentioned
before, the hadronic clusters include also the EM energy of the ECAL. The
EM cluster that is closest to a hadronic cluster and within a ∆R cone of
radius 0.1 gets matched to the latter and its energy is subtracted from it. If
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the remaining energy is below a configurable threshold, set to 10%, then the
hadronic cluster is discarded.

The final step is the linking of the EM energy subtracted hadronic clus-
ters to the remaining tracks. As in the case of the EM clusters, multiple
tracks can be associated to a single hadronic cluster, under the conditions
that ∆R < 0.15 and pcalo

T ≥ ptrack
T − 2σcalo(ptrack

T ), where σcalo(ptrack
T ) is the

resolution of a π± with a pT equal to that of the track. The second condition
is applied to reject non-genuine tracks or tracks with overestimated momen-
tum. The matching ∆R is larger due to the coarser resolution of the HCAL
and the larger Molière radius of hadronic showers. For the same reasons,
there is the possibility that the multiple clusters can be matched to a single
track. To resolve the ambiguity, the track is associated to the cluster that
minimizes the quantity:

∆R2

0.42
+

max(ptrack
T − pcalo

T , 0)

σcalo(ptrack
T )

where the max function is used to not penalize the cases where the hadronic
cluster is the result of the merging of deposits from multiple particles. After
this linking, there are three possibilities for the associated objects:

• If a hadronic cluster is not linked to a track, then the hadronic cluster
is promoted to a photon or neutral hadron, depending on whether its
energy is primarily electromagnetic or hadronic.

• If a hadronic cluster is linked to tracks and its energy fulfils the relation
pcluster

T < ptracks
T + σ, then the tracks are promoted to a charged hadron

object.

• If a hadronic cluster is linked to tracks and its energy fulfils the relation
(pcluster

T )2 ≥ (ptracks
T )2 +

∑(
σcalo(ptrack

T )
)2, then the tracks are promoted

to a charged hadron object with pch
T = ptracks

T and the hadronic cluster
is promoted to a photon or neutral hadron with pT = pcluster

T − ptracks
T ,

depending on whether the excess energy is primarily electromagnetic
or hadronic.

After all the linking steps have been completed, there is the possibility
that some tracks are left unlinked. Unlinked tracks are used to create charged
hadron objects if their pT is less than 10GeV and fulfils loose quality crite-
ria or if their pT is less than 20GeV and fulfils tight quality criteria. The
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configurable thresholds defined above basically reject as non-genuine tracks
with pT > 20GeV than have no deposit in any subdetector other than the
tracker.

In the endcaps, the linking procedure differs in that the track to calorime-
ter cluster association happens in one step. The matching of multiple tracks
to a cluster is successful if a ∆R < 0.1 requirement and the same max-to-min
pT ratio requirement as in the barrel are met, under the additional condition
that pcalo

T ≥ ptrack
T − 2σcalo(pcalo

T ). The promotion of the tracks to charged
hadrons or electrons and of the clusters to neutral hadrons or photons is de-
termined by the classification of the HGCal clusters as hadronic or electro-
magnetic, respectively, by the multivariate algorithm described in Sec 5.4.1.
The same conditions as in the barrel hold for the remaining, unlinked tracks.
Clusters outside of the tracker acceptance are trivially promoted to either
photons or neutral hadrons, based on their classification.

The PUPPI Algorithm at the L1 Trigger The PUPPI algorithm has
been successfully used for the rejection of PU in the CMS offline reconstruc-
tion. Similarly to the PF algorithm, its local nature makes it an appealing
solution for the PU removal in the L1 trigger system. For its application, the
PUPPI algorithm requires the knowledge of the PV of each event. Vertex
finding algorithms have been implemented in firmware, within the latency
constraints of the L1 trigger, making a simplified version of the PUPPI al-
gorithm applicable to the L1CorT.

The goal of the PUPPI algorithm is to downweight or even discard ob-
jects, based on the probability that they do not originate from the PV. For
charged particles, the presence of tracks makes their discrimination from PU
easy: Only charged particles associated with the PV are kept and the rest
are discarded. The absence of deposits in the tracker for the neutral parti-
cles makes their discrimination from PU harder: A metric that attempts to
determine whether a neutral particle comes from the PV is constructed. In
the central region, where the vertexing information is available, this metric
depends on the pT and the distance of tracks, associated with the PV, around
the neutral particle. The logic behind this is that neutral particles coming
from the PV will be in the close proximity of higher pT tracks from the PV.
Mathematically, the metric is written:
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αC = log
∑
i∈PV

min (piT, p
max
T )

2

max (∆R,∆Rmin)2
(5.4)

where the sum is taken over all the tracks from the PV within a cone of
radius 0.3 around the neutral particle. The usage of tracks, instead of PF
candidates, removes small inefficiencies that could be caused due to boundary
effects on the edges of the calorimeters. The pmax

T is set to 50GeV and ∆Rmin

is set to 0.07 and 0.04 in the barrel and the endcap respectively. These
thresholds have been implemented to prevent individual contributions to the
sum to drive the calculation of the metric. When no tracks are found around
a neutral particle, αC ≡ 0.

Outside the tracker acceptance, the vertexing information is not available.
As a result, in the forward region the metric αC is replaced by the metric αF,
which has the same definition as in 5.4 but with the sum taken over all the
PF candidates in the cone and not only those originating from the PV, since
this information is not known. In view of the coarser granularity of the HF,
the pmax

T and ∆Rmin parameters are set to 100GeV and 0.1 respectively.
The metrics α are then combined with information on the particle pT

and type to compute the particle PUPPI weight, w. In contrast with the
offline PUPPI implementation, where global event quantities are used, the
only such parameter in the L1 PUPPI implementation is the number of PU,
NPU. The full expression of the particle weight is:

w =
1

1 + e−xtot
, where:

xtot = xα + xpT − xPU

xα = min (max (cα(α− α0),−xmax) ,+xmax)

xpT = cpT(pT − pT0)

xPU = log
(
NPU

200

)
+ c0

(5.5)

The pT dependence is exceptionally useful in the case of very energetic
photons, which would, otherwise, be downweighted, because of the absence
of tracks in their vicinity. The parameters cα, α0, xmax, cpT , pT0 and c0 have
been tuned to achieve the best response and resolution of jets and p miss

T .
They have different values for different |η| ranges and for electromagnetic
and hadronic objects, hence there is an indirect dependence of the PUPPI
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weight on the particle type. Part of their optimization was performed in
the context of the development of the e/γ ID for HGCal clusters, described
in Sec. 5.4.1. Finally, the pT of each particle is reweighted to p′T = wpT.
Particles with p′T less than a threshold dependent on |η| and particle type
are discarded as PU particles. It is worth noting that, in the calculations
mentioned above, there is the possibility of selecting multiple candidates for
the primary vertex, hence recovering efficiency for particles.

Particle Isolation at the L1 Trigger With the creation of charged and
neutral PF particles, the implementation of particle isolation is possible in
the L1 trigger. The isolation is defined as:

Iso =
∑
i

pT (5.6)

where the sum is over all the PF or PUPPI candidates within a cone of radius
0.4, defining PF or PUPPI isolation respectively.

Two working points (WP) having defined, tuned on a sample of Z bosons
decaying to two muons, each one of which has pgen

T > 20GeV and |ηgen| < 2.5.
The loose WP reaches 99% efficiency and the tight WP achieves 95%. Further
studies are performed on the isolation implementation and WPs definition.

L1CorT Architecture As discussed previously, the L1CorT is the sys-
tem of the Phase-2 L1 trigger that collects data from all subdetectors with
the aim of combining it to create higher level objects, as described in the
previous paragraphs. As a result, its architecture is complicated, connecting
with multiple systems, each with its own data format, geometry and TMUX
period. A diagram of all the connections of the L1CorT to its upstream
and downstream systems is shown in Fig. 5.21 and a summary of the dif-
ferent characteristics of each input system is included in Table 5.5. A lot
of thought and careful planning has been devoted to the organization of the
L1CorT architecture, which has led to a two-layer design: L1CorT Layer-1
is dedicated to the creation of the PF and PUPPI candidates that are later
transmitted to L1CorT Layer-2, where physics objects, such as jets or the
p miss

T , are reconstructed.
In L1CorT Layer-1, the PF and PUPPI algorithms are run in the PF

subregions, shown in black in the lower plot of Fig. 5.20 and summarized
in Table 5.4. The choice of these subregions is beneficial not only for the
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Figure 5.21: Sketch of the L1CorT architecture, showing its two layers in red,
its upstream and downstream systems. The I/O data flow of each system is
marked in blue or grey (if it is not associated with the L1CorT). The TMUX
of the different systems is also indicated on the sketch [135].

System TMUX (BX) bits/event η × ϕ regions Links/FPGA
Muon 18 6k 1× 1 1
Tracker 18 81k 1× 9 2
GTT (Vertices) 6 1k 1× 1 1
Barrel Calorimeter 6 60k 1× 3 6
HGCal 18 120k 2× 3 4
HF 6 14k 2× 1 1

Table 5.5: Summary of the input data flow in the L1CorT [135].

input capacity and truncation prevention of typical process but also for the
hardware resource management. The subregions are not too small, so that
the overlap regions would cover them entirely, rendering the regionalization
pointless, and not too large, so that resources are wasted in attempting to
associate objects too far away. It is also worth noting that, since there is
no track information in the HF, the PF and PUPPI algorithms are trivial in
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that region (Region 7) and they are performed in the L1CT to reduce the
workload on the L1CorT. It is worth noting that the HF η-region is included
in the overview of PF η-regions in the upper plot of Fig. 5.20, while it comes
separately from Global Correlator Trigger (GCT) in Fig. 5.21 to complement
the 6 other η-regions coming from L1CorT Layer-1.

To facilitate the firmware implementation and for contingency reasons,
the target usage for FPGA resources of each board is set to ≤ 50%. Consider-
ing the high bandwidth and processing needs of the L1CorT algorithms, the
best in terms of performance FPGAs, VU9P, are chosen. Regarding the data
organization, a special firmware is designed, called regionizer, that receives
the data from the different input systems and organizes the input objects
into the proper PF subregions. Moreover, it accounts for the different input
TMUX factors, transforming them in a TMUX factor of 6, which was chosen
for the L1CorT Layer-1 as a balance between data organization and latency.
With this setup, i.e. 6 η-regions (excluding Region 7, the HF) and 6 BX as
the TMUX factor, L1CorT requires in total 36 boards.

In terms of the I/O links to and from L1CorT Layer-1, these are well ac-
commodated within a VU9P FPGA. The input links from different upstream
systems range from 49 (Regions 2, 4) to 76 (Regions 3, 6). On the output
side, the links from the L1CorT Layer-1 to L1CorT Layer-2 are 3 per FPGA.
A VU9P FPGA has 96 links available.

The L1CorT Layer-2 architecture is designed based on different princi-
ples. The L1CorT Layer-2 needs to access all the detector information, so
that the creation of large-scale or global objects is possible. As a result,
in contrast with the L1CorT Layer-1, Layer-2 includes a firmware module,
called deregionizer, that collects objects from different PF subregions into a
single buffer. Details on the function and implementation of the deregionizer
will be given in Sec. 5.4.2. The Layer-2 TMUX factor is 6 BX, in sync with
Layer-1. However, in Layer-2, the processing boards are not split over dif-
ferent PF η-regions but by algorithm. Five algorithms are envisaged: Jets,
energy sums, τ leptons, electrons & photons (with and without isolation) and
PF muons (with and without isolation). Given this, 30 boards are needed
for the implementation of L1CorT Layer-2, with a VU9P FPGA each.

Apart from the 18 links from L1CorT Layer-1 (3 links × 6 different PF
regions), each Layer-2 board receives 3 more links to get the PF and PUPPI
HF objects from the L1CT. One 25 Gbps link from each Layer-2 board con-
nects to the L1GT, transferring 27 objects. A copy of those objects is also
sent to the sGS.
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5.4.1 Development of L1 PF e/γ ID for HGCal Clusters
Using Boosted Decision Trees

As discovered in early studies of PF objects, the implementation of the PF
algorithm at the L1 trigger led to the creation of a large amount of electro-
magnetic objects. Fig. 5.22 shows the η distribution of PF electrons (left),
PF photons (center) and PF neutral hadrons in a tt̄ sample at PU 200. Even
though an increase in yields is expected with increasing η, the excess of e/γ
PF objects with respect to the neutral hadrons is significant. The reason for
this is that the L1 PF implementation gives priority to the reconstruction of
PF electrons and photons over charged and neutral hadronic PF objects (cf.
the PF algorithm steps in Sec. 5.4). However, this observation alone does
not imply a flaw in the implementation of the algorithm. On the contrary,
it points to the availability of too many input calorimeter clusters, possibly
from PU or wrongly labeled as “mostly-electromagnetic”, that fall to the
default case of unlinked clusters in the PF algorithm.

For the same sample, in the endcap region, where the issue was detected,
Table 5.6 summarizes the number of input objects that would be required
to avoid truncations in 95% of the events and the respective output PF and
PUPPI objects. It is clear that the large excess of HGCal clusters (labeled
as “calo”) with respect to the tracks available in the same region leads to
the creation of a lot of PF neutral objects. The significant reduction in
the multiplicity of photons and neutral hadrons after the application of the
PUPPI algorithm implies that the majority of those come from the PU.
Combined with the priority given to the creation of e/γ objects mentioned
above, the large multiplicity of input HGCal clusters is translated to a large
multiplicity of PF electrons and photons.

To summarize, the excess of e/γ PF objects in the region 1.5 < |η| < 3.0
was tracked down to the presence of a large amount of input HGCal clusters.
Given that the selection on these clusters is minimal, based only on the
pT, and that the discrimination of EM and hadronic clusters is performed
based on a simple Ehad/EEM requirement, the aforementioned issue calls
for the development of improved e/γ ID algorithms for the HGCal clusters.
The purpose of these algorithms is two-fold: First, they need to discriminate
genuine clusters from the hard scattering from those from PU, so as to reduce
the number of input HGCal clusters overall. Second, they need to take
advantage of the large variety of variables provided by the HGCal subdetector
to improve the labelling of clusters as electromagnetic or hadronic. Since
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the HGCal clusters are accepted as input to the PF algorithm if they have
pT > 1GeV, the ID algorithms are required to achieve sufficient efficiency
from very low pT, reaching a very high plateau for higher values.

Figure 5.22: Distribution of the η coordinate for PF objects in a tt̄ at PU
200 sample: Electrons (left), photons (center) and neutral hadrons (right).

Inputs PF PUPPI
Mu Tk Calo Mu Ele Ph CHad NHad Mu Ele Ph CHad NHad

Nobj 2 19 69 1 7 25 8 16 1 5 5 6 2

Table 5.6: Multiplicity of input objects as well as PF and PUPPI output
objects in a tt̄ at PU 200 sample. The HGCal cluster multiplicity (Calo)
significantly exceeds the input capacity set to 25 objects.

Taking the above requirements into consideration, two HGCal ID algo-
rithms are developed. The first algorithm discriminates the genuine, hard-
process e/γ and hadronic clusters versus the clusters originating from the
PU. This is called PU ID. The second algorithm is responsible for tagging
the genuine clusters, which have passed the PU ID, as EM or hadronic, a
label that determines whether these will be promoted to EM or hadronic
objects in the PF workflow. This is called Pion ID. It is worth noting that,
based on the definitions above, the PU ID effectively discards input HGCal
clusters, while the Pion ID dictates their nature and can only cause a change
in the type of PF candidate created.

In view of the upgraded capabilities of the L1 trigger to run multivariate
(MVA) algorithms, several linear and non-linear MVA methods were tried
for the HGCal PU and Pion ID to achieve the best performance while also
considering the hardware resource usage. More specifically, using the TMVA
framework, a linear discriminant (LD), a BDT and an MLP method were
implemented. Using the same input variables and the best parameters for
each method, their performance for the Pion ID is compared in the left plot
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of Fig. 5.23. The LD is clearly inferior with respect to the BDT and MLP
methods. However, the MLP method is only comparable to the BDT one
when the input variables are preprocessed to be normalized in the range
[−1, 1] (right plot of Fig. 5.23). However, such an operation takes extra,
nonnegligible resources in firmware. As a result, the development of two
separate BDT algorithms was chosen. Similar results were obtained for the
training of the PU ID.

Figure 5.23: Comparison of the performance of different MVA algorithms for
the Pion ID. The comparison was performed with the same set of input vari-
ables and optimized parameters for each algorithm. The final performance
of the ID changed due to differences in the reconstruction HGCal clusters.
Left: LD vs BDT vs MLP (normalized input variables). Right: BDT vs
MLP (non-normalized input variables).

The training and evaluation of the BDT performance is carried out on
three different samples, based on the object that was selected in each case:

• Photons: Matched to MC generator objects in a
DoublePhoton_FlatPt-1To100 sample at PU 200

• Electrons: Matched to MC generator objects in a
DoubleElectron_FlatPt-1To100 sample at PU 200

• Charged pions: Matched to MC generator objects in a
SinglePion_PT0to200 sample at PU 200

• PU: Not matched to MC generator objects in a
DoublePhoton_FlatPt-1To100 at PU 200
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The selection of the objects is made based on a matching procedure of
the MC generator objects (gen) to the HGCal clusters. To account for the
curvature of the trajectory of charged objects, the matching is performed on
the surface of the HGCal subdetector, where the MC objects are propagated.
Each gen particle is matched to the closest HGCal cluster (reco) as long as
the latter is inside a cone of radius ∆R = 0.1 and it fulfils relation preco

T /pgen
T >

0.3. The reco clusters used in the training are preselected to have 5 < pT <
60GeV and 1.55 < |η| < 2.85, to avoid bias effects caused by the different
response of the different objects, which are more important at boundary
values of the sample pT spectrum, and by inefficiencies at the edge of the
HGCal subdetector (1.48 < |η| < 3.0), respectively.

Out of each of the above samples, 10% of their events is reserved for the
validation of the BDT performance and the rest is used for the training and
testing. Out of the latter 90% of events, 10% is kept for testing and the rest
is used for training. The training procedure is performed as follows:

1. Train with the full list of variables (24 in total). The definition of each
variable is included in Appx. D.

2. Find the lowest performing variable for the BDT and remove it.

3. Train with N-1 variables and check the performance:

• If it degrades significantly, keep the variable.
• Otherwise, drop the variable.

4. Repeat steps 2 and 3 until the minimum set of variables is left.

5. Check the importance/correlation among the remaining variables.

6. Decide the WP based on MET trigger rate curves: First for PU ID,
then for Pion ID.

In step 6, the training of the PU ID is prioritized, since this ID is respon-
sible for accepting or rejecting input clusters, therefore it is expected to have
more significant impact on the figure of merit, which is the performance of
the p miss

T L1 seed. For step 2, there are two variables that can be defined
to evaluate the best performing variables for the BDT training. The first
variable is called separation and is a generic measure of the dissimilarity of
two distribution. It is defined as:
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〈
S2
〉
=

1

2

∫
(yS(x)− yB(x))

2

yS(x) + yB(x)
dx (5.7)

where y is the distribution of the variable x and “S” and “B” indicate the
signal and background distributions respectively.

Higher separation for a variable implies that this variable is more attrac-
tive for usage in a BDT. Nevertheless, separation does not take into account
the correlations between the different variables that a BDT, as a non-linear
method, can take advantage of. As a result, a second variable, specific for
BDTs, called importance, is defined as the percentage that a signal variable
has contributed to the discrimination between signal and background during
the BDT training. The separation of the input variables will be quoted at
the beginning of each training as a general estimate of their usefulness. The
final decision in step 2 is taken based on the importance, which, however,
is not quoted explicitly, since it changes after each training iteration. The
importance of the final variables will be given at the end of the training of
each ID.

Starting off with PU ID BDT training, the signal is defined as the com-
bination of photons and charged pions, weighted so that their contribution
in the signal sample is approximately equal. The background is defined as
all the cluster originating from PU. Given the huge amount of such clusters,
only a subset of those is used. After the preselection, ∼75000 signal and
∼135000 background clusters are inputted in the PU ID BDT. The entire
set of input variables, both for the signal (blue) and the background (red), is
given in Figs. 5.24 and 5.25. The linear correlation matrix of these variables
is given in Fig. 5.26 for the signal (upper) and the background (lower), while
their separation is quoted in the left part of Table 5.7.

Given that the PU clusters are generally soft, while the signal clusters
have, by construction, pT up to 60GeV, it is expected that the pT variable has
great separation. Including it in the training would lead to pT-driven results,
effectively discarding low-pT clusters. However, a central goal of this ID is to
maintain adequate efficiency even for low-pT clusters, therefore the pT is not
included in the training set. PU clusters with low pT do not usually extend to
multiple layers, in contrast with photons and charged pions from the PV. As
a result, coreShowerLength also ranks in separation. In general, the energy
of PU clusters is more dispersed, both in the longitudinal and transverse
directions when compared to clusters from hard scattering, which explains
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Figure 5.24: PU ID input variables in blue for the signal and in red for the
background (part 1).
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Figure 5.25: PU ID input variables in blue for the signal and in red for the
background (part 2).
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Figure 5.26: Linear correlation matrices of the PU ID input variables for
signal (upper) and background (lower).
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Rank Variable Separation Rank Variable Separation
1 pT 0.715 1 layer90percent 0.699
2 coreShowerLength 0.422 2 layer50percent 0.586
3 triggerCells90percent 0.385 3 sigmaZZ 0.510
4 sigmaRRTot 0.362 4 maxLayer 0.486
5 eMax 0.354 5 zBarycenter 0.478
6 sigmaEtaEtaTot 0.284 6 layer10percent 0.361
7 sigmaPhiPhiTot 0.262 7 showerLength 0.335
8 layer10percent 0.239 8 triggerCells67percent 0.328
9 triggerCells67percent 0.207 9 sigmaRRTot 0.309
10 |η| 0.196 10 coreShowerLength 0.266
11 sigmaRRMean 0.185 11 eMaxOverE 0.265
12 layer90percent 0.158 12 sigmaRRMax 0.198
13 maxLayer 0.155 13 triggerCells90percent 0.179
14 eMaxOverE 0.149 14 hOverE 0.138
15 sigmaZZ 0.113 15 sigmaRRMean 0.099
16 sigmaEtaEtaMax 0.086 16 sigmaEtaEtaTot 0.083
17 sigmaRRMax 0.086 17 sigmaEtaEtaMax 0.080
18 layer50percent 0.081 18 sigmaPhiPhiMax 0.069
19 sigmaPhiPhiMax 0.072 19 sigmaPhiPhiTot 0.044
20 showerLength 0.061 20 eMax 0.044
21 zBarycenter 0.049 21 firstLayer 0.029
22 hOverE 0.045 22 |η| 0.008
23 firstLayer 0.003 23 pT 0.008

Table 5.7: Separation of input variables of the PU ID (left) and the Pion ID
BDT (right). The ϕ variable is not quoted, since its usefulness is limited.

233



why the triggerCellsXpercent, the layerXpercent and the σ variables rank
high. This also means that low eMax is expected for PU clusters. Finally,
PU clusters tend to populate the more forward regions of the detector, hence
the separation in the |η| variable.

Following the training procedure outlined above, the best performing vari-
ables for the PU ID BDT training are given in Table 5.8:

Rank Variable Importance
1 sigmaPhiPhiTot 21.1%
2 eMax 21.1%
3 triggerCells90percent 21.0%
4 sigmaRRTot 19.7%
5 eMaxOverE 17.2%

Table 5.8: Importance of chosen input variables for the final PU ID BDT
training.

For the Pion ID BDT training, the signal and background sample defi-
nitions need to change: The signal sample consists of clusters from prompt
photons, while the background sample is made up of clusters from prompt
charged pions. In terms of clusters given as input to the BDT, there remain
∼40000 signal and ∼35000 background clusters after the preselection require-
ments are applied. As in the case of the PU ID, all of the Pion ID input
variables are given in Figs. 5.27 and 5.28, following the same color code as
before. Fig. 5.29 shows the linear correlation matrices of the input variables
for the different samples and Table 5.7 (right part) quotes their separation.

In contrast with the PU ID case, the pT and |η| are very similar for γ and
π± cluster. However, it is expected that other, more discriminating variables
can be a function of |η| and, hence, it can be beneficial to include it in the
training, so that the BDT identifies correlations with it. From the distribu-
tions of input variables, it is evident that the main difference between γ and
π± clusters is their longitudinal profile: layerXpercent, sigmaZZ, maxLayer,
zBaycenter, showerLength and triggerCellsXpercent all point to the observa-
tion that clusters from charged pions are longer that those of photons in the
z direction. Transverse shape variables also provide a handle for separation.
Surprisingly, the hOverE variable is not that discriminating, explaining the
only moderate performance of the EM and hadronic tagging of clusters by a
simple selection on this variable. Finally, even though the eMax variable is
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Figure 5.27: Pion ID input variables in blue for the signal and in red for the
background (part 1).
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Figure 5.28: Pion ID input variables in blue for the signal and in red for the
background (part 2).
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Figure 5.29: Linear correlation matrices of the Pion ID input variables for
signal (upper) and background (lower).
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ranked very low in terms of separation, the BDT distinguishes correlations
with other variables, leading to an increased ranking in terms of importance.

The final set of input variables for the Pion ID BDT training is chosen
as quoted in Table 5.9:

Rank Variable Importance
1 layer50percent 21.7%
2 triggerCells67percent 17.7%
3 |η| 15.6%
4 sigmaZZ 15.2%
5 sigmaPhiPhiTot 15.1%
6 eMax 14.8%

Table 5.9: Importance of chosen input variables for the final Pion ID BDT
training.

The performance of the PU and Pion ID BDTs is evaluated with the use
of ROC curves, i.e. the plot of signal efficiency versus background rejection.
These ROC curves are shown in Fig. 5.30 for the PU ID on the left and
the Pion ID on the right. The plots include two curves: The final BDT
training with the chosen variables as specified above for each ID (labeled as
“New Training”) and an older training with a limited set of variables for the
final choice and with preliminary version of the clustering algorithm for the
HGCal (labeled as “Old Training”) for comparison. The PU ID BDT shows
excellent results in terms of signal to background separation, achieving 94%
signal efficiency with 99% background rejection, at the optimal ROC curve
point in terms of S/

√
B. This performance is driven by correlations of the

input variable with the pT, identified by the BDT. This leads to the rejection
of the majority of low-pT PU clusters, while maintaining sufficient efficiency
for the same pT photon and charged pion clusters. The Pion ID BDT also
displays exceptionally good performance, with 95% signal efficiency and 95%
background rejection at the optimal ROC curve point. For its performance,
the driving factor is the longitudinal information, which accounts for more
than 50% of the discrimination between signal and background.

One most important targets of the L1CorT is the control of the multi-
object L1 seeds. Hence, the optimization of the PU and Pion ID working
points is performed by scanning the BDT WP and checking the HT , quad-
jet and p miss

T L1 seed rate at the 95% efficiency threshold. The optimization
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Figure 5.30: ROC curves of the PU ID (left) and the Pion ID BDT (right).
The latest training (labeled as “New Training”) is marked in blue, while
a preliminary training with only subset of the variables and with a previ-
ous, non-optimized version of the HGCal clustering is shown in orange for
comparison.

is done in a tt̄ sample, which includes a lot of jets, moderate p miss
T and

generally central objects, and in a VBF H → Inv sample, which includes
hadronic activity in the forward region of the detector and a lot of p miss

T .
Both of the samples are produced with 200 PU.

Figs. 5.31 and 5.32 show the rate of the HT , quad-jet and p miss
T L1 seeds in

the tt̄ and the VBF H → Inv samples respectively. The different lines corre-
spond to the cases without the application of the PU ID, with the application
of the Old Training PU ID and with different WP of the New Training PU
ID, ranging from −0.3 to 0.3. For the HT and quad-jet rate, little difference
is observed in all of the cases. This is because the PUPPI jet creation algo-
rithm is robust against the presence of PU. On the other hand, p miss

T is very
sensitive to low-pT jets, which can be the result of PU clusters. Without
the application of a PU ID, the p miss

T rate is intolerable for the L1 trigger
rate budget. Progressively increasing the WP leads to the reduction of the
p miss

T L1 seed rate and reduction starts to saturate for WP = 0.1. Further
increasing the WP does not result in any gain in the p miss

T performance, while
it increases the danger over discarding too many clusters, even genuine ones.

With the choice of 0.1 for the WP of PU ID, the efficiency of photons
(Fig. 5.33), electrons (Fig. 5.34), charged pions (Fig. 5.35) and PU (Fig. 5.36)

239



is calculated as a function of pT (left) and η (right). The efficiency in η is
generally uniform, with the efficiency of PU being slightly lower in the low-
η HGCal edges. For photons and electrons, the efficiency is very similar,
starting at 20% even at 5GeV and quickly rising to the plateau of 100% at
∼15GeV. The efficiency of charged pions is a slightly lower over the whole
pT range and has a longer turn-on but still reaches 100% at the plateau. For
the PU clusters, the efficiency of identifying them and discarding them is
∼100% for pT < 10GeV, where the bulk of the PU cluster distribution is,
and progressively goes down for higher values of the pT.

The strategy for defining the WP for the Pion ID is similar, however its
determination is performed after applying the PU ID. All of the curves in
Figs. 5.37 (tt̄) and 5.38 (VBF H → Inv) include both the PU ID with the
0.1 WP and different configuration of the Pion ID. The “NoID” curve is an
exception, including neither the PU nor the Pion ID. In this case, only small
differences are observed in all the L1 seed rates, even in the p miss

T one, with
varying Pion ID WP. As a result, the WP with the best S/

√
B is used, 0.05.

Figs. 5.39–5.41 display the efficiency of photons, electrons and charged
pion after the application of the Pion ID with the WP determined above. As
in the case of the PU ID, the efficiency is fairly stable all over the η range.
The efficiency for all objects is high (> 70%) even at low pT (< 5GeV). The
turn-on is not very steep but it reaches > 95% efficiency at ∼35GeV.

Following the decision on the WP of both IDs, it is important that the
PUPPI parameters in Eq. 5.5 are retuned, so that the PUPPI algorithm
does not downweight clusters too much. The prior parameters (c0), the pT
slope parameters (cpT) and the pT priors (pT0), for photons and all the other
types of particles, are configured to improve the response and resolution
of PUPPI jets, while keeping the efficiency and rate of the HT and p miss

T
L1 seeds at the same level. After testing the behaviour of each PUPPI
parameter separately, three different sets of their combinations were tested,
summarized in Table 5.10: The “Boldest” tune relaxes the parameters by a
lot, the “Shiest” tune is the most conservative one with respect to the initial
values (“No Tuning”), while the “Tuned” one is the middle solution.

Fig. 5.42 shows the efficiency (right) and rate (left) of the HT (upper)
and the p miss

T L1 seed (lower) in a tt̄ and a VBF H → Inv sample respec-
tively. The threshold for these seeds is much improved compared to the case
where no IDs were applied (labeled as “Before” in the legend) but the tun-
ing slightly increases threshold with respect to the aggressive initial tuning.
The benefit from the tuning can be seen in Figs. 5.43–5.45, where the re-

240



Figure 5.31: Rate of an HT (upper left), quad-jet (upper right) and p miss
T

(lower) L1 seed versus the corresponding generator variable threshold to
achieve 95% efficiency for different WP of the PU ID BDT response in a
tt̄ sample at PU 200. The cases where no PU ID and where the preliminary
PU ID training are applied are also shown for comparison.
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Figure 5.32: Rate of an HT (upper left), quad-jet (upper right) and p miss
T

(lower) L1 seed versus the corresponding generator variable threshold to
achieve 95% efficiency for different WP of the PU ID BDT response in a
VBF H → Inv sample at PU 200. The cases where no PU ID and where the
preliminary PU ID training are applied are also shown for comparison.
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Figure 5.33: Efficiency as a function of pT (left) and η (right) of clusters from
genuine photons, having passed the PU ID.

Figure 5.34: Efficiency as a function of pT (left) and η (right) of clusters from
genuine electrons, having passed the PU ID.
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Figure 5.35: Efficiency as a function of pT (left) and η (right) of clusters from
genuine pions, having passed the PU ID.

Figure 5.36: Efficiency as a function of pT (left) and η (right) of clusters from
PU, having failed the PU ID.
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Figure 5.37: Rate of an HT (upper left), quad-jet (upper right) and p miss
T

(lower) L1 seed versus the corresponding generator variable threshold to
achieve 95% efficiency for different WP of the Pion ID BDT response in
a tt̄ sample at PU 200. The cases where no Pion ID and where the prelim-
inary Pion ID training are applied are also shown for comparison. The PU
ID has already been applied with its WP set at 0.1.
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Figure 5.38: Rate of an HT (upper left), quad-jet (upper right) and p miss
T

(lower) L1 seed versus the corresponding generator variable threshold to
achieve 95% efficiency for different WP of the Pion ID BDT response in
a VBF H → Inv sample at Pion 200. The cases where no PU or Pion ID
and where the preliminary Pion ID training are applied are also shown for
comparison. The PU ID has already been applied with its WP set at 0.1.
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Figure 5.39: Efficiency as a function of pT (left) and η (right) of clusters from
genuine photons, having passed the Pion ID.

Figure 5.40: Efficiency as a function of pT (left) and η (right) of clusters from
genuine electrons, having passed the Pion ID.
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Figure 5.41: Efficiency as a function of pT (left) and η (right) of clusters from
genuine pions, having failed the Pion ID.

Parameter No Tuning Boldest Shiest Tuned
c0 (photons) (3.5, 3.5, 7.0) (−1.5,−1.5, 0.0) (1.5, 1.5, 5.0) (1.5, 1.5, 5.0)
c0 (others) (5.0, 5.0, 7.0) (0.0, 0.0, 5.0) (2.5, 2.5, 6.0) (4.0, 4.0, 6.0)
cpT (photons) (0.3, 0.3, 0.3) (0.9, 0.9, 0.9) (0.4, 0.4, 0.4) (0.4, 0.4, 0.4)
cpT (others) (0.3, 0.3, 0.3) (0.6, 0.6, 0.4) (0.4, 0.4, 0.35) (0.4, 0.4, 0.35)
pT0 (photons) (3.0, 4.0, 5.0) (0.0, 0.0, 0.0) (1.5, 2.0, 2.5) (1.5, 2.0, 2.5)
pT0 (others) (5.0, 7.0, 9.0) (0.0, 0.0, 3.0) (2.5, 3.5, 4.5) (2.5, 3.5, 4.5)

Table 5.10: Summary of the different sets of PUPPI parameters used for
the optimization of the PUPPI algorithm tuning, after the application of the
PU and Pion IDs. The first number corresponds to the parameter value in
1.5 < |η| < 2.0, the second number to the parameter value in 2.0 < |η| < 2.4
and the third number to the parameter value in 2.4 < |η| < 3.0

sponse is observed to be improved by the tuning, especially at low pT, and
the resolution is also at the same level or slightly better. The “Tuned” set
of PUPPI parameters seems to maintain the best balance between L1 seed
efficiency/rate and performance in terms of response/resolution of jets and,
hence, is applied in the PUPPI algorithm.

248



Figure 5.42: The efficiency, at L1 rate of 20 kHz, (left) and rate, at 95%
efficiency, (right) of the HT (upper) and the p miss

T L1 seed (lower) in a tt̄ and
a VBF H → Inv sample, respectively.
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Figure 5.43: The response (left) and resolution (right) of jets as a function
of their generator pT in a tt̄ (upper) and a VBF H → Inv sample (lower).
The plots are for the range 1.5 < |η| < 2.0.
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Figure 5.44: The response (left) and resolution (right) of jets as a function
of their generator pT in a tt̄ (upper) and a VBF H → Inv sample (lower).
The plots are for the range 2.0 < |η| < 2.4.
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Figure 5.45: The response (left) and resolution (right) of jets as a function
of their generator pT in a tt̄ (upper) and a VBF H → Inv sample (lower).
The plots are for the range 2.4 < |η| < 3.0.
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5.4.2 Development of the Emulator for the Deregion-
izer Firmware Module of the L1CT Layer-2

As briefly mentioned already, the L1CorT Layer-2, which is not regionalized,
receives its inputs from the L1CorT Layer-1, which is split into 6 different
η-regions, and from the L1CT, which sends the HF η-region. The L1CorT
Layer-2 connects with 3 links to each of its upstream boards. As a result,
with this architecture, the different links into Layer-2 map into different
region of η. Subregions corresponding to different ϕ coordinates are streamed
sequentially to Layer-2, hence, in terms of hardware, the ϕ variable is mapped
in different slices, i.e. clocks. In summary, the grid of (η, ϕ) blocks of Fig. 5.46
is the input to the Layer-2 for a full event. The PF η-regions are reduced
from 7 to 6 by merging the endcap regions with no tracker information with
the HF, as described below.

Figure 5.46: The regionalized input of L1CorT Layer-2 over a full event.

Fig. 5.47 (left sketch) shows a strip of PF subregions for L1CorT Layer-
1 with the same ϕ. Multiple PF η-regions are displayed, separated by the
thick, vertical lines. Internally, the three barrel PF η-regions are further
split into two η-subregions, as indicated by the thin lines. As a result, the
barrel includes two times the PF subregions per PF η-region compared to
the other PF η-regions. In order to stream the PF subregions from a specific
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ϕ strip over a common time period for all PF η-regions, a transformation of
the input is required, as shown in the right sketch of Fig. 5.47. For the bar-
rel, which includes the additional PF subregions, half of them are streamed
during 3 clocks (based on the total bandwidth of the links and the size of
the transmitted data) and the other half are streamed in the next 3 clocks.
Hence, each Layer-2 input ϕ-block requires 6 clocks to be sent. Given that
the detector is split in 9 ϕ blocks and that there is a continuous flow of data
from the barrel blocks, 54 clocks are needed for the transmission of the full
event. For all the other Layer-2 input η-blocks, only three clocks are needed
for each ϕ slice. The endcap regions with tracker are sent separately for
positive and negative η, transmitting 3 clocks of data, followed by 3 empty
clocks. On the other hand, given the low occupancy of the different endcap
regions without tracker and each side of the HF, their PF subregions are
merged together in a common η-block for better management of the hard-
ware resources. Therefore, they are streamed over six clocks, similarly to the
barrel blocks, as shown in the last column of Fig. 5.47.

Figure 5.47: The mapping of PF subregions from different η and same ϕ
coordinates to different input blocks into the Layer-2 deregionizer.

Fig. 5.48 shows the whole detector grid of Layer-2 input blocks, after it
has been transformed to account for the different number of PF subregions,
as explained above. Each horizontal line corresponds to a different clock
and every different small square to a different PUPPI candidate. In each
rectangle, separated by either dashed or solid lines, the PUPPI candidates
are pT sorted, starting from the bottom left. These rectangles indicate the
different PF subregions and contain 18 PUPPI candidates at most.

The goal of the deregionizer module is to “flatten” this detector grid, i.e.
put all of the PUPPI candidates contained in it into a single array (buffer).
This is imperative so that the global-objects algorithms can be run on the
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Figure 5.48: The transformed regionalized input of L1CorT Layer-2 over a
full event (54 clocks).

final buffer, which holds the candidates from the whole detector. Fig. 5.49
displays the detector grid of a dummy event, which contains PUPPI can-
didates (colored differently for the different η-blocks) in multiple PF subre-
gions. The deregionizer module consists of the series of buffers on the bottom
of the grid: The first set of buffers take the 6 PUPPI candidates from each
of the η-blocks. In the next set of buffers, the buffers from the first line are
merged. The third set of buffers takes as input the merged or non-merged
(depending on their provenance) buffers from the second line, in accordance
with the arrows in the sketch. One more merge of buffers follows, then the
buffer of the fourth step is accumulated in the final buffer, which ends up
including the data from the entire detector after 54 clocks (time needed to
stream the event) plus 4 clocks (time needed to stream the data through the
deregionizer module). Fig. 5.50 shows an example of how the “merge” and
“accumulate” operations are performed within the deregionizer module. It
worth noting that the “merge” operation prioritizes the PUPPI candidates
on the left buffers and the “accumulate” operation prioritizes the PUPPI
candidates already in its target buffer.

On the left side of Fig. 5.49, the (maximum) number of regions that go
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Figure 5.49: The detector grid, as inputted to the L1CorT Layer-2, for a
dummy event. PUPPI candidates from different η-blocks are signified by
different colors. The structure of the deregionizer module is shown on the
bottom. The text on the left indicates how many regions and how many
PUPPI candidates each array can contain.

Figure 5.50: The “merge” (upper) and “accumulate” (lower) operations of
the deregionizer module.
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into each buffer is written, along with the (maximum) size of each buffer
in PUPPI candidates. As it is clear by those numbers, the buffers in the
first four rows of the deregionizer are sufficiently large to include all the
PUPPI candidates streamed to them, without any truncation. On the other
hand, the final buffer has a size limit of 128 PUPPI candidates to control
the hardware resources needed. The number of PUPPI candidates in a busy
topology could potentially exceed 128, so this limit is a subject of study in
the following.

In the specific event of Fig. 5.49, more than 128 PUPPI candidates are
included. Appx. E shows the clock-by-clock procedure of streaming the event
through the deregionizer module. The final result is displayed in Fig. 5.51.
As it is shown in the top of the figure, the event is streamed over 6 bunch
crossings (BX) and the entire procedure takes 58 clocks. The truncated
PUPPI candidates are shown on the right and are discarded in the hardware
implementation of the deregionizer module. It is worth mentioning that, even
though the input PUPPI candidates are pT-sorted in their PF subregions, the
PUPPI candidates in the final buffer are not globally pT-sorted.

The deregionizer module described above has been implemented in firm-
ware. To verify that its firmware implementation works as expected and to
study its performance in MC events of different topologies, a software emu-
lator for it was also developed. The deregionizer emulator takes as input the
PUPPI candidates, as they are outputted by the L1CorT Layer-1, sorts them
in the transformed detector grid, as in Fig. 5.48, and streams them through
the series of buffer that constitute the deregionizer module. With respect to
the deregionizer firmware, the emulator has two extra features: It makes the
size of every buffer configurable and it tracks truncated PUPPI candidates,
putting them in a separate array, instead of completely discarding them.

The verification of the firmware implementation of the deregionizer mod-
ule using the emulator lead to the discovery and solution of minor de-sync
issues in the firmware. More specifically, due to an error in setting the la-
tency of running the final deregionizer steps, after the whole event has been
streamed to it, to 4 instead of 5 clocks, the final frame of one event was
being moved to the next event. After the fix, 100% agreement was observed
between the emulator and firmware simulation.

The extra capabilities of the deregionizer emulator allow for the study
of the truncations, as a function of the buffer size, and understanding their
provenance. The studies are performed in a tt̄ sample at PU 200, in a VBF
H → Inv sample at PU 200 and in two four-top quark (TTTT) SUSY sam-
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Figure 5.51: The contents of the final buffer, after the whole event has been
streamed through the deregionizer module. Since the number of PUPPI
candidates is larger than 128, the six last PUPPI candidates are truncated
(shown on the right side of the sketch).

ples, one at PU 200 and one at PU 300. Only the results on the TTTT sample
at PU 200 are shown in the following, as they exhibit all the important con-
clusions that can be drawn. To quantify the effect of the inclusion of the
deregionizer module, instead of using the entirety of the PUPPI candidates
in the idealistic case where they are not subject to the order and size limi-
tation of the deregionizer, the distributions of L1 jets were compared: The
L1PuppiJets correspond to the jet creation case without the deregionizer and
with an offline-equivalent jet finding algorithm (unfeasible for firmware im-
plementation in the L1 trigger). The scPuppiJets correspond to the case
without the deregionizer but with a L1 trigger jet finding algorithm and
the scDeregPuppiJets to the case with both the deregionizer and the L1 jet
finding algorithm. The scTruncPuppiJets correspond to jets that would be
reconstructed by the PUPPI candidates truncated due to the presence of the
size limit on the final deregionizer buffer.
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Focusing on a specific event of the TTTT PU 200 sample with 142 PUPPI
candidates, Fig. 5.52 shows a series of tables with explanations on the logic
and the effect of truncations. The upper table includes the pT-sorted list
of the different jet collections used for these tests. The “L1PuppiJets” col-
umn exists as a reference to the ideal case, while the “scPuppiJets” and the
“scDeregPuppiJets” collections serve the comparison between the cases where
the deregionizer is applied or not. This comparison leads to some interesting
results, annotated on the tables. As indicated in the upper table of Fig. 5.52,
the highest pT jet, common in both the “L1PuppiJets” and “scPuppiJets”
collections, is not present in the “scDeregPuppiJets”. Noticing its coordi-
nates, the reason behind this is the value of its ϕ variable: The ϕ slice that
this “lost jet” falls in is one of the last to be processed (c.f. Fig 5.48), hence
at least some of the PUPPI candidates that constitute it are discarded.

As a first conclusion to be drawn, PUPPI candidates with −π < ϕ < 0
are more likely to be truncated, due to the sequence that the PF subregions
are inputted in the L1CorT Layer-2. Depending on the number of PUPPI
candidates truncated in a region of the detector, lost jets may be produced
with underestimated pT or may not be produced at all. In the specific case
discussed above, it seems that almost the entire set of PUPPI particles of the
lost jet are rejected. This follows from the fact that, checking the collection
of jets produced by the PUPPI candidates that have been truncated by the
deregionizer (“scTruncPuppiJets”), included in the lower table of Fig. 5.52,
the lost jet is reconstructed to a very good approximation in it.

It is crucial to note that the L1CorT Layer-2 does not have the resources
to reconstruct all the jets in a event, in contrast to the ideal case. Because of
this, the “scPuppiJets” and “scDeregPuppiJets” collections are cropped to at
most 10 objects. This leads to a second-order effect of the truncations: When
a jet is truncated, another jet, in most cases but not always with lower pT,
takes its place in the jet collection. This jet can come from any region of the
detector with ϕ ≲ ϕlost jet. As a result, the truncations from the deregionizer
do not really reduce the number of jets in an event but rather “transfer” jets
from the negative-ϕ region of the detector to the rest of the detector.

Having understood the origin of the truncations in individual events and
their repercussions, the total impact of truncations can be quantified by
studying the pT, η and ϕ distributions of scPuppiJets, scDeregPuppiJets
and scTruncPuppiJets in the TTTT PU 200 sample. The upper left plot of
Fig. 5.53 indicates that most of the truncated jets are of low pT, less than
∼20GeV. However, there is also a nonnegligible amount of truncated jets
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Figure 5.52: List of the first, pT sorted L1PuppiJets, scPuppiJets, scDereg-
PuppiJets and scTruncPuppiJets for the event under discussion in the main
text. The annotations on the tables are discussed in the main text as well.

with higher pT. This can be problematic in the case where such a truncated
jet would have otherwise caused a L1 seed to fire. The η distribution (upper
right plot of Fig. 5.53) does not point to a specific bias. Finally, the ϕ
distribution (lower plot of Fig. 5.53) confirms the conclusions above that
more and more jets are lost as in the range −π → 0. The “transferring”
of jets is confirmed as well: Even though the “Puppi” distribution tends
to be higher in the −π < ϕ < 0 region, in the rest of the detector, the
“DeregPuppi” distribution tends to be higher, due to the inclusion of jets
there that replace the lost ones in the collection.

Both the rejection of PUPPI candidates that form high pT jets as well as
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Figure 5.53: Distributions of the pT, η and ϕ variables of scPuppiJets (labeled
as “Puppi”), scDeregPuppiJets (labeled as “DeregPuppi”) and scTruncPup-
piJets (labeled as “TruncPuppi”) in a TTTT PU 200 sample.

the bias in the ϕ distribution call for improvement in the deregionizer design.
A straightforward solution is the increase of the final buffer size from 128 to
256 PUPPI candidates (a multiple of 2 to facilitate the resource allocation
in hardware). Repeating the previous plots with a deregionizer with a final
buffer containing up to 256 PUPPI candidates removes all truncations and
leads to 100% agreement between the case with and without the application
of the deregionizer (black and blue lines overlap in Fig. 5.53). The same
result is confirmed in the most busy topology of TTTT at PU 300.

Although it is conceptually simple, the expansion of the deregionizer fi-
nal buffer requires attention in its hardware implementation. The increase
in hardware resources due to this change is summarized in Table 5.11. Mul-
tiple firmware modules are affected and their resource usage approximately
doubles. However, given the small requirements of those modules to begin
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with, the increase in resources is still acceptable. The change is accompanied
by a small increase in latency (∼30 ns), which can also be accommodated.
Finally, some tweaks were needed to make the new deregionizer design meet
timing. In view of the benefits that the final buffer expansion brings and
the feasibility of its application in firmware, the deregionizer module is now
included in the L1CorT Layer-2 design with 256-long final buffer.

N = 128
Module LUTs (%) FFs (%) DSPs (%) BRAMs
Total 6.8 6.4 7.5 ∼0
Deregionizer 3.4 2.3 — —
JetLoop 1.9 2.1 3.7 —
JetCompute 0.9 1.0 3.8 ∼0

N = 256
Module LUTs (%) FFs (%) DSPs (%) BRAMs
Total 9.8 10.8 15.0 ∼0
Deregionizer 3.4 2.3 — —
JetLoop 3.9 4.7 7.5 —
JetCompute 1.7 2.6 7.5 ∼0

Table 5.11: The hardware resource usage of the deregionizer and jet finding
algorithm modules in a VU9P FPGA for the cases of 128 (upper) and 256
(lower) PUPPI candidates in the final deregionizer buffer.

The different deregionizer configurations were tested in terms of L1 seed
performance as well. Fig. 5.54 shows the efficiency and rate of the p miss

T L1
seeds in the case of ideal jets (“L1Jets”) and of L1 jets with the application
of the deregionizer with 128 (“DeregPuppi”) and 256 (“Dereg256Puppi”)
PUPPI candidates in the final buffer. The threshold values for the rate
calculation have been derived within a conservative 10% uncertainty mar-
gin to emulate potential differences between the data and simulation. Only
small differences are present: The differences between the “L1Jets” and the
“Dereg256Puppi” mainly originate from the better resolution of the offline-
equivalent jets of the former collection. The differences between “Dereg-
Puppi” and “Dereg256Puppi” come from the fact that the former collection
is afflicted by truncation, hence creating p miss

T imbalances in some events,
mostly evident at lower p miss

T values. The differences are even more subtle in
the HT and the quad-jet L1 seed performance.
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Figure 5.54: The efficiency (left), at 20 kHz L1 rate, and the rate (right),
at 95% efficiency of the p miss

T L1 seed, using L1PuppiJets (labeled as “L1
Jets”), scDeregPuppiJets (labeled as “DeregPuppi”) and scDeregPuppiJets
with the final buffer size increased to 256 PUPPI candidates (labeled as
“Dereg256Puppi”) in a TTTT PU 200 sample. Higher rates for higher thresh-
olds seen at some points are fluctuations within the 10% uncertainty margin
discussed in the text.

Fig. 5.55 aims to investigate the jets that take the place of the truncated
ones. The upper table in the figure highlights the jet that was added in
the “scDeregPuppiJets” collection to replace the one that was lost due to
truncations. It is worth noticing that this jet is not added to the bottom of
the collection but in a higher spot. This implies that it is not necessarily the
lower pT jets that are not produced due to the 10-jet limit. The explanation of
this is included in the lower table of the same figure, where the pT-sorted list
of the jet seeds is quoted. This shows that the creation of jets is performed by
order of the seed pT and not of the jet pT, a limitation caused by the firmware
implementation of the jet finding algorithm. In a significant portion of the
cases, higher-pT seeds do not lead to higher-pT jets. This is the case for
the event discussed above, where a 51.5GeV jet is created by a 18.25GeV
seed, and, therefore, is lower in the collection with respect to a 21.25GeV jet
starting from a seed with the same pT.

To avoid discarding high-pT jets as much as possible, some changes in the
jet finding algorithm are implemented. First of all, the number of output jets
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Figure 5.55: List of the first, pT sorted L1PuppiJets, scPuppiJets and
scDeregPuppiJets for the event under discussion in the main text. The list
of the pT-ordered jet seeds is included, along with the pT of the jets that they
create. The annotations on the tables are discussed in the main text as well.

is increased from 10 to 12 to limit the number of truncated jets. Additionally,
improvements in the jet loop firmware module, which reduce its latency from
14 to 8 clocks, allow the processing of 16 seeds for jet creation (760 ns) in the
same time that previously only 10 seeds were processed (792 ns). Combining
these updates, the jet finding algorithm now uses a list of 16 seeds to create 16
jets, pT-sorts them and then send the first 12 of them to downstream systems.
This way, the probability of truncating high-pT jets reduces significantly.
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5.4.3 Development of the Firmware Module and the
Emulator for the Sorting of L1 e/γ Objects

In contrast with the PF and PUPPI candidates, which are inputted in the
deregionizer module to get properly formatted for the purposes of L1CorT
Layer-2, as described in the previous section, e/γ objects are handled dif-
ferently. Even though e/γ objects are pT-sorted in the PF subregions, just
like PF and PUPPI candidates, the algorithms of Layer-2 require them to
also come pT-sorted per Layer-1 board. At the same time, a large amount of
such objects can potentially be present in a single board, creating the need
to reduce their number for downstream calculations to keep the hardware
resource usage under control. Consequently, a firmware module is needed in
order to sort the e/γ objects for all PF subregions in a single Layer-1 board
and then possibly truncate the resulting list of objects to discard low-pT ones.
This firmware module along with its corresponding emulator were developed
as part of this thesis.

The firmware module, called e/γ final sorter, takes as input the N highest
pT e/γ objects per PF subregion for all subregions in a single board. Its
output is the list of M highest pT e/γ objects per board. In accordance with
the rest of the firmware modules of Layer-1, it should be run at TMUX 6.
As a result, if the e/γ final sorter is run at 360 MHz, it then has 360/6 clocks
per event. Given that 9 PF subregions are processed per board, this means
that the e/γ final sorter has ⌊360/6/9⌋ = 6 clocks per region.

The e/γ final sorter is optimized for the endcap region, where the number
of e/γ objects per PF subregion is at most 6, hence N = 6 is set. The fact
that number of input objects are less than the number of clocks available
for the module to run eliminates the need for multiple lists to keep track
of the input objects as they are waiting to be sorted in the final output
list. Because of this, the e/γ final sorter module has been implemented as
an incremental sorter: It takes one new object per clock and adds it to the
final sorted list on the fly. This sorting method is resource-light, since, apart
from the input and output list of e/γ objects, the only other computational
object it requires is an additional boolean input to mark the beginning of the
events. Due to the different multiplicity of e/γ objects in the barrel regions,
the implementation of the e/γ final sorter is more complicated there. The
firmware module version optimized for these regions is beyond the scope of
this thesis.

The firmware implementation has been tested with the VU9P FPGA

265



as the target device, using the Xilinx Vivado High-Level Synthesis libraries
(version 2019.2) [139]. As expected, the algorithm mainly uses LUTs, to store
the input and output list, while FF are also reserved for the comparison of
the pT among the different e/γ objects. The utilization of these resources by
the e/γ final sorter amounts to less than 1% of the total VU9P resources,
conveniently fitting to the existing L1CorT Layer-1 design. The timing is also
met, estimated to 2.34±0.34 ns, well within the target of 2.70 ns. The latency
was measured to be 19 clock cycles or, equivalently, 51.30 ns, completely
overshadowed by the 54 clock cycles needed to stream an event from Layer-1
to Layer-2. Fig. 5.56 shows the floorplan of the Layer-1 algorithms on a
VU9P FPGA, in which the final e/γ sorter only takes a small amount of
space on the upper right part.

Figure 5.56: Floorplan of the L1CorT Layer-1 firmware algorithms on a
VU9P FPGA: The “links infra” and “PCIex infra” labels refer to the needed
logic for the I/O of the FPGA, the “µ reg”, “Tk reg” and “Calo reg” la-
bels refer to the regionizer logic for muons, tracks and calorimetric inputs
respectively, while the rest of the labels are self-explanatory.

The e/γ final sorter emulator was developed in parallel with the relevant
firmware and agrees 100% with it, tested on 1000 events of a tt̄ sample at
PU 200. The only notable feature of the incremental sorter algorithm that
required attention during the development of the emulator is the reverse
sorting of objects with equal values. Apart from that, the emulator was im-
plemented with configurable number of incoming and outgoing e/γ objects,
so that the impact of truncations in the input and output of the algorithm
can be studied in simulation. This kind of studies is part of a larger collec-
tion studies requiring the integration of multiple e/γ-related algorithms in
L1CorT Layer-1 and, as a result, is beyond the scope of this thesis.
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Summary and Outlook

This thesis presented a search for New Physics, more specifically for Super-
symmetry (SUSY), using the full Run 2 dataset (2016–2018) of proton-proton
collisions recorded by the Compact Muon Solenoid (CMS) experiment oper-
ating at the Large Hadron Collider (LHC). The analyzed data correspond to
a total integrated luminosity of up to 137 fb−1, at a center-of-mass energy,√
s = 13TeV.

The search is designed to probe signatures with two or three low trans-
verse momentum (pT) leptons (electrons or muons) and moderate to high
missing transverse momentum (MET). At least one of the lepton pairs must
have opposite sign (OS) charge and same flavor (SF), while the MET is
induced by an initial state radiation jet. Such final states occur in SUSY
models involving the pair production of the lightest chargino (χ̃±

1 ) and neu-
tralinos (χ̃0

2 and χ̃0
1), collectively called “electroweakinos” (EWKinos), in the

case where these are almost mass degenerate. Due to the small mass dif-
ference (∆m) between the produced SUSY particles and the lightest SUSY
particle, these models are said to have a compressed mass spectrum. Multiple
such simplified models (SMS) were presented in the thesis, depending on the
composition of the degenerate SUSY particles. In the TChiWZ SMS, the
lightest EWKinos are mostly either bino or wino, while in the Higgsino SMS,
they are mostly higgsino. The latter case is also explored in the framework of
a more general model, the phenomenological minimal supersymmetric stan-
dard model (Higgsino pMSSM). Additionally, the search is sensitive to SUSY
models with top squark pair production and a small ∆m between the top
squark and the neutralino LSP. The case where the top squark undergoes
a four-body decay is described in the T2bffχ̃0

1 SMS, while its decay via a
chargino is described in the T2bW SMS. All the models probed were moti-
vated in the thesis by theoretical considerations.

267



The analysis strategy is optimized for compressed mass scenarios, by re-
quiring the invariant mass of the OSSF lepton pair (M(ℓℓ)) to be in the
range between 1 and 50GeV and the MET to be greater than 125GeV. The
M(ℓℓ) exhibits an endpoint at the value of the signal ∆m, and this is ex-
ploited to further enhance the analysis sensitivity. The event selection is
carefully designed to reject the dominant standard model (SM) backgrounds
to the analysis: nonprompt processes, i.e. leptons that do not come from
the primary vertex, the tt̄, DY and WZ → 3ℓ processes. Tight identification
criteria on the impact parameters and the isolation of leptons reduce the
contribution from nonprompt leptons, while a veto for jets originating from
b quarks reduces the contribution of the tt̄ process. The DY process mainly
contributes to the analysis background with the decay to τ leptons, which
includes MET due to the presence of neutrinos in the final state. It is sup-
pressed by rejecting the events having the approximately reconstructed ditau
mass in a range around the Z boson mass. Finally, the WZ → 3ℓ process is
effectively minimized by vetoing events with M(ℓℓ) near the Z boson mass.
Robust, data-driven methods combining information from multiple regions
are used to estimate the contribution of the aforementioned SM processes.
The smaller background contributions of other, rare SM processes are taken
directly from simulation.

The statistical and systematic uncertainties, including both experimen-
tal effects as well as imperfections of the modeling of the simulation, are
carefully studied. Within these uncertainties, the data are found to be in
agreement with the SM predictions. A binned maximum likelihood fit with
the uncertainties included as nuisance parameters is used to extract exclu-
sion limits on SUSY particle production cross sections. At 95% confidence
level, the χ̃±

1 and χ̃0
2 are excluded for masses up to 275GeV for ∆m = 10GeV

in the TChiWZ SMS, and up to 150GeV for ∆m = 3GeV in the Higgsino
SMS. In terms of the Higgsino pMSSM model, the higgsino mass parameter,
µ, is excluded up to 180GeV for bino mass parameter M1 = 800GeV. For
the models involving top squark production, for ∆m = 30GeV, top squark
masses are excluded up to 540GeV in the T2bffχ̃0

1 SMS and up to 480GeV
in the T2bW SMS.

In addition to the search for New Physics, this thesis also presented a
series of software and firmware algorithms developed for the Phase 2 upgrade
of the Level-1 Trigger (L1T) system of the CMS experiment, planned to be
deployed during the High Luminosity LHC (HL-LHC) operation.

The thesis discussed the implementation of a dedicated L1T scouting sys-
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tem which is planned for the Phase 2 L1T upgrade. The L1T scouting system
will be able to record data at real time, without any preselection, albeit with
lower resolution. The vast amount of data envisioned to be captured by
it has the potential to probe rare processes, such as the H → ϕγ decay,
and facilitate experimental procedures, such as detector monitoring. The
feasibility and utility of such a system has been tested in a muon scouting
demonstrator implemented at the end of the data-taking period of 2018. The
thesis described the extraction of data-driven corrections for improving the
resolution of muons captured by the scouting system and presented studies
for their performance.

A significant portion of the work presented in this thesis is dedicated to
the L1T Correlator system, which is also planned for Phase 2 L1T upgrade
and will be responsible for executing the higher level object reconstruction
for the L1T system. Within the L1T Correlator, a multivariate algorithm,
more specifically a Boosted Decision Tree, was developed in order to classify
the clusters incoming from the future CMS calorimeter, the High Granular-
ity Calorimeter, as electromagnetic, hadronic or pile-up, i.e. not originating
from the hard interaction. The performance of this algorithm in terms of
rate reduction as well as of trigger efficiency was presented. Furthermore,
the development of the software emulator for one of the L1T Correlator data
organization algorithms, called “deregionizer”, was discussed. Bias studies
based on this emulator led to improvements of the data organization logic
and were presented in the thesis. Last but not least, this thesis described
the development of the firmware module, and its corresponding emulator,
responsible for the sorting of the electromagnetic of the L1T Correlator ac-
cording to their pT.
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Appendix A

Extra Material on the Trigger
Efficiencies

This appendix is dedicated to adding more detailed information on the sub-
ject of trigger efficiency, summarized in Sec. 4.2.1.

A.1 Pure p miss,corr
T trigger paths

For the pure p miss,corr
T trigger paths, their efficiency on data has been esti-

mated in a data set including events captured by single muon triggers, so that
the measurement is unbiased. More concretely, the events were required to
fire the trigger paths required an isolated muon with pT greater than 24GeV
in 2016 and 2018 and 27GeV in 2017. A requirement for HT greater than
100GeV, compatible with the offline ISR jet selection of the analysis and
with the purpose to also cover for the backup paths, was set.

The efficiency for each year is shown in Fig. A.1. Due to the limited reso-
lution, especially at the L1 trigger, an approximately stable efficiency plateau
is reached at the offline value of p miss,corr

T of ∼ 200GeV compared with the
125GeV online threshold. This is what drives the offline p miss,corr

T require-
ments of the analysis (more details in Sec. 4.3.4). To better estimate the
efficiency (ϵ) at the turn-on and the plateau, the following parametrization
is used for the efficiency curve:

ϵ = 0.5× ϵ∞ ×

(
Erf

(
p miss,corr

T − µ

σ

)
+ 1

)
(A.1)
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where ϵ∞, µ and σ are parameters of the fit, which are given separately for
each year in the plots of Fig. A.1.

Figure A.1: Trigger efficiency as a function of the offline p miss,corr
T measured in

both data and simulation for the pure p miss,corr
T trigger paths of 2016 (upper

left), 2017 (upper right) and 2018 (bottom).
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A.2 Double-µ+MET trigger path
Given the presence of many more requirements in the double-µ+MET trigger
path, needed to lower the MET thresholds, the efficiency measurement is
more complicated. In fact, it is broken down to several separate components:

ϵ = ϵµ1ϵµ2 × ϵµ,distance × ϵMET (A.2)
where the ϵµ1ϵµ2 (leptonic) part includes the efficiency of the muon and
dimuon requirements, except for the invariant dimuon mass requirement,
whose inefficiency was found to be negligible (Fig. A.2) and, as a result, its
efficiency is assumed to be 1. The ϵµ,distance term accounts for the efficiency of
the DCA or the ∆z requirement in 2016 and 2017/2018 respectively. Finally,
the ϵMET component measures the efficiency of the purely MET (hadronic)
part (both p miss

T and p miss,corr
T ) of the trigger path.

Figure A.2: Trigger efficiency as a function of the offline invariant dimuon
mass measured in both data and simulation for the double-µ+MET trigger
path of 2018.

The leptonic part of the efficiency is computed with the tag-and-probe
method [114]. To this end, events passing the trigger path requiring an
isolated muon with pT greater than 24GeV in 2016 and 2018 and 27GeV
in 2017 are used. The events must also meet the MET requirements of the
double-µ+MET trigger path. The isolated triggered muon is identified as
the tag muon and the efficiency is measured as the fraction of the probe
muons that pass the full muon selection of the double-µ+MET trigger path.
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Specifically for the 2016 trigger path, each of the ϵµi terms also includes the
DCA efficiency. Since the DCA efficiency is a property of the muon pair and
not of each muon separately, it should be included in the calculation only
once. As a result, to avoid double counting it, only for 2016, Eq. A.2 gets
modified to:

ϵ =
ϵµ1ϵµ2
ϵµ,DCA

× ϵMET (A.3)

The ϵµi efficiency as a function of the muon pT and η is shown for data and
simulation in Fig. A.3 (2016), Fig. A.4 (2017) and Fig. A.5 (2018).

The DCA (2016) and ∆z (2017 and 2018) efficiencies are computed in
the following way: The events used in the denominator of the efficiency ra-
tio must pass a double-µ trigger path with pT thresholds at 17 and 8GeV
for the leading and subleading muon respectively. They are also required to
pass the double-µ+MET L1 seed and the rest of the muon requirements of
the double-µ+MET HLT path, such as the opposite charge and the invari-
ant dimuon mass requirement. The events in the numerator must fulfil the
same requirements as the denominator and additionally pass the DCA/∆z
requirement. The result of the DCA/∆z efficiency measurement is shown in
Figs. A.6 (2016), A.7 (2017) and A.8 (2018). The fact that only the lower
right half of the plots is populated originates from the choice of ordering the
muons in descending η order for this plot, that is η(µ1) > η(µ2) always. It
is also worth noting that some bins, those in which the muons have a very
large separation in η, i.e. η(µ1)− η(µ2) ≳ 2.5, are empty. This is a physical
restriction coming from the kinematical characteristics of the muons probed:
Muons with moderate pT (at least 17 or 8GeV, as per trigger requirements),
fulfilling the invariant dimuon mass requirement of 4 < M(ℓℓ) < 56GeV do
not give such large η separations. However, the softer muons used in the
analysis can in fact end up in these corners of the η(µ1)-η(µ2) phase space.
To account for this, the bins for which the relation η(µ1)−η(µ2) > 2.5 is true
are filled with the average value of efficiency calculated over the bins which
satisfy η(µ1) − η(µ2) ≤ 2.5. This is a valid extrapolation, given the small
variation of efficiency in the bins where the measurement can be performed
with good statistical power. In fact, the variation is so small in the ∆z effi-
ciency of 2017 and 2018 that the average value of the efficiency is used even
in bins with η(µ1)− η(µ2) ≤ 2.5. The average values of DCA/∆z efficiency
extracted from the efficiency maps of Figs. A.6-A.8 are given in Table A.1.

The hadronic part of the efficiency is measured in a similar way. The
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Figure A.3: Trigger efficiency of the leptonic requirements for the double-
µ+MET trigger path of 2016 as a function of the offline muon pT and η
measured in both data (top) and simulation (bottom).
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Figure A.4: Trigger efficiency of the leptonic requirements for the double-
µ+MET trigger path of 2017 as a function of the offline muon pT and η
measured in both data (top) and simulation (bottom).
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Figure A.5: Trigger efficiency of the leptonic requirements for the double-
µ+MET trigger path of 2018 as a function of the offline muon pT and η
measured in both data (top) and simulation (bottom).
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Figure A.6: Trigger efficiency of the DCA requirement as a function of the
offline η of the muon with the highest η (µ1) and the lowest η (µ2) measured
in both data (top) and simulation (bottom) for the double-µ+MET trigger
path of 2016.
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Figure A.7: Trigger efficiency of the ∆z requirement as a function of the
offline η of the muon with the highest η (µ1) and the lowest η (µ2) measured
in both data (top) and simulation (bottom) for the double-µ+MET trigger
path of 2017.
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Figure A.8: Trigger efficiency of the ∆z requirement as a function of the
offline η of the muon with the highest η (µ1) and the lowest η (µ2) measured
in both data (top) and simulation (bottom) for the double-µ+MET trigger
path of 2018.
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Year < ϵµ,DCA > < ϵµ,∆z >

2016 (Data) 90.6% -
2016 (MC) 96.2% -
2017 (Data) - 99.5%
2017 (MC) - 99.8%
2018 (Data) - 99.0%
2018 (MC) - 99.9%

Table A.1: Average values of the DCA and ∆z efficiency for the double-
µ+MET trigger path of each year, in data and simulation.

events used in the measurement are required to have fired a double-µ trigger
path with pT(µ1) > 17GeV and pT(µ2) > 8GeV. To perform the measure-
ment with as soft muons as possible while also retaining adequate statistical
power, muons with 10 < pT(µ) < 50GeV are used. This, in combination with
charge and invariant dimuon mass requirements, ensures that the leptonic
part of the double-µ+MET trigger path is satisfied and that the DCA/∆z
component is ∼100% efficient. This selection defines the efficiency ratio de-
nominator, while the extra requirement of passing the double-µ+MET trigger
path is set for the numerator. In this way, both the p miss

T and the p miss,corr
T

parts are measured simultaneously, as shown in Figs. A.9 (2016), A.10 (2017)
and A.11 (2018). It can be noticed that the efficiency plateau is achieved for
p miss

T > 125GeV and p miss,corr
T > 125GeV. In addition, empty bins are again

present at the edges of the plots. This originates from the fact that p miss
T

and p miss,corr
T are strongly correlated when the muons are relatively soft and,

as a result, the phase space where these two variables have large difference
(≳ 100GeV in this case) is sparsely populated. These bins are filled with
values extrapolated from neighbouring bins.
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Figure A.9: Trigger efficiency of the MET requirements for the double-
µ+MET trigger path of 2016 as a function of the offline p miss

T and p miss,corr
T

measured in both data (top) and simulation (bottom).
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Figure A.10: Trigger efficiency of the MET requirements for the double-
µ+MET trigger path of 2017 as a function of the offline p miss

T and p miss,corr
T

measured in both data (top) and simulation (bottom).
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Figure A.11: Trigger efficiency of the MET requirements for the double-
µ+MET trigger path of 2018 as a function of the offline p miss

T and p miss,corr
T

measured in both data (top) and simulation (bottom).
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Appendix B

Extra Material on the
Nonprompt Background
Estimation

This appendix is dedicated to providing extra material for the estimation
of the nonprompt background. Figs. B.1-B.3 show the FR measurement
of muons (for the two different muon trigger paths used separately) and
electrons in η bins, as a function of lepton pT. The different lines on the
plots correspond to the different methods used for the FR measurement:
“QCD MC” uses QCD simulation, “QCD MC, cut” uses QCD simulation
with the requirement Mfix

T (ℓ, p miss
T ) < 20GeV, while the rest of the lines use

the three different methods, as these were defined in Sec. 4.4.1, on data.
The simulation FR measurements are used as a reference and it is only the
data-driven FR measurements that are used in the analysis.

Figs. B.4-B.6 show the FR, measured in simulation, for muons (for the
two different muon trigger paths used separately) and electrons originating
from bottom, charm or lighter quarks, in the different η bins, as a function of
the lepton pT. The FR for leptons coming from the decay of different flavor
quarks has the same general behavior after tuning the analysis loose-not-tight
ID, as mentioned in Sec. 4.4.1.
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Figure B.1: The FR of muons of the HLT_Mu3_PFJet40 (upper row) and the
HLT_Mu8 trigger path (middle row) and of electrons (lower row) in the barrel
(left) and endcap (right) in 2016, as a function of the lepton pT, using the
three different methods mentioned in the text.
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Figure B.2: The FR of muons of the HLT_Mu3_PFJet40 (upper row) and the
HLT_Mu8 trigger path (middle row) and of electrons (lower row) in the barrel
(left) and endcap (right) in 2017, as a function of the lepton pT, using the
three different methods mentioned in the text.
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Figure B.3: The FR of muons of the HLT_Mu3_PFJet40 (upper row) and the
HLT_Mu8 trigger path (middle row) and of electrons (lower row) in the barrel
(left) and endcap (right) in 2018, as a function of the lepton pT, using the
three different methods mentioned in the text.
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Figure B.4: The FR of muons of the HLT_Mu3_PFJet40 (upper row) and the
HLT_Mu8 trigger path (middle row) and of electrons (lower row) in the barrel
(left) and endcap (right) in 2016, as a function of the lepton pT, for leptons
originating from different quark flavors in simulation.
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Figure B.5: The FR of muons of the HLT_Mu3_PFJet40 (upper row) and the
HLT_Mu8 trigger path (middle row) and of electrons (lower row) in the barrel
(left) and endcap (right) in 2017, as a function of the lepton pT, for leptons
originating from different quark flavors in simulation.
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Figure B.6: The FR of muons of the HLT_Mu3_PFJet40 (upper row) and the
HLT_Mu8 trigger path (middle row) and of electrons (lower row) in the barrel
(left) and endcap (right) in 2018, as a function of the lepton pT, for leptons
originating from different quark flavors in simulation.
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Appendix C

Some Technical Details of the
MLP Implementation

This appendix is dedicated to providing some extra details on the techni-
cal implementation of the MLP for the ϕ correction of muons in 40 MHz
muon scouting system. The MLP has been developed, trained and tested
with the use of the TMVA toolkit [138], included in the ROOT analysis
framework [140].

The MLP consists 1 input layer with 4 input variables, 1 hidden layer
with 24 neurons and 1 output layer. The neuron response function of a layer
is chosen to be the weighted sum of the neuron response of the previous layer,
activated with a tanh function:

yli = wl−1
i0 +

n∑
j=1

tanh(yl−1
j )wij, for l > 1 (C.1)

where l corresponds to the layer (l = 1 for the input layer) and n is the num-
ber of neurons in the lth layer (i.e. n = 24 for the hidden layer and n = 1 for
the output layer of this MLP). The back-propagation of the weights is per-
formed with the Broyden-Fletcher-Goldfarb-Shannon (BFGS) method [141–
144].

The number of training cycles is set to 20000. However, a convergence
test is performed at the end of each cycle and, if the improvement of the MLP
response estimator, a mean square error estimator in this case, is not greater
than 10−6 for 15 consecutive cycle, the training is stopped early. Tests for
overtraining are performed every 6 cycles.
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A sampling technique is employed for the training. For the 80% of the
total cycles, i.e. 16000 cycles, only the 30% of the total events, randomly
selected, are used for the training. In the last 20% of the cycles, all the events
are included in the training. This way, the training is significantly sped-up.
Sampling has been also shown to improve the robustness of the minimizing
algorithm used in the MLP [138].
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Appendix D

Definitions of the HGCal
Variables

This appendix is dedicated in defining the variables provided by the HGCal
subsystem and were used as input to the PU and Pion ID BDTs. These
variables can be broadly split in four categories:

• Generic variables:

– pT

– |η|
– ϕ

• Energy-related variables:

– hOverE: Ehad/EEM.
– eMax: Energy of layer with maximum energy.
– eMaxOverE: eMax divided by the total cluster energy.
– zBarycenter: ⟨z⟩tot

• Longitudinal shape variables:

– firstLayer: The first layer of the cluster with nonzero energy.
– maxLayer: The layer with the maximum energy.
– showerLength: The length of the shower, in layers.
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– coreShowerLength: Maximum number of consecutive layers with
nonzero energy.

– sigmaZZ: σzz
– layerXpercent: Layer up to which X% of the total cluster energy

is contained.
– triggerCellsXpercent: Number of trigger cells that contain X%

of the total cluster energy.

• Transverse shape variables:

– sigmaEtaEtaMax: σηη,max

– sigmaEtaEtaTot: σηη,tot

– sigmaPhiPhiMax: σϕϕ,max

– sigmaPhiPhiTot: σϕϕ,tot

– sigmaRRMax: σRR,max

– sigmaRRTot: σRR,tot

– sigmaRRMean: σRR,mean

In the above list, the following definition apply:

⟨X⟩Y =

∑Y
i∈TC EiXi∑Y
i∈TC Ei

(D.1)

where X is any variable, TC indicates that the energy of separate trigger
cells is summed, while Y could be either “2D” or “tot” if the sum is over
single 2D layers or the total cluster, respectively. Consequently, ⟨X⟩Y is the
energy-weighted mean of the variable X of the Y cluster. Similarly:

σXX,Y =

√√√√∑Y
i∈TC Ei (Xi − ⟨X⟩Y )

2∑Y
i∈TC Ei

(D.2)

σXX,max = max
2D layers


√√√√∑2D

i∈TC Ei (Xi − ⟨X⟩2D)
2∑2D

i∈TC Ei

 (D.3)

σXX,mean = ⟨σXX,tot⟩tot (D.4)
where, in the internal sum, only TCs within 5 cm of the TC with maximum
energy are taken into account.
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Appendix E

Deregionizer Logic Snapshots

This appendix is dedicated in explaining the logic of the deregionizer module
by means of step-by-step snapshot of processing an event (Figs. E.1–E.30):

Figure E.1: Deregionizer snapshot, clock 0
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Figure E.2: Deregionizer snapshots, clocks 1–2
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Figure E.3: Deregionizer snapshots, clocks 3–4
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Figure E.4: Deregionizer snapshots, clocks 5–6
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Figure E.5: Deregionizer snapshots, clocks 7–8
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Figure E.6: Deregionizer snapshots, clocks 9–10
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Figure E.7: Deregionizer snapshots, clocks 11–12
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Figure E.8: Deregionizer snapshots, clocks 13–14
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Figure E.9: Deregionizer snapshots, clocks 15–16
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Figure E.10: Deregionizer snapshots, clocks 17–18
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Figure E.11: Deregionizer snapshots, clocks 19–20
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Figure E.12: Deregionizer snapshots, clocks 21–22
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Figure E.13: Deregionizer snapshots, clocks 23–24
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Figure E.14: Deregionizer snapshots, clocks 25–26
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Figure E.15: Deregionizer snapshots, clocks 27–28
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Figure E.16: Deregionizer snapshots, clocks 29–30
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Figure E.17: Deregionizer snapshots, clocks 31–32
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Figure E.18: Deregionizer snapshots, clocks 33–34
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Figure E.19: Deregionizer snapshots, clocks 35–36
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Figure E.20: Deregionizer snapshots, clocks 37–38
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Figure E.21: Deregionizer snapshots, clocks 39–40
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Figure E.22: Deregionizer snapshots, clocks 41–42
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Figure E.23: Deregionizer snapshots, clocks 43–44
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Figure E.24: Deregionizer snapshots, clocks 45–46
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Figure E.25: Deregionizer snapshots, clocks 47–48
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Figure E.26: Deregionizer snapshots, clocks 49–50
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Figure E.27: Deregionizer snapshots, clocks 51–52

321



Figure E.28: Deregionizer snapshots, clocks 53–54
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Figure E.29: Deregionizer snapshots, clocks 55–56
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Figure E.30: Deregionizer snapshots, clocks 57–58
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